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Preface

Enterprise Al refers to artificial intelligence (AI) technologies developed to address
business and organisational needs in both public and private enterprises. It is
expected to be highly customisable to integrate with existing infrastructure and
enterprise software systems while flexible enough to scale capabilities as demands
shift. It puts a strong emphasis on trust, reliability, and security, as well as creating
value for competitive advantage and social good. Enterprise Al contrasts with
Consumer Al, which is designed for use by individuals, enhancing convenience in
everyday tasks.

Advancements in Al valued at contributing trillions of dollars to the global
economy are often dominated by Enterprise products and services. It is reasonable
to envisage that the benefits of Enterprise Al will go beyond productivity gains and
operational efficiencies and provide entirely new systems of value creation and a
redefinition of competitive advantage.

However, progress is asymmetrical. While AI growth for consumer Internet
companies has been phenomenal, other sectors have yet to harness the full poten-
tial current Al solutions can offer. There is an increasing recognition of the
economic and social implications of this asymmetry, which could result in A/
privilege, deepening economic inequality and social discontent. Specifically, small
and medium-sized enterprises (SMEs) are exposed to a range of vulnerabilities due
to limited control over critical technologies, diminished capacity to differentiate in
the global marketplace, and increasing risks of data leakage, misuse, and privacy
concerns.

Globally, most current approaches to Enterprise Al are focussed on solutions
at a functional level that target single decisions, e.g., fraud detection in financial
transactions. The diffusion of Al in enterprises is accelerating, and merely collecting
a series of solutions will exasperate functional silos leading to organisational
inefficiencies and redundancies, sub-optimal resource allocation, and hindered
innovation. The inherent interconnectedness of decisions within and between
enterprises needs to be recognised. Similar to historic technological disruptions,
such as electricity markets, transformative outcomes take time: they reshape entire
business models and create new theories, new solutions, new markets, and new



vi Preface

industries. We are just entering this period for Al right now: the next decade will
be critical for enterprises to adapt.

There are significant challenges that need to be addressed to achieve success
from Enterprise Al so that benefits flow to a broader span of organisations while
ensuring that the deployments are responsible in meeting stipulated risks and
returns. These challenges include overcoming sustainability challenges of large-
scale Al models, understanding how enterprise-wide scaling of Al will shape the
structure and operations of the enterprise, what capability frameworks are needed to
amplify employee capacity, improving trust in Al solutions by protecting developer
and user communities, understanding the barriers to adoption that can potentially
widen the gap of Al privilege, and developing authentic evaluation systems to realise
and measure commercial and public value from Al at individual organisational and
sectoral levels.

These challenges form the basis of the book, wherein experts in multiple socio-
technical disciplines provide their perspectives and deliberations on the barriers and
opportunities for Enterprise Al, as well as a range of state-of-the-art approaches that
can facilitate Al adoption more widely. The contributions have been accordingly
structured in three parts, namely:

Part I: Scalable and Sustainable Practices for Enterprise Al
Part II: Safe and Responsible Enterprise Al
Part III: Value Creation with Enterprise Al

The aim of this book is to provide a comprehensive and authoritative resource on
Enterprise Al so that students, researchers, and practitioners have the benefit of
accessing the full scope of the problem and approaches in one place, relating to the
critical aspects of Enterprise Al projects. The contributions have been prepared to
ensure the content is accessible to readers from a variety of backgrounds, including
computer science and engineering, information systems, business, and management.

I would like to express my sincere gratitude to all the authors who have made
valuable and comprehensive contributions. I am deeply thankful to many colleagues
for their thought-leadership and guidance on various aspects of Enterprise Al:
Lyria Bennett Moses, Andrew Burton-Jones, Shane Culpepper, Gianluca Demartini,
Joshua Gans, Marta Indulska, Ramayya Krishnan, Tongliang Liu, Flavio Menezes,
Divish Srivastava, Eduardo Velloso, Martie-Louise Verreynne, Mary-Anne Willims,
Wenjie Zhang, Xiaofang Zhou, and Guido Zuccon. A big thanks to the fabulous K-
team, Kate Aldridge and Kathleen Williamson, for your constant support and help.

I hope that the compilation of these diverse areas of Enterprise Al will provide
readers with an appreciation of the full scope of Enterprise Al pitfalls and promises
and will serve as a point of reference for students, researchers, practitioners, and
professionals in this exciting and evolving area.

St Lucia, QLD, Australia Shazia Sadiq
June 2025
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Part I
Scalable and Sustainable Practices
for Enterprise Al

As artificial intelligence continues to mature, enterprises are increasingly eager to
move beyond experimental prototypes and into full-scale production. Yet, despite
the proliferation of powerful tools and frameworks, a persistent gap remains
between proof-of-concept success and real-world deployment. This gap is often
driven by the high computational and labour costs associated with data preparation,
model training, and system maintenance.

This part explores emerging strategies that enable organizations to scale Al
systems sustainably by maximizing performance while minimizing resource con-
sumption. The chapters presented here offer a deep dive into three complementary
approaches that address this challenge from different angles: data distillation,
federated learning, and resource-efficient deployment.

The first chapter by Tong Chen, Junliang Yu, and Hongzhi Yin tackles the
challenge of deploying advanced AI models, such as large language models, in
environments with limited computational resources. The authors present a taxon-
omy of techniques for reducing model size and inference cost, including pruning,
quantization, and knowledge distillation. Real-world examples illustrate how these
methods can democratize access to cutting-edge Al, allowing smaller enterprises to
benefit from powerful models without prohibitive infrastructure investments. This
chapter underscores the importance of efficient Al deployment as an enabler of
innovation in enterprise settings.

The second chapter by Juntong Ni, Shengbo Gong, and Wei Jin introduces dataset
distillation as a powerful technique to reduce the data burden in enterprise Al
workflows. By compressing large datasets into smaller, information-rich subsets,
organizations can dramatically cut down on training time and memory usage
without sacrificing model performance. The authors categorize and analyse four key
distillation methods, namely, performance matching, gradient matching, trajectory
matching, and distribution matching, and demonstrate their applicability across
diverse data types, including images, graphs, and time-series. This approach directly
supports scalable Al by enabling faster experimentation and deployment with fewer
resources.
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The final chapter by Ben Tan, Yan Kang, Lixin Fan, and Vincent Zheng focuses
on Federated Learning (FL), which addresses a critical tension in enterprise Al:
how to harness the value of distributed, sensitive data without compromising privacy
or security. It provides a comprehensive overview of FL’s foundational principles
and practical implementations, which not only allows readers to gain a thorough
understanding of FL but also allows them to analyse different approaches as
relevant to their use-case. The chapter further provides a case study on federated
recommendation systems to demonstrate how FL empowers enterprises to scale Al
solutions while adhering to regulatory and ethical standards.

Together, these three chapters present a cohesive strategy for scaling enterprise
Al sustainably. They explore efficient deployment, dataset distillation, and federated
learning as complementary approaches to reduce resource demands while main-
taining performance. Through practical techniques and real-world case studies, the
section equips organizations to bridge the gap between prototypes and production
in a secure and cost-effective manner.



Chapter 1 ®)
Resource-Efficient Model Deployment for <
Enterprise Al

Tong Chen, Junliang Yu, and Hongzhi Yin

Abstract While the rise of foundation models, like large language models, has
brought immense opportunities for some enterprises to roll out new products and
further optimize their operational logistics, the ever-expanding digitalization gap
caused by the skewed ownership of computing power is also evident, preventing Al
from realizing wider business benefits. This implies that democratizing Al among
all enterprises requires addressing the key challenge of making the use of state-of-
the-art Al technologies less dependent on the availability of computing resources.
In this chapter, with a main focus on deploying advanced yet resource-intensive
Al models in less resourceful enterprise environments, we will provide an in-depth
analysis of the research and applications within this context. Firstly, we will review
and taxonomize the main technical pathways for reducing the resource footprint
of a bulky AI model while keeping the utility trade-off minimal. Then, we will
associate each category of the solutions with real examples, so as to discuss when
and how their advantages can be fully leveraged. Finally, by providing a roadmap
that entails high-potential R&D areas, we will conclude this chapter by pointing out
future directions for developing technologies for resource-efficient enterprise Al

1.1 Introduction

In today’s world, the integration with artificial intelligence (AI) is a highly
anticipated move for enterprises of different sizes. AI’s enterprise roles include
improving customer service with individualized assistance, uplifting efficiency
via automation in key business processes, and even “smartifying” their consumer
products. Corresponding examples are personalized chatbots and recommender
systems [1, 2], sales forecasting for inventory management [3, 4], as well as smart
devices with embedded Al ecosystems like Apple Intelligence [S] and Google
Gemini [6]. In short, the uptake of Al, or the willingness to engage Al, is showing an

T. Chen (2<) - J. Yu - H. Yin
The University of Queensland, Brisbane, QLD, Australia
e-mail: tong.chen@ugq.edu.au; jl.yu@ugq.edu.au; h.yinl @uq.edu.au

© The Author(s), under exclusive license to Springer Nature Switzerland AG 2025 3
S. Sadiq (ed.), Enterprise Al, https://doi.org/10.1007/978-3-032-01940-0_1


http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-032-01940-0protect T1	extunderscore 1&domain=pdf

 885 57952 a 885 57952 a
 
mailto:tong.chen@uq.edu.au
mailto:tong.chen@uq.edu.au
mailto:tong.chen@uq.edu.au
mailto:tong.chen@uq.edu.au

 9591 57952 a 9591 57952 a
 
mailto:jl.yu@uq.edu.au
mailto:jl.yu@uq.edu.au
mailto:jl.yu@uq.edu.au
mailto:jl.yu@uq.edu.au

 16312 57952 a 16312 57952 a
 
mailto:h.yin1@uq.edu.au
mailto:h.yin1@uq.edu.au
mailto:h.yin1@uq.edu.au
mailto:h.yin1@uq.edu.au
https://doi.org/10.1007/978-3-032-01940-0_1
https://doi.org/10.1007/978-3-032-01940-0_1
https://doi.org/10.1007/978-3-032-01940-0_1
https://doi.org/10.1007/978-3-032-01940-0_1
https://doi.org/10.1007/978-3-032-01940-0_1
https://doi.org/10.1007/978-3-032-01940-0_1
https://doi.org/10.1007/978-3-032-01940-0_1
https://doi.org/10.1007/978-3-032-01940-0_1
https://doi.org/10.1007/978-3-032-01940-0_1
https://doi.org/10.1007/978-3-032-01940-0_1
https://doi.org/10.1007/978-3-032-01940-0_1

4 T. Chen et al.

exponentially upward trend. According to a 2023 survey published by IBM [7], over
80% of IT professionals at large organizations are active users or investigators of Al
technologies. Furthermore, 59% of the IT professionals at companies deploying or
exploring Al indicate that their company has accelerated their investments in or
rollout of Al in the past 24 months [7].

However, on the flip side of the coin, the fast-evolving Al landscape has also
been expanding the variation of technology readiness across enterprises. This is due
mainly to the skewed resource availability at different enterprises. Those important
resources include, but are not restricted to, computing facilities that enable the
training and deployment of complex Al models; the feasibility of acquiring large-
scale, application-specific data to facilitate model training and evaluation; human
experts that are familiar with machine learning pipelines and can incorporate
domain knowledge into machine learning algorithms; long-term support from end-
users to guarantee market share; and continuous improvement of the Al system
deployed. All the resources are indispensable for harnessing the full potential
of AI for business applications, whereas an imbalance on any of the resources
may enlarge the aforementioned digitalization gap between enterprises. Take the
resource consumption as an example, where Fig. 1.1 shows an evolution trajectory
of major Al models in terms of their training computational cost. Before the deep
learning era (starting 2010), the amount of computation needed for training an Al
model increases by 1.5 times per year. Meanwhile, as we enter the deep learning era,
this number has started increasing by 4.6 times per year, due mainly to the heavy
parameterization of deep neural networks including various foundation models.

In this chapter, we will specifically discuss the resource aspect of this digital-
ization gap, as this is usually the first practical challenge shared by a large body
of enterprises when it comes to Al adoption. This challenge is amplified in the
context of small- and medium-sized enterprises (SMEs) that have a strong demand
for increasing competitiveness with Al but are highly resource constrained. Let us
take the large language models (LLMs) as an example. On the one hand, despite the
accessibility offered by companies like OpenAl (for ChatGPT) [10] and Anthropic
PBC (for Claude) [11] via paid Application Programming Interfaces (APIs), the
need for preserving the privacy of user data and building customized applications
has lit the red light for such adoption channels. On the other hand, the prohibitive
computational cost also limits the idea of building a customized LLM from the
ground up to world-leading technical giants [12]. Even the direct deployment and
fine-tuning, as a more resource-friendly option, is often deemed infeasible, given
the computing environment required. For instance, Llama [13]—the open-source
LLM released by Meta—requires a total of over 160GB of GPU memory to run
its full version with 70 billion parameters, which is impossible without substantial
upfront investments in building an advanced GPU cluster. Furthermore, in relation to
computing resources, the exerted costs of energy consumption, dedicated personnel,
and ongoing maintenance can create further overhead that bottlenecks scalable
adoption of state-of-the-art Al technologies.
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Organization of the Chapter Motivated by the resource-intensive nature of
modern Al models, we aim to discuss existing research and development (R&D)
practices in Al solutions that are less dependent on the computing resources,
which can potentially pave the way for a variety of resource-efficient enterprise
applications. We will start the discussion with Sect. 1.2 by taxonomizing and
analyzing the main technical pathways for reducing the resource consumption for
deploying and using Al In Sect. 1.5, we will provide a real example for each type
of resource-efficient Al solution in the application-oriented industrial setting. Then,
we will outline our thoughts on developing next-generation resource-efficient Al
for enterprise applications, which are summarized in an R&D roadmap in Sect. 1.6.
Finally, remarks and conclusions will be covered in Sect. 1.7.

1.2 Resource-Efficient Machine Learning

Before designing efficient machine learning models, an important step is to first
understand the desiderata of those models. In other words, we need to identify and
define important efficiency aspects that should be achieved by those lightweight
models. Without loss of generality, we have segmented those key efficiency
requirements into two main categories:

* Memory consumption. A machine learning model, especially a deep learning—
based one, commonly contains a certain number of parameters (e.g., weights
and biases in feedforward networks) that numerically approximate a real-
world function. In general, a more capable model encapsulates a larger set
of parameters. This is especially true for foundation models like the Vision
Transformer [14] (for computer vision) with 22 billion parameters and T5-XL
[15] (for natural language understanding) with 11 billion parameters, which,
respectively, translate into over 80 and 40 GB memory in a 32-bit floating
point system. Consequently, memory consumption is usually the very first hurdle
that prevents a high-performance model from being deployed in a resource-
constrained environment. In this line of research, metrics including parameter
count, peak runtime memory, and parameter reduction rate (a.k.a. sparsity) [16,
17] are popular choices for quantifying and comparing the memory consumption
of different machine models.

¢ Inference time. The amount of time required for training the model is crucial
for high-throughput, Web-scale applications. Meanwhile, compared with training
that is mostly a “one-off” process and can be performed offline, inference is a
more frequent action that requests a trained model to generate corresponding
outputs (e.g., conversational responses, predictions, recommendations, etc.)
based on end-users’ inputs. In this regard, a model’s capability of efficiently
performing inference on-the-fly with minimal latency is of great importance.
Notably, models having a smaller footprint in memory do not necessarily imply
lower inference time, as inference time is predominately determined by the
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complexity of layer-wise operations of the deep neural network [18]. As such,
metrics like Multiply-Addition Counts (MACs) [19] and wall clock runtime
[20, 21] are used to measure the time spent on model training and inference.

In short, the lowered memory consumption ensures that an Al solution is
deployable in resource-constrained environments. For applications that do not run
in a real-time manner, e.g., sales forecasting over long horizons [4] and document
summarization [22], performing memory consumption optimization will suffice as
it also allows the end-user to benefit from larger model capacity (and hence higher
accuracy). Meanwhile, in applications that rely on efficient decision support, such as
traffic monitoring [23] and autonomous driving [24], optimization on inference time
seeks further trade-off between a model’s complexity and performance. In the next
two sections, we will provide detailed analyses on both technical aspects concerning
resource-efficient Al

1.3 Memory Consumption Reduction

In this section, we review the main technical choices for reducing a machine learning
model’s memory footprint. Essentially, this comes down to removing excessive
parameters from the model while keeping the performance sacrifice minimal. Based
on the types of data to be processed, the majority of parameter consumption can
come from the feature representations (i.e., input embeddings [25]) or the main
network architectures, or both. Reducing the memory footprint in each part of
the Al system requires different techniques. As such, we introduce methodologies
associated with lightweight feature representations and neural architectures in
Sects. 1.3.1 and 1.3.2, respectively.

1.3.1 Lightweight Feature Representations

A machine learning model always needs to represent a given data sample by
mapping it into a predefined feature space to support subsequent computations.
If the input data contains discrete, categorical features like country =
{Australia, Burma, Canada, ---}, then each possible feature value will
correspond to a d-dimensional real-valued vector termed embedding [25, 26].
In large-scale applications where the discrete feature space is large, such feature
embeddings are prone to become a significant hurdle on memory efficiency. A
typical example is the billion-scale user/item IDs in recommendation services
[27, 28], whereas the recommender system deployed by Meta consumes 12 trillion
parameters and can demand up to 96TB memory to run [16, 29]. Next, we unfold the
three major types of techniques used for lowering the memory consumption from
feature representations, namely, low-precision feature embeddings, embedding
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Fig. 1.2 A visualization of low-precision feature embeddings (bottom left), embedding pruning
(top right), and compositional feature embeddings (bottom right)

pruning, as well as compositional feature embeddings. A visual comparison of the
three types of techniques is also provided in Fig. 1.2.

Low-Precision Feature Embeddings A straightforward remedy to the excessive
memory consumption of feature embeddings is to use a low-precision storage
format instead of the default 32- or 64-bit precision, where binary codes are a
typical choice. It compresses each real-valued embedding entry from full-precision
as binary code of just one bit [30, 31], demanding significantly less memory for
storage. However, compared with their original version, the expressiveness of the
resulting binary codes is greatly impaired [32]. To better retain model performance,
quantization is proposed as a middle ground that represents each embedding entry
with a multi-bit (e.g., 4-bit) integer, which is achieved by mapping a full-precision
floating point number to a quantized value with carefully designed clipping
functions. Representative solutions include post-training quantization (PTQ) [33-
35] that can adaptively determine the optimal clipping thresholds for trained feature
embeddings, as well as the low-precision training [36, 37] that enables training the
quantized feature embeddings from scratch in an end-to-end manner.

Embedding Pruning Alternatively, another widely used approach is to zero-out
embedding entries with lower importance, such that the embedding weights become
a sparse matrix. The resulting sparse matrix can then be managed by various
sparse matrix storage techniques [38, 39] that bring negligible cost for storing zero-
valued entries [40]. Some common practices include designing a reinforcement
learning [40], reparameterization [41], or evolutionary search [42] framework to
prune out less informative entries in the full embedding weight matrix. In a nutshell,
these methods aim to learn a binary matrix termed pruning mask with the same
dimensionality as the embedding matrix, where 1 and O are, respectively, used
in the pruning mask to indicate embedding entries to be kept or pruned. During
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model inference, an element-wise multiplication between the pruning mask and
embedding matrix is performed, thus producing a sparse, pruned embedding matrix
for deployment. It is worth noting that, instead of using sparse embeddings, some
methods [32, 43—45] allow for a set of embedding dimensions d € {d;, d»,d3, - - - }
for each feature, where the best dimension per feature is searched based on a joint
optimization objective that combines model accuracy and memory consumption.
At the end of the search, each feature is assigned a dense embedding, while
the average dimensionality (hence the overall memory footprint) of all feature
embeddings is reduced [32, 46]. This resembles the core idea of pruning, which
removes less informative parts of embeddings to cut the parameter size used in
feature representations.

Compositional Feature Embeddings Low-precision feature embeddings reduce
memory consumption by decreasing the bits needed for storing all dense embed-
dings, while embedding pruning achieves this by removing redundant embedding
dimensions [47]. In contrast, compositional feature embeddings represent all fea-
tures with shared parameters [48], thus effectively reducing the overall parameter
count. Essentially, compositional feature embeddings define a pool of embedding
vectors (termed meta-embeddings [49, 50]) to be shared by all features, whose size
is significantly smaller than the number of features. Then, by assigning each feature
a unique combination of meta-embeddings, a unique representation of each feature
can be generated by combining these meta-embeddings via operations like vector
concatenation, sum, or element-wise product [S1]. Bearing a similar intuition of
using a smaller parameter space to represent the full feature embedding matrix,
decomposition methods like low-rank factorization [52] and tensor-train decompo-
sition [53, 54] are also widely adopted to compress the feature representations in
industry-scale applications.

1.3.2 Lightweight Neural Architectures

Given the complexity of real-world data, a neural network needs to be endowed with
sufficient computational capacity to capture the subtle correlations between different
data-driven patterns and the predicted outputs. Such computational capacity is
commonly achieved by stacking multiple deep layers in a single neural network.
As a consequence, this leads to the prosperity of large networks like ResNet-
152 (115 million parameters) for image understanding [55] and BERT-Large
(340 million parameters) for natural language processing [56]. More recently, the
rise of foundation models further pushes the parameter sizes into billion level
(see examples of T5-XL and Vision Transformer in Sect. 1.2). Being parallel to
lightweight feature representations, simplifying the bulky network architectures has
long been a focal point for resource-efficient Al solutions. As depicted by Fig. 1.3,
network quantization, knowledge distillation, and network pruning are three widely
adopted pathways to lightweight neural architectures. In what follows, we introduce
these well-established methods for achieving lightweight neural architectures.
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Fig. 1.3 A visualization of network quantization, knowledge distillation, and network pruning
(respectively, presented from left to right)

Network Quantization Analogous to lightweight feature representations, quan-
tization can also be applied to the deep layers inside a neural network, where
the neural networks’ parameters (i.e., weights and biases) are converted to a low-
precision format to save memory space. As the key is to minimize the accuracy gap
before the quantized and full-precision models, a broad collection of existing work
is proposed to mitigate the possible performance drop brought by the quantization
of model parameters [57]. Among those efforts, quantization-aware training [58, 59]
and post-training quantization [60, 61] are currently the most popular choices.
Quantization-aware training aims to re-calibrate quantized model by performing
further training using gradient descent, where solutions like learned quantization
networks [62], differentiable soft quantization [63], and straight-through estimator
[64] are proposed to cope with the non-differentiable nature of quantization
operations (e.g., rounding, clipping, etc.). In contrast, post-training quantization is a
more efficient solution that directly quantizes a model’s parameters and activations
(i.e., intermediate outputs) [57], where strategies like layer-wise weight balance [65]
and output reconstruction [66], as well as withholding a small unlabeled data as
calibration set for quantization parameters [67], are in place to help maintain the
original model’s accuracy.

Knowledge Distillation Bearing a teacher-student interaction ethos, knowledge
distillation is a model compression scheme that learns a compact student model
by letting it mimic the behavior of a full teacher model [68]. In a nutshell, when
given the same input data sample, a well-trained student model should be able to
replicate the decision-making process of the teacher model, which is facilitated by
transferring and distilling the teacher model’s knowledge into the student model.
To quantify such knowledge, a popular approach is response-based comparisons
between teacher and student, where the outputs (i.e., logits such as predicted class
distributions [69]) of the last deep layer of both models are compared during the
distillation process [53, 70]. As such, the student model can be trained to generate
decisions similar to the teacher model. The second approach is feature-based
knowledge distillation [71-73], which uses the extracted latent representations of
the input data as an additional supervision signal for training the student model. The
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third approach, namely, relation-based knowledge distillation [68], further extends
the second approach by considering the correlations between model layers [74, 75]
and/or data samples [76, 77] calculated with pairwise latent features, so as to further
enhance the comprehensiveness of the knowledge a student model inherits from the
teacher model.

Network Pruning Stripping away model components with lower performance
contributions, i.e., network pruning [78], has been a well-established research
direction for achieving lightweight neural architectures. In this line of work, the
pruning principles can be divided into three main categories: unstructured pruning,
structured pruning, and semi-structured pruning. Unstructured pruning focuses on
sparsifying the weight matrices (e.g., the filters in convolution neural networks) [79—
81] without modifying the workflow of the network. Thus, unstructured pruning on
neural networks essentially resembles the idea of embedding pruning, as both of
them cut the parameter consumption by obtaining sparsified parameter matrices.
Compared with unstructured pruning, structured pruning happens at the network
structure level, where the prunable components include filters and channels in
convolution networks [82, 83], attention heads in Transformer networks [84], and
various intermediate deep layers in a variety of fully connect networks [85].
With the goal of a better balance between memory efficiency and performance,
semi-structured pruning has emerged as an extension to structured pruning, where
substructures inside model components (instead of the entire components) are
pruned out based on identified patterns [86, 87], offering more fine-grained pruning
results compared with structured pruning [88].

1.4 Inference Time Optimization

Despite advances in memory consumption reduction, recent research has shown
that in practicality, simply reducing these model parameters does not always lead
to efficient on-device learning [16, 17, 89]. Hence, in this chapter, we discuss
approaches that are specifically designed for reducing model complexity to shorten
the inference time. Figure 1.4 shows three highly relevant solutions, namely,
adaptive model selection, parallelization, and hardware-software co-design, of
which the details will be presented in the rest of this section.

1.4.1 Adaptive Model Selection

For various machine learning tasks, if accuracy is the main target, then a heavily
parameterized neural network usually needs to be designed and trained. In the
meantime, when inference efficiency is added to the requirement list, adaptive model
selection [18] comes into play to disable some components of the network such
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Fig. 1.4 A visualization of adaptive model selection (top right), parallelization (bottom left), as
well as hardware-software co-design (bottom right)

that the inference process can be simplified with some accuracy compromises. This
approach shares a similar underlying principle with the structured pruning method
introduced in Sect. 1.3.2, where a smaller network can be constructed by selecting
trained components of the full-size network based on the accuracy-efficiency trade-
off allowed [19, 90] and then deployed on resource-constrained environments. In
settings where a deployed model needs to meet the dynamic on-device resource
availability, adaptive inference methods [20, 91-93] are able to flexibly decide
the model components needed based on the levels of complexity associated with
each specific input data sample. In a nutshell, by measuring the confidence of
intermediate layers’ outputs, the inference router can determine whether or not to
skip subsequent network layers in the inference process [94], so as to reduce the
inference overhead of a deployed model in an adaptive fashion.

1.4.2 Parallelization

In addition to adaptive model selection, another widely used approach to speed
up model inference is to design efficient parallelization schemes. Parallelization
allows a larger amount of input to be processed by the same model within the
memory constraint, thus boosting inference efficiency w.r.t. the same data size
by increasing the throughput of the model. A typical example is the development
trajectory of natural language processing methods, where the early versions of
recurrent neural networks [95] are known to be inefficient for handling long
sequences, as the next tokens in the sequence can only be processed one after
the other. Afterward, Transformer networks [96], whose self-attention blocks allow



1 Resource-Efficient Model Deployment for Enterprise Al 13

all tokens to be processed in the same forward pass, are proposed, followed by
various efforts in further parallelizing its self-attention blocks [97, 98]. Similar
efforts in parallelization are also witnessed in computer vision models, including
layer parallelization in deep residual networks [99], vision Transformers [100], and
diffusion models [101].

1.4.3 Software-Hardware Co-design

In many situations, the model-centric solutions alone are insufficient for specialized
applications. Consequently, this calls for the co-design and joint optimization from
both software and hardware perspectives. On the one hand, for the same neural
network architecture, the way it is implemented—which is usually facilitated by
different deep learning packages like Caffe [102], TensorFlow [103], and PyTorch
[104])—can largely impact the inference efficiency [18]. On the other hand,
software-level optimizations are still bounded by the inherent limitation of the
hardware, where certain types of machine learning models are found to benefit
from dedicated improvements involving storage, I/O, tensor operations, etc. [105—
107]. As such, co-designing software and hardware offers an opportunity to jointly
optimize both heavily entangled aspects, where real applications can be seen in
Meta’s recommendation services [29], Tesla’s full self-driving computer [108], and
Apple’s neural engine [109].

1.5 Enterprise Applications of Resource-Efficient AI

In this section, we provide some real-world examples w.r.t. memory consumption
reduction and inference time optimization, so as to strengthen the link between
resource-efficient machine learning and enterprise Al Specifically, we will discuss
how memory consumption reduction is achieved in Apple’s core techniques for on-
device multimodal data analysis (e.g., object recognition from images) and what the
core tricks are for inference time optimization in Taobao’s on-device recommender
systems.

1.5.1 Apple’s On-Device Multimodal Data Analysis Solutions

Apple’s OpenELM and Ferret-v2 represent significant advancements in on-device
machine learning and multimodal processing within Apple’s ecosystem. Its effi-
cient language model named OpenELM [110] is a high-capacity language model
embedded into i0OS, functioning as a core system utility comparable to location
services. With its layer-wise scaling architecture, OpenELM efficiently leverages
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its 1.1 billion parameters to deliver a 2.36% improvement in accuracy over previous
models, despite utilizing only half the pre-training data. Moreover, its integration
with MLX (Apple’s efficient machine learning library) enables seamless fine-tuning
directly on Apple devices, optimizing model adaptability for diverse applications.

In parallel, Ferret-v2 [111] introduces a significant upgrade over its predeces-
sor Ferret [112], designed for enhanced multimodal data-processing capabilities.
Key innovations include support for arbitrary-resolution grounding, multi-granular
visual encoding via the DINOv2 [113] encoder, and a rigorous three-stage training
process. These advancements bolster Ferret-v2’s ability to process high-resolution
images and enrich its visual understanding, delivering state-of-the-art, on-device
visual intelligence tailored for iOS users.

The Upward Trend of On-Device Foundation Models Since Apple reinterpreted
“AI” as “Apple Intelligence” in mid-2024, the race for integrating Al into portable
personal devices as a fully personalized assistant became unprecedentedly compet-
itive among various manufacturers. And yet, this has further promoted the upward
trend of deploying high-performance foundation models from vision, language,
and multimodality domains on resource-constrained devices. From an industry
practitioner’s perspective, recent advances in algorithmic optimization, including
Apple’s OpenELM and Ferret-v2 in this example, as well as DeepSeek’s dynamic
resource allocation strategies [114], have provided solid, production-ready backend
foundations for embedding the intelligence of foundation models into a wider range
of devices (e.g., home appliances, digital cameras, medical equipment).

1.5.2 EdgeRec: The Edge-Based Recommender System from
Taobao

Traditional recommender systems often operate in a cloud-to-edge paradigm, where
recommendations are precomputed on cloud servers and then delivered to user
devices. This paradigm can suffer from network latency and bandwidth limitations,
leading to delays in system feedback and diminished user experience [32]. To
address these challenges, Taobao, a leading e-commerce company, has rolled out
EdgeRec [115], a recommender system designed to perform computations on edge
devices—specifically, on users’ mobile devices. When deployed on user devices,
EdgeRec processes diverse user behavior sequences (e.g., browsing, searching,
adding items to cart, paying, etc.) by separating different behavioral categories,
encoding them in parallel, and then encoding them with a lightweight behavior
attention network. As a recurrent neural network is in use for modelling the
sequential user behaviors, to further ensure inference efficiency, EdgeRec caches
the model outputs for previously processed user behaviors and only processes the
newly received user behavior. In this way, EdgeRec avoids performing inferences
from the start of a long sequence and instead can focus on the most recent user
behavior to dramatically boost on-device inference efficiency. As an exciting note,
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in Taobao’s online testing, EdgeRec has been proven to contribute up to 8.87%
increased number of user clicks and an impressive 10.92% profit gain [115] and is
now a core service component deployed by Taobao to serve the main traffic.

Preventing User Privacy Breaches in Large-Scale Cloud Services An additional
advantage of EdgeRec is its stronger privacy guarantee. When rolling out Web-
scale services like personalized recommendation, privacy concerns tend to become
a major obstacle for ensuring trust among end-users and establishing a loyal
customer base. Moving cloud-based services to edge devices helps users retain
their sensitive data (e.g., user profile, browsing history, location, etc.), where all
the personalized results can be provided by the on-device model deployed. As such,
for industry sectors that frequently deal with private user information, such as e-
health, banking, and online trading, an on-device service paradigm provides a new
opportunity to counteract the privacy threats that are rapidly emerging in today’s
online environment.

1.6 Roadmap Toward Practical Resource-Efficient A1

After providing an overview on the existing research landscape, we use this section
to provide an outlook on potential research directions that can further promote
practical resource-efficient Al for enterprise applications.

We summarize those high-potential areas in the bullet points below:

* Breaking the Machine Learning Silos. Because the use case is closely related
to individual users or enterprises, resource-efficient Al systems are subject
to limitations in both model capacity and training data availability. Hence,
collaborative machine learning can provide a possible remedy to those limitations
by allowing isolated on-device models to communicate with each other and
exchange knowledge [116, 117], thus improving model performance. In the
meantime, to bypass the privacy hurdles brought by sharing sensitive data or per-
sonalized model parameters in the communication process, encryption methods
like differential privacy [118] and secure knowledge exchanging schemes like the
use of reference data [119] are highly recommended.

* Moving from Model-Centric AI to Data-Centric Al Existing efforts on
resource-efficient Al are mainly around more advanced model designs in pursuit
of stronger model performance under tight computational resource budgets.
However, it is worth pointing out that real-world data used for model training is
prone to noise and biases, thus constraining the accuracy and generalizability of
the trained model [120]. In fact, when trained with a small set of high-quality data
samples, a structurally simpler machine learning model is likely to outperform
sophisticated models trained with large-scale but noisy data [121, 122]. In
this regard, devising approaches that can enhance the inherent quality of data
[123, 124], or generate synthetic high-quality data [125, 126], can provide an
alternative to training a competitive model without sophisticated designs.
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* Model Lifespan Matters. A trained machine learning model, once deployed,
can face performance degradation over time. This is due mainly to the streaming
nature of real-world data, which produces distribution shifts that challenge the
generalizability of models trained with historical observations [127]. However,
given the constraints w.r.t. resources, engineering cost, and service downtime,
many enterprise-level applications do not have the luxury of frequently retraining
a machine learning model to keep it up to date. As such, witnessed by existing
efforts on causal inference [128], efficient domain adaptation [129], and patch
learning [130], it is worth developing methods to extend the lifespan of a
deployed model with minimal overheads.

1.7 Final Remarks and Conclusions

The integration of Al into enterprise operations has been proven transformative,
offering unprecedented opportunities to enhance efficiency, personalization, and
automation. However, the rapid evolution of Al technologies has highlighted a
pronounced disparity in technology readiness among organizations, driven largely
by unequal access to critical resources such as computational infrastructure, large-
scale datasets, and skilled personnel. This disparity, particularly detrimental to
small- and medium-sized enterprises (SMEs), threatens to widen the digitalization
gap and limit the democratization of Al benefits.

In this chapter, we have addressed the resource-intensive nature of modern Al
systems by exploring the current research landscape regarding resource-efficient
Al solutions. Through our taxonomy and analysis of technical approaches in
Sects. 1.2, 1.3, and 1.4, we demonstrated how advances such as lightweight feature
representations, model compression, knowledge distillation, and hardware-software
co-design can significantly lower the computational and financial barriers to Al
adoption in enterprises. Section 1.5 has illustrated these concepts with real-world
examples, showcasing how resource-efficient Al is already being utilized in diverse
industrial applications. Finally, Sect. 1.6 laid out a forward-looking R&D roadmap,
identifying key priorities for developing scalable and sustainable Al solutions.

By focusing on resource-efficient Al, we can empower a broader range of
enterprises to leverage cutting-edge technologies, fostering innovation and compet-
itiveness across industries. Continued research and collaboration will be essential
to realize this vision, ensuring that Al remains an inclusive tool for economic and
societal progress.
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Chapter 2 ®)
Dataset Distillation for Enterprise Qe
Applications

Juntong Ni, Shengho Gong, and Wei Jin

Abstract Deep learning has achieved remarkable success in recent decades, which
is largely attributed to the sheer amount of data. However, the constraints of
computing resources result in significant time and memory required to train deep
learning models on large-scale data. To address this, dataset distillation has attracted
increasing research attention in the community. Dataset distillation aims to derive
informative small datasets that distill the most important knowledge from large
datasets. These small curated datasets can replace the original large datasets to
benefit scenarios such as efficient model training and inference, neural architecture
search, and privacy protection. In this chapter, we aim to provide a comprehensive
summary of dataset distillation. We first introduce the dataset distillation problem
and group existing methods into four categories: performance matching, gradient
matching, trajectory matching, and distribution matching. Specifically, we provide a
formal task definition and establish a unified framework for these methods. Then, we
systematically review the technical details of methods in each category and discuss
the application of dataset distillation across various data modalities such as image,
graph, text, and time-series data. Finally, we provide concluding remarks on the
pitfalls and prospects of dataset distillation.

2.1 Introduction

Over the last decades, the application of artificial intelligence (Al) in enterprise
settings, commonly referred to as Enterprise Al, has expanded rapidly, with
successful deployment across various business domains. For instance, JPMorgan
Chase employs an Al system called COiN (Contract Intelligence) to process legal
documents using natural language processing (NLP), significantly reducing review
time [1]. Amazon uses machine learning for demand forecasting and inventory
optimization across its global supply chain [2]. Additionally, Siemens leverages Al
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for predictive maintenance in industrial systems, improving operational reliability
and reducing downtime [3]. These applications illustrate how Al is being integrated
into business operations to increase efficiency and improve service delivery.

However, many of these enterprise-grade Al solutions rely on large-scale
machine learning models, whose development is heavily influenced by recent
progress in foundational Al research in areas such as computer vision [4], NLP [5],
and data mining [6]. Models like ChatGPT by OpenAl and Gemini by Google
illustrate the increasing practicality of Al for diverse use cases. Despite their capa-
bilities, the success of such models is largely dependent on training with massive
datasets [7], leading to significant demands in terms of data storage, processing,
and energy consumption. While large technology firms such as Google, Meta, and
OpenAl possess sufficient computing resources, small- to medium-sized enterprises
often struggle to meet these requirements. For instance, GPT-3, with 175 billion
parameters and trained on 45 terabytes of text data using thousands of GPUs [8],
remains far beyond the reach of most businesses. This imbalance restricts broader
access to advanced Al technologies and raises concerns about eco-sustainability [9].
Additionally, resource-intensive tasks such as continual learning [10], hyperpa-
rameter optimization [11], and neural architecture search (NAS) [12] pose further
challenges. This creates a clear tension between the increasing power of AI models
and the limited resources available to many enterprises. A promising direction to
mitigate this issue is dataset compression, which aims to reduce dataset size while
preserving task-relevant information. This approach helps reduce storage, memory,
and compute costs, making advanced Al development more accessible to a wider
range of organizations.

An intuitively straightforward way to obtain such a smaller dataset is to select the
most representative samples for original dataset, namely, Coreset Selection [13—-16].
Coreset selection involves choosing a subset based on heuristic criteria to maintain
essential information, thus reducing training costs. However, coreset selection is
limited because (1) it heavily depends on heuristic criteria and often lacks guidance
from downstream task performance and (2) it requires the presence of representative
samples in the dataset to approximate it effectively. As a result, recent studies point
out that the efficacy of coreset selection methods rarely and irregularly transfers to
practical scenarios [17].

An alternative approach to coreset is Dataset Distillation, which aims to synthe-
size a much smaller and more informative data summary with little performance
drops [19-22]. The overall pipeline of dataset distillation is shown in Fig.2.1.
Dataset distillation has a range of advantages. First, the data summary can serve
as an effective replacement for original datasets for scenarios like model training,
hyperparameter search, architecture search, etc. Second, dataset distillation can help
save computing costs and then accelerate research iterations, i.e., more ideas can
be experimented. Third, dataset distillation may contribute to privacy preservation
since it alters the original datasets, making them challenging to recover [23].
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Fig. 2.1 An illustration of the dataset distillation pipeline, where n << N. Dataset distillation aims
to synthesize a much smaller and more informative data summary S with minimal performance
drops compared to the original dataset 7. Left: Chest X-ray images used in a hospital’s automated
radiology triage system for pneumonia risk screening [18]. Right: Customer query examples from
a telecom company’s service logs for question answering

Given the importance of dataset distillation, various algorithms have been
proposed, falling into four distinct strategies: performance matching, gradient
matching, trajectory matching, and distribution matching based on the objectives
applied to match target data. With the development of these algorithms, the real-
world performance of models trained on data summaries is approaching those
trained on original datasets. Besides, while the earliest dataset distillation techniques
are designed for the image domain, a variety of works have extended the application
of dataset distillation to other data modalities such as text and graph domains.

In this chapter, we intend to provide a comprehensive overview of various dataset
distillation frameworks across different data modalities. The rest of this chapter
is organized as follows. We will begin with the definition of dataset distillation
task formally in Sect.2.2. Based on this, various methods will be systematically
classified into categories. We classify all dataset distillation techniques into four
categories. Then in Sect.2.3, we will discuss dataset distillation for synthesizing
data of different modalities, shedding light on real-world expertise scenarios where
these techniques prove valuable. Implications with dataset distillation are shown in
Sect. 2.4. In Sect. 2.5, we conclude by presenting common pitfalls in existing dataset
distillation methods and identifying key challenges and promising future research
directions, guiding the continued advancement of dataset distillation.
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2.2 Dataset Distillation Methods

2.2.1 Task Definition

We first introduce the notations used in this chapter. For the sake of uniformity, we
refer to the data synthesized by dataset distillation techniques as a data summary
henceforth. Given a real dataset consisting of |7] pairs of training images and
corresponding labels, denoted as 7= (X;, Y;), where X; € RN N is the number
of samples, d is the number of features, Y; € RV *C are one-hot label vectors, and
C is the number of classes. Let 7, = {(X;, Y)|Y; = c}yjl be the subset of 7~
with class c¢. The synthesized data summary is denoted as S = (X, Y;), where
X, € R"™4 n « N.We define S, similarly as defined for 7. For typical image
classification tasks, d is height x width x channels. Let ¢g represent a learning
algorithm parameterized by 6. Then we define L5(0) = Ex v)~71l(¢9(X), Y)],
where [ denotes a twice-differentiable loss function, e.g., cross-entropy loss for
classification. The objective of dataset distillation is to make performance gap
smaller between the model trained on 7~ and the model trained on S.

Based on the matching objectives between S and 7, we classify dataset dis-
tillation methods into four categories: performance matching, gradient matching,
trajectory matching, and distribution matching. Each method defines a distinct
notion of similarity between the original dataset 7 and the synthesized data
summary S. Performance matching directly minimizes the loss on the original
dataset using models trained on the data summary. Gradient matching instead aligns
the gradients obtained from training on S with those from 7. Trajectory matching
aligns entire sequences of parameter updates (training trajectories) between the real
and synthetic data. Distribution matching optimizes the statistical similarity between
the embedded representations of 7 and S in a feature space, typically without
explicitly training a model during optimization.

looseness-1These four dataset distillation approaches present different trade-offs
between performance and efficiency, making them suitable for different industrial
scenarios. Performance matching and trajectory matching often yield the best
downstream accuracy but require expensive bilevel optimization and significant
memory consumption, especially when unrolling long training trajectories. These
methods are well suited for offline training in domains where accuracy is crit-
ical and training resources are available, such as medical imaging diagnostics,
financial risk modeling, or defect detection in manufacturing pipelines. On the
other hand, gradient matching and distribution matching are more computationally
efficient, often requiring fewer training steps or avoiding model training altogether
during distillation. While they may achieve slightly lower performance, they
are particularly advantageous in settings with limited compute or memory. This
includes customer service systems deployed on edge devices, cold-start scenarios
in personalized recommendation systems, or lightweight Al models for embedded
IoT applications. The choice of distillation strategy should therefore be guided not
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only by accuracy requirements but also by system constraints and the practical
deployment environment.

2.2.2 Dataset Distillation by Performance Matching

Performance matching is the most straightforward method because its loss function
directly minimizes the error on the original dataset 7~ of the model trained on the
data summary S. The loss function is backpropagated to update the data summary
S. Thus, S can be viewed as the meta-data of the model, and the method can
be considered a meta learning—based approach. To further improve the efficiency
of meta learning—based performance matching, the kernel ridge regression—based
performance matching has been proposed. In this section, we first introduce meta
learning—based performance matching and then introduce kernel ridge regression—
based performance matching.

2.2.2.1 Meta Learning-Based Performance Matching

Meta learning—based performance matching is first proposed in the seminal work by
Wang et al. [19]. This method aims to optimize a synthetic data summary such that
neural networks trained by it could have the lowest loss on the original dataset, and
thus the performance of models trained by synthetic and real dataset is matched. S
is updated by the outer loop, and the inner loop solves the conventional supervised
learning problem w.r.t. S as follows:

arg min Ego_g[L7(67)] (outer loop), 2.1)
S

6" =0'"! — VL") (inner loop), (2.2)

where © is the distribution for initialization of network parameters. Because the
inner loop is determined by data summary S and the initialized network parameter
69, to improve the robustness and generalization of data summary S to a different
parameter initialization, many dataset distillation algorithms will take expectation
on S w.r.t. 69, and the objective function has form of 6° ~ ©. T denotes the number
of inner iterations, and 7 is the learning rate for inner loop. The objective of meta
learning—based performance matching indicates a bilevel optimization algorithm. In
inner loops, weights of a differentiable model with parameter 6 are updated with S
via gradient descent. However, in the inner loop of Eq. (2.2), the neural network is
trained by iterative gradient descent, which yields a series of intermediate parameter
states of {80, 0!, .., 67}; backpropagation through time (BPTT) [24] is required
to recursively compute the gradient Vs L7(67) in the outer loop:
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Algorithm 1: Dataset distillation by performance matching

Input: Original dataset 7, outer-loop iterations K, parameter initialization distribution ®,
inner-loop iterations 7 (For TBPTT, T = 1), learning rate n

1 Initialize: (X?,YS) ~9; // Random, real, or coreset
2 fork=1,...,K; // Outer loop: optimize S
3 do

4 Initialize 6 ~ O fort =1,...,T ; // Inner loop: optimize 6 on Skl
5 do

6 | 0" <6 — VLG (0"

7 Xk XK1 — vy £707) ; // Update X, by unrolled gradient decent

Output: S¥ = (XX, Y))

k=T 45T k
aL AL 30T 30
Vel 0T) = = = 2= Lol B 23
sLr®) =35 = 347 (];0 96k as) 2.3)
90T T 0
aat = 11 e @4
i=k+1

Due to the requirement of unrolling the recursive computation graph, BPTT is both
computationally expensive and memory demanding, which also severely affects the
final distillation performance. To make the implementation of Eq.(2.3) feasible,
Wang et al. [19] suggest using the Truncated Back-Propagation Through Time
(TBPTT) method, which involves unrolling the inner-loop optimization steps as a
single step of gradient descent optimization:

0! =6° — VLg% (inner loop), (2.5)

We also elucidate the dataset distillation method for performance matching in
Algorithm 1 for reference. Firstly, S is initialized before the optimization loop,
which plays an important role in accelerating the convergence of dataset distillation
algorithms [25]. Prior dataset distillation methods typically initialize the dataset
from either random Gaussian noise or selected real images. Since advanced coreset
selection methods such as K-Center [26] outperform random selection by a large
margin, a natural way is to use images from K-Center to initialize distillation
methods. In the iterative loop for synthetic data summary optimization, parameters
of neural networks 6 and data summary S are updated alternately. The parameters 0
are periodically fetched at the beginning of the loop, which is optimized via S in the
inner loop. Then the data summary S is updated via BPTT or TBPTT through the
outer loop. However, BPTT has disadvantages such as computationally expensive
inner-loop unrolling, gradients exploding or vanishing in long unrolls, and chaotic
conditioned loss landscapes. TBPTT is associated with drawbacks involving bias
with short truncated unrolling [27].
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2.2.2.2 Variants of Meta Learning-Based Performance Matching

Sucholutsky and Schonlau [28] extend the work of Wang et al. [19] by learning a
soft label in the dataset summary S instead of freezing distilled labels. Specifically,
for better information distillation, the label Y in the data summary is trainable:

YE < YU — vy, £76T) (2.6)

Similarly, Bohdal et al. [29] extend standard feature distillation to label distillation
by exclusively optimizing the labels of the data summary S. These researchers also
provide enhancements in the efficiency of long inner loop optimization through (1)
iteratively updating the model parameters 6 and the distilled labels Y, with one
outer step followed by only one inner step for faster convergence, and (2) fixing
the feature extractor of neural networks and solely updating the last linear layer
with ridge regression to avoid second-order gradient computation. Although the
BPTT framework has been shown to underperform compared to other algorithms,
Deng and Russakovsky [30] empirically demonstrate that adding a momentum term
and extending the length of unrolled trajectories (to 200 steps) in the inner loop
optimization can consistently improve performance. They find that longer unrolled
trajectories lead to better model parameters that produce more efficient gradients for
compressed representation learning. Consequently, the inner loop of model training
becomes

o' =0 — ym!, 2.7)
where

m' = Bm' '+ VLAO s.t.m° = 0. (2.8)

2.2.2.3 Kernel Ridge Regression—-Based Performance Matching

Above methods involve bilevel optimization to compute the unrolled gradients by
backpropagating through time and the whole training graph. Thus, the computation
cost of outer loops is extremely high, and the usage of GPU memory depends on
the number of inner loops. The number of inner loops is limited due to limited
GPU memory, resulting in insufficient inner optimization and poor distillation
performance. To solve this issue, a separate line of work focuses on using Kernel
Ridge Regression (KRR)-based algorithms [31], simplifying the optimization
objective into a single-level problem by substituting the closed-form solution of
the lower-level problem into the upper-level objective. KRR projects samples into a
high-dimensional feature space with a non-linear neural network ¢ parameterized by
0; the objective of dataset distillation for performance matching can be rewritten as:

argsmin Eg~olllY: — ¢o (X)OW5 41171, (2.9)
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where W; g can be solved as follows:

W3 o = argmin ||V — ¢p(Xs) Wisol* + Al Ws |
Ws. (2.10)
= ¢ (X)) (99 X))o Xs)T +AD 'Y,

The second term is for regularization, and X is a fixed regularization hyperparame-
ter [32]. We can rewrite the above two equations in kernel version as follows:

argmin Eg~o[||Y; — K x (K& x +AD 7Y%, 2.11)
B .

where K% X, = %o X))o X2)T, K X e RV*7 and K% x, € R Then the data
summary S can be directly updated via the single-level gradlent of the above kernel
function-based loss. As KRR is a closed-form solution to the previous objective,
there is no need to backpropagate through time and the recursive gradient graph.

2.2.2.4 Variants of Kernel Ridge Regression-Based Performance
Matching

However, the above KRR-based dataset distillation algorithm only employs simple
kernels and is not specifically designed for dataset distillation scenarios, which
makes the data summary hard to train neural networks. Thus, the Kernel-Inducing
Point (KIP) algorithm is proposed [31], which utilizes a more powerful kernel
named Neural Tangent Kernel (NTK) [33]. The infinite-width correspondence states
that performing KRR using the NTK of a given neural network is equivalent to
training the same oo-width neural network with L2 reconstruction loss for co SGD
steps. Thus, with this equivalence, KIP employs oco-width neural network as the
kernel for dataset distillation [34], which narrows the gap between KRR and deep
learning.

However, to obtain a kernel matrix, i.e., K, we have to calculate every entry
in K separately via the kernel function. Thus, KIP has an O(N - n - dim(X))
time and memory cost, limiting its scalability to large-scale datasets with a
huge number of samples. To tackle this problem, RFAD [35] proposes replacing
NTK with the lightweight Empirical Neural Network Gaussian Process (NNGP)
kernel [36]. RFAD uses a random feature approximation (RFA) of the NNGP
kernel by instantiating random neural networks. By adopting this approach, random
features ¢ (X) can be explicitly derived through repeated sampling from a Gaussian
process. Consequently, the computation of the kernel matrix is broken down into the
calculation of random features and the multiplication of the random feature matrix.
Given that matrix multiplication is nearly instantaneous for small data summary, the
time complexity for computing the kernel matrix is reduced to O(N + n). Also,
RFAD explores two issues of Mean Square Mean (MSE) loss in Eq.(2.11): (1)
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overinfluence of already correctly classified data points and (2) unclear probabilistic
interpretation of MSE for classification. Thus, RFAD proposes Platt Scaling [37] by
using cross-entropy loss instead of the MSE loss for the outer loop as follows:

Lpan = CE(Y,. K§ x (K& x +AD7'Y,/7) (2.12)

where 7 is a positive learned temperature scaling parameter and CE denotes cross-
entropy loss.

Similarly, FRePO [27] decouples the feature extractor and a linear classifier in
¢. FRePo fixes the feature extractor at each gradient computation and trains the
linear classifier to convergence before updating S. After that, FRePo adjusts the
feature extractor by training the whole network ¢ on the updated data summary S.
Notably, (1) FRePo randomly samples a model from a pool at each outer loop and
updates it using the current data summary S to prevent overfitting to small S, and
(2) FRePo achieves better performance and scalability compared to previous KRR-
based methods because the backpropagation only conduct on the classifier and KRR
sidesteps the recursive computation graph of feature extractor.

2.2.3 Dataset Distillation by Gradient Matching
2.2.3.1 Gradient Matching

The approach of gradient parameters of neural networks in dataset distillation is
first proposed by Zhao et al. [38]. Different from performance matching, which
optimizes a model’s performance trained on the data summary, the most important
principle of gradient matching is to encourage the model trained on the data
summary to approximate the model trained on the original dataset in the gradient
space. If we fix the parameter initialization 6%, we can obtain a training trajectory
of {90, oL, ..., QT}. Then, we can derive a series of gradients corresponding to the
training trajectory. When the distance between gradients trained on the synthetic
dataset and the real dataset is consistently close, the data summary S can be
considered a good alternative to the original whole dataset 7~ Thus, it’s an intuitive
way to match the gradients induced by S and 7. The objective function of gradient
matching can be expressed as:

T
mm Egoe |:ZD (VLs®", VLT(Q’))}, (2.13)
t=0

o't — 0" — nVyLs(0"), (2.14)
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where D(-,-) is a distance function (typically cosine distance). The distance
function can be decomposed into a sum of layer-wise losses:

L
D(VLs®"), VLHO)) = > d(VLsO). VLHE})). (2.15)
=1

where [ is the layer index, L is the number of layers with weights, and

out

d(A,B 1- 2.16
a5 = Z( IIAIIIIBII) 210

where A; and B; are flattened vectors of gradients corresponding to each output node
i, which is in dimensional for FC weights and in x height x width dimensional
for convolutional weights.

This approach is memory-efficient compared with performance matching
because only a single-step gradient is necessary instead of the expensive unrolling
of the recursive computation graph over the previous parameters. Particularly, to
improve the convergence speed in practical implementation, when updating the data
summary S, Zhao et al. [38] sample each synthetic and real batch pair S, and 7
from S and 7, respectively, containing samples from the c-th class, and each class
of data summary is updated separately in each iteration:

min By [ZZD VLs, (0", VLr. (6 ))} (2.17)

c=1t=0

where C is the total number of classes. We depict the optimization details in
Algorithm 2. At the outer level, it contains a loop over random weight initializations,
as we want to obtain condensed images that can later be used to train previously
unseen models. One 6 is randomly initialized; it first computes the gradient distance
over S and S and then optimizes the data summary S to match these gradients. Next,
it trains 6 on the updated data summary. Note that it samples each real and synthetic
batch pair from 7 and S containing samples from a single class, and the synthetic
data for each class are separately (or parallelly) updated at each iteration ().

2.2.3.2 Variants of Gradient Matching

Subsequently, various other methods have been developed based on this framework,
incorporating subtle modifications and enhancements. For instance, the distance
metric between two gradients treats each class independently, ignoring the class-
discriminative features of the target dataset. To address this limitation, DCC [39]
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Algorithm 2: Dataset distillation by gradient matching

Input: Original dataset 7, outer-loop iterations K, parameter initialization distribution ®,
inner-loop iterations 7', learning rate n

1 Initialize: S ~ 7 ; // Random, real, or coreset

2 fork=1,...,K do

3 Initialize 6y ~ ®

4 forr=1,...,T do

5 forc=1,...,Cdo

6 Sample a minibatch pair S ~ Sand 7. ~ 7~

7 Compute D (VLS(, ", VL7, (6’))

8 Sc <~ S(: - T]VS(,D(V-CS(. (et)7 V-E‘Z (9’))

9 0" < 01 — VLY // Use the whole S
Output: S

enhances the gradient-matching objective by integrating class contrastive signals
into each gradient-matching step, leading to improved stability and performance.
With 6’ evolving in a manner similar to Eq.(2.17), the revised optimization
objective for DCC can be expressed as follows:

T C C
min Egoq [Z D (Z VLs,(0"). > VL, (9’))} , (2.18)

t=0 c=1 c=1

To simultaneously account for both intra-class and inter-class features, Jiang et
al. [40] propose combining Eqs. (2.17) and (2.18). This is achieved by introducing a
hyperparameter A that balances the significance of the two equations. Furthermore,
they not only measure the angle between gradients using cosine distance but also
consider the magnitude. This leads to a modification of the distance function in
Eq. (2.16) to:

out
D(A,B) = ( T
1.2: [1A; ], 1B ]]

+ [|A; — B,‘||) . (2.19)
=1

To incorporate data augmentation into the dataset distillation, DSA [41] enhances
dataset distillation by applying identical image augmentations (such as scale, flip,
crop, rotate, color jitters, and cutout) to both 7 and S while optimizing Eq. (2.17).
This approach allows the transfer of knowledge from the augmentation of target
images to the corresponding synthetic images. Importantly, these augmentations
must be differentiable with respect to the data summary S to enable backprop-
agation. Given that these augmentations are universally applicable across dataset
distillation frameworks, the augmentations performed by DSA have become a
standard component of all subsequent methods.
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2.2.4 Dataset Distillation by Trajectory Matching
2.2.4.1 Trajectory Matching

The first trajectory matching-based dataset distillation method is introduced by
Cazenavette et al. [42]. Trajectory matching directly mimics the long-range training
dynamics of networks trained on real datasets, rather than focusing on short-
range behaviors such as gradients, to avoid error accumulation during evaluation.
In this method, the data summary is applied over multiple steps. Specifically,
trajectory matching aligns segments of parameter trajectories 6%, 0?1, cee HQLN ,
trained on the data summary S, with segments of pre-computed trajectories
67, 9,}“, e Qf;rM from models trained on the original dataset 7~ Here, M denotes
the number of update steps between the starting and target parameters on the expert
trajectory, and N denotes the number of update steps applied to the student network
at each distillation step. This approach avoids the pitfalls of being either short-
sighted (i.e., focusing on single steps) or too difficult to optimize (i.e., modeling
the full trajectories).

Trajectory matching treats the resulting sequence of network parameters as an
expert trajectory. The key idea is that if the data summary can induce the network’s
training dynamics to follow such expert trajectories, then the resulting model will
converge to a similar solution as one trained on the full dataset, thereby achieving
comparable test performance. At each distillation step, trajectory matching samples
a set of parameters from one of the expert trajectories at a random time step er and
uses it to initialize the student network with 65 = 6, The objective is formulated
as follows:

T-M D (9(;_+M’ 93+N>

argmin | —_— . (2.20)
S b0~® =0 D (9’;'+M’ 6‘;')
9§+i+l - 9§+i - VLS(G?"), 05 = 0L, (2.21)

where D is a distance metric of choice, typically the L2 distance. Equation (2.20)
normalizes the distance by the expert distance traveled, ensuring a strong signal
from later training epochs where the expert does not move as much. This normal-
ization also helps self-calibrate the magnitude differences across neurons and layers.
Algorithm 3 illustrates the main algorithm.

2.2.4.2 Variants of Trajectory Matching
Although trajectory matching has shown empirical success, FTD [43] points out that

Q’S is typically derived from training on S for ¢ epochs during the actual training
process. However, in the previously mentioned trajectory matching algorithm, it is
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Algorithm 3: Dataset distillation by trajectory matching

Input: Original dataset 7, distillation steps K, parameter initialization distribution ©,
updates steps between starting and target expert params M, updates iterations to
student network per distillation step N, learning rate n
1 Initialize: S ~ 7 ; // Random, real, or coreset
2 Pre-compute expert trajectories by training a large number of networks initialized by 6 ~ ®
on the original dataset.
3 fork=1,...,Kdo
Sample an expert trajectory {0,2, 0}, s 9;}
Randomly choose a start epoch t < T
Initialize student network with expert params 65 = 6;-
forn=1,...,Ndo
L eé+n+] - 9é+n —n- VLS(Q%“)

Compute loss £ between ending student and expert params using Eq. (2.20)
Update data summary S <— S — nVg L

Oiltput: S

S e NN A

directly initialized with 6, leading to accumulated trajectory errors. To mitigate this
issue, FTD introduces flat regularization during the initialization of % to enhance
robustness to the perturbation of the weights.

Compared to gradient matching-based algorithms, trajectory matching-based
algorithms require unrolling N SGD updates due to the existence of 9§+N in
Eq. (2.20), while it also sidesteps second-order gradient computation. Thus, back-
propagating requires expanding and storing N gradient computational graphs in
GPU memory and is prohibitive in large-scale problems. By a procedure to cache
and rearrange the gradient computation of the trajectory matching loss, TESLA [44]
greatly reduces the memory required by trajectory matching and successfully scaled
trajectory matching approach to the large ImageNet-1K dataset.

2.2.5 Dataset Distillation by Distribution Matching
2.2.5.1 Distribution Matching

Despite the advancements brought by the aforementioned algorithms, dataset
condensation still involves solving an expensive bilevel optimization problem. This
requirement undermines the goal of reducing training time due to the costly image
synthesis process. Moreover, these algorithms necessitate tuning multiple hyper-
parameters for both the outer and inner loop optimizations, such as determining
the number of steps to update the data summary S and the network parameters
in each iteration. These hyperparameters can vary depending on different settings,
such as the sizes of S. To overcome these limitations, distribution matching [45]
frames dataset distillation as a distribution matching problem, where the data
summary is optimized to align with the original data distribution. Given that training
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Algorithm 4: Dataset distillation by distribution matching

Input: Original dataset 7, distillation steps K, parameter initialization distribution ©,
learning rate n
1 Initialize: S ~ 7 ; // Random, real, or coreset
2 fork=1,...,K do
3 Randomly initialize embedding function 6 ~ ©
4 Compute loss L using Eq. (2.23)
5 Update data summary S < S — nVsL

Output: S

images in the original dataset are typically high dimensional, estimating the original
data distribution directly can be expensive and inaccurate. Instead, they propose
embedding each training image into a lower-dimensional space using a family
of parametric functions. In other words, each embedding function ¢ provides a
partial interpretation of its input, and their combination delivers a comprehensive
representation. The family of embedding functions ¢ can be efficiently obtained
by sampling randomly initialized deep neural networks. The distance between the
distributions of the original dataset and the data summary can then be measured
using the commonly employed maximum mean discrepancy (MMD) [46] metric:

2
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71
1
Eyg~o | — - — , 2.22
06 | E@( 0 |S|Z¢0( (222)

Importantly, Eq. (2.22) can be efficiently solved, as it requires only optimizing
S but no model parameters and thus avoids expensive bilevel optimization and
involves tuning only one hyperparameter (i.e., learning rate for data summary). Note
that, as targeting at image classification problems, distribution matching minimizes
the discrepancy between the real and synthetic samples of the same class only, which
can be formulated as follows:

2
C [Tl [Sel

Eoo | D mZ«b@( )_EZ‘M : (2.23)

c=1

Algorithm 4 illustrates the training procedure for distribution matching. The data
summary S is trained over K iterations. In each iteration, distribution matching
randomly samples a model 6 with parameters & ~ ®. The mean discrepancy
between the original dataset and the data summary for each class is then calculated
and summed to form the loss £. The data summary S is updated by minimizing £
using stochastic gradient descent with a learning rate .
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2.2.5.2 Variants of Distribution Matching

CAFE [47] enhances the distribution consistency between the data summary and
original dataset by aligning the embeddings from all intermediary layers, rather than
just the final embeddings as in the previous algorithm, which further improves the
distribution alignment:

2
c 7| Sel

1 1
Eoo | Y 7 ;w,mxo -5 ;w,z(xs) : (2.24)

c=11=1

where L is the number of intermediary layers. Additionally, the synthetic samples
from one class should accurately represent the corresponding clusters of real
samples. To achieve this, CAFE treats each real sample as a test sample and
classifies it based on its affinity to the synthetic clusters. This approach ensures
that the synthetic samples are not only representative of their classes but also
distinguishable.

2.3 Dataset Distillation for Data Modalities

A large portion of existing dataset distillation techniques are designed for image
data, primarily because images exist in a real-valued, continuous data domain. This
characteristic allows for SGD-based optimization directly on the data, which is
treated as a set of free parameters. Incrementally changing each pixel value can
be considered as slight perturbations in the color space, enabling naive optimization
using SGD given a suitable dataset distillation loss. Beyond image data, which the
majority of dataset distillation works focus on, dataset distillation has since been
extended to various other data modalities such as text, graph, and time series. In this
section, we categorize existing works based on the data modality they distill and
discuss some of the associated challenges.

2.3.1 Text Data

Textual data is abundantly available from sources such as Web sites, news articles,
and academic manuscripts, with datasets like Common Crawl' reaching sizes of
nearly 541TB. The rise of large language models (LLMs) has made training these
models from scratch on such massive datasets increasingly costly. For instance,
GPT-3, which is trained on 45TB of data, comprises approximately 175 billion

U https://commoncrawl.org/the-data/
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parameters [8]. This sheer scale presents challenges in both training and fine-tuning
the model. Although recent advancements, such as those by Geiping and Goldstein
[48], aim to accelerate LLMs training, the effective dataset distillation of large-scale
textual data as a data-centric solution remains an underexplored area. The primary
challenge of textual dataset distillation lies in the inherently discrete nature of text
data, where tokens must belong to a limited vocabulary of words. To address this,
two works [28, 49] extend dataset distillation to text by using embedding vectors
as inputs instead of discrete text. They assume access to a latent space defined
by a fixed text encoder, such as pretrained GloVe embeddings [50] or BERT [5],
allowing each sentence to be treated like a single-channel image with dimensions
corresponding to sentence length x embedding size. Thus, the data summary S
is conceptualized as a learnable embedding matrix. The continuous embeddings
of each word in the matrix are optimized using the TBPTT dataset distillation
framework proposed by Wang et al. [19]. Despite remaining in the embedding space,
the data summary can be mapped back to the nearest sentences corresponding to the
distilled embeddings. To achieve this, each column vector in the embedding matrix
is matched to its closest embedding vector from the original vocabulary. These
vectors are then converted back into their respective words, which are combined to
form sentences. While the aforementioned studies apply text dataset distillation to
model architectures based on convolutional neural networks (CNNs) and recurrent
neural networks (RNNs), Maekawa et al. [51] aim to distill few-shot datasets
specifically for fine-tuning pretrained transformers like BERT for NLP tasks. In
addition to optimizing text embeddings and soft labels within the data summary,
they introduce the concept of distilling attention labels. This involves supervising
the attention scores by minimizing the KL divergence between the attention scores
of the data summary and those of the model during the distillation process.

To tackle the challenges posed by the discrete nature of text, the above text
dataset distillation methods employ an embedding technique. They optimize data
summary as continuous word embeddings matrix instead of discrete text. However,
these approaches present a significant issue: the distilled synthetic data summary,
represented as embeddings, cannot be used to train models with different word
embedding weights, limiting its practical applications. Additionally, the distilled
word embedding sequences are unreadable to humans, making it difficult to interpret
and analyze the original training dataset through the synthetic samples. Although
converting embeddings to sentences by finding the nearest neighbor embeddings
can be done, the resulting sentences often consist of unrelated words, rendering them
nonsensical and challenging to interpret. To address these shortcomings, DiLM [52]
proposes using a language model as a surrogate continuous optimization target
rather than directly optimizing synthetic text samples. Specifically, DILM trains a
language model to minimize the gradient matching loss [38] of generated synthetic
samples, using this as the dataset distillation objective. To enable backpropagation
of the gradient matching loss to the language model, they design a differentiable
backward pass. This is achieved by weighting the loss with generation probabilities,
thereby circumventing the non-differentiable nature of text. This method offers a
more practical and interpretable approach to text dataset distillation.
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2.3.2 Graph Data

Graphs are prevalent data structures that describe relationships between entities,
and they are used in various domains such as recommendation systems [53],
chemistry [54], epidemiology [55], and e-commerce [56]. The intrinsic relational
structure of graph data makes it a potent representation for modeling complex
interactions and dependencies. However, large-scale graphs, often comprising
millions of nodes and edges, are common in real-world applications [57], presenting
significant computational challenges for training graph neural networks (GNNs).
Inspired by dataset distillation, which generates a small set of images to train
deep neural networks for downstream tasks, dataset distillation for graphs aims to
condense a given graph by learning a synthetic graph structure and node attributes.

In this context, Jin et al. [58] introduce the concept of graph condensation (or
graph distillation). The goal is to minimize the performance gap between GNN
models trained on a synthetic, simplified graph and those trained on the original,
more complex training graph. This approach seeks to retain the essential properties
and performance characteristics of the original graph while significantly reducing
its size and complexity.

Significant research has been dedicated to graph condensation [59]. Inspired
by the impressive results of gradient matching-based dataset distillation in the
image domain [38], the pioneering work in graph condensation, GCond [58], adopts
this gradient matching approach for node classification tasks. Specifically, GCond
aligns the gradients of GNN parameters concerning both the condensed graph
and the original graph, formulating it as a bilevel optimization problem similar
to Eq.(2.13). One fundamental challenge in graph condensation is modeling the
condensed graph structure and managing node dependencies. Let A; € RN*N
and A; € R™ " represent the adjacency matrices of the original and synthetic
graphs, respectively. In image dataset distillation, X is treated as a set of free
parameters. Similarly, the straightforward approach for graph condensation is to
treat both A and X; as free parameters. However, the number of parameters in
A; grows quadratically with n, increasing the model complexity and the risk of
overfitting, which complicates the optimization process. Therefore, it is preferable
to parameterize the condensed adjacency matrix in a manner that limits the growth
of parameters. Additionally, treating Ay and X as independent parameters ignores
the inherent correlations between graph structure and node features. For example,
in social networks, user interactions are influenced by shared interests, while in
e-commerce, product purchases are driven by product attributes. To address this,
GCond proposes modeling the condensed graph structure as a function of the
condensed node features:

Asij = o ([MLPy([Xy.i; X, ]) + MLP ([Xs,j: Xy.i ] /2) (2.25)

where MLPy is a multi-layer perception (MLP) parameterized with ¢ and [-; -]
indicates concatenation. GCond employs an alternating optimization approach for
X and ¢, iteratively updating ¢ for several epochs before updating X;. However, the
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nested loop structure of this optimization process, as outlined in Eq. (2.13), limits
the scalability of the method. To address this limitation, DosCond [60] introduces
a one-step gradient matching scheme. This approach simplifies the process by
matching the network gradients only at the model initialization 6, thus avoiding
the need to track the entire training trajectory 6; and eliminating the summation in
Eq. (2.13). In DosCond, the graph structure A; is treated as a probabilistic model,
learning a discretized graph structure by modeling a Bernoulli distribution over
the edge set. This method not only simplifies the optimization but also provides
theoretical insights into the gradient matching scheme in graph condensation.
Specifically, DosCond demonstrates that the smallest gap between the resulting
loss (from training on synthetic graphs) and the optimal loss is upper bounded
by the gradient matching loss. Moreover, DosCond is notable for being the first
graph condensation method to focus on graph classification, aiming to reduce the
number of multiple graphs. This shift in focus marks a significant advancement in
the practical application of graph condensation techniques.

Similar to dataset distillation in the image domain, graph condensation tech-
niques can be divided into four main categories: performance matching [61, 62],
gradient matching [58, 60, 63, 64], trajectory matching [61, 65], and distribution
matching [66, 67]. While the fundamental concepts are analogous to those in
dataset distillation, each method incorporates specific designs tailored to the unique
characteristics of graph datasets.

In recommendation systems, the user-item interaction matrix can be seen
as a graph, making recommendation dataset distillation a specific case of
graph distillation. The heterogeneity, sparsity, and semi-structured nature of
recommendation data present additional challenges. To address these, DISTILL-
CF [68], a gradient matching-based dataset distillation framework for collaborative
filtering (CF) datasets, has been introduced. This framework utilizes co-AE within
a bilevel optimization objective to generate data summaries. DISTILL-CF leverages
efficient multi-step differentiable Gumbel sampling [69] at each optimization
step to manage the heterogeneity, sparsity, and semi-structured characteristics
of recommendation data.

2.3.3 Time Series Data

Most existing dataset distillation methods have focused on classification tasks, such
as image classification, where synthetic data are optimized to preserve decision
boundaries across discrete classes. In such tasks, gradient matching and perfor-
mance matching have shown notable success [38, 58]. Time series classification,
which often resembles image classification in structure, has also seen progress. For
example, CondTSC [70] extends gradient matching to the time series domain by
aligning surrogate losses in both the time and frequency domains.

However, time series forecasting introduces additional complexity. Unlike classi-
fication, it is inherently a regression problem, where the model predicts continuous
future values instead of discrete labels [71, 72]. This difference in task formulation
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makes it nontrivial to apply existing classification-based condensation methods
directly. Moreover, the temporal continuity and autocorrelation in time series
demand specialized treatment during data synthesis.

To address these challenges, CondTSF [73] redefines the objective of dataset
condensation for forecasting tasks. Rather than focusing on class-based losses,
CondTSF minimizes a composite objective that includes a gradient term to align
training dynamics and a value term to ensure numerical similarity in predictions
between the original and synthetic time series. This approach falls under the gradient
matching category and offers a tailored solution for compressing large-scale time
series datasets for efficient fine-tuning of foundation models [74, 75].

2.3.4 Other Modalities

There are also a few works studying other modalities. Video data has an extra time
dimension compared to image data, which can significantly enhance the complexity
of both time and space in dataset distillation methods. To tackle this issue, video
distillation [76] can either decrease the number of synthetic frames or trim the
bipartite correspondence graph between real and synthetic frames. In this method,
both real and synthetic videos are divided into multiple segments, and distillation
methods are applied to each real-synthetic segment pair. The synthetic videos are
subsequently interpolated to match the target video length.

For multimodal data like vision-language datasets, distillation faces several chal-
lenges. First, as illustrated in text modality, text data is inherently non-differentiable,
making direct SGD-based optimization on discrete text tokens impossible. Second,
these vision-language datasets cannot be treated as a classification task because they
only contain image and text pairs. Third, the complexity of cross-modal features
and vision-language models introduces computational difficulties. To tackle these
challenges, vision-language dataset distillation [77] has been proposed, based on
the idea of trajectory matching. Specifically, given a dataset of images with cor-
responding text descriptions, this method generates a much smaller data summary
of (image, text embedding) pairs such as image-text retrieval tasks [78], which can
then be used to efficiently train a model for image-text alignment. Additionally,
Low-Rank Adaptation (LoRA) matching [118] is employed to enable more efficient
and effective trajectory matching in complex modern vision-language models.

2.4 Implications of Dataset Distillation

The distilled dataset is commonly viewed as a condensed and informative repre-
sentation of the original training data, allowing it to serve as the original data
in many applications. This capability is particularly valuable for enterprise Al,
where efficiency, scalability, and privacy are paramount. We first categorize these
applications into two major categories below and briefly introduce them.
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2.4.1 Computationally Intensive Tasks

Computationally intensive methods, such as continual learning (CL) [79] and Neural
Architecture Search (NAS) [80], require multiple accesses to the dataset throughout
the algorithm. In these scenarios, replacing the original dataset with a distilled
dataset of comparable performance and essential information can significantly
enhance the efficiency of these algorithms.

24.1.1 Continual Learning

Continual Learning (CL) [81] studies the problem of learning from an infinite stream
of data, with the challenge of gradually extending learned knowledge and using it
for unseen tasks. CL typically uses a small dataset called replay memory to review
essential knowledge, thereby avoiding catastrophic forgetting [82] when new data
or task comes. However, this technique faces the problem of rapidly enlarging
memory, making the replay process increasingly time-consuming as the learning
history grows. Therefore, reducing the size of the dataset for replay can significantly
enhance the efficiency of CL algorithms. Since dataset distillation can reduce the
size while keeping the essential knowledge, leveraging it to generate the memory
bank has been widely used in CL in the image [30, 83, 84] and graph [85] domain.
These methods have been empirically demonstrated to be superior to traditional CL
methods that use a coreset as the replay memory.

2.4.1.2 Neural Architecture Search

Neural Architecture Search (NAS) is proposed to automatically and efficiently
find state-of-the-art architectures from complex neural network designs, avoiding
exhaustive traversal or manual tuning based on domain knowledge [80]. Similar
to CL, NAS also requires accessing the dataset multiple times to find the best
architecture for the given dataset or tasks. To improve efficiency and avoid
trying all parameter combinations (i.e., grid search), a major direction in NAS
is to design heuristic [86] or learnable [87] methods to determine the optimal
parameter combination. However, these methods cannot guarantee finding the best
combination with the highest test accuracy. Another promising direction is to
apply dataset distillation to NAS by conducting grid search on a distilled dataset
instead of the original dataset and choosing the architecture according to the best
performance on the distilled dataset. In the image domain, two empirical studies
[25, 41] investigated this approach using a toy NAS bench with 720 variations of
the ConvNet architecture, and the much larger NAS-Bench-201 [88], respectively,
reached opposite conclusions. The former study concluded that dataset distillation
can be directly used in NAS, while the latter argued that current dataset distillation
methods perform poorly in NAS and should be specifically designed for it. In the
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graph domain, recent work [89] empirically finds that graph dataset distillation (or
condensation) methods based on trajectory matching or with an inner loop have high
NAS performance.

2.4.2 Privacy Preservation

Since the synthetic data is distorted from original data and hard to understand for
human, dataset distillation has the potential to preserve the privacy. We introduce the
privacy preservation of dataset distillation from theoretical view-differential privacy
and empirical studies-federated learning.

2.4.2.1 Differential Privacy

Differential Privacy (DP) is now one of the golden criteria for evaluating the privacy
preservation ability of an algorithm. It is defined as the influence of a single sample
change in the input on the output distribution [90]. Dong et al. [23] theoretically
prove that distilled datasets can provide a tighter differential privacy (DP) constraint
as O(m/n) than the original dataset with O(n) [90] to both downstream linear and
non-linear feature extractors, where m is the number of distilled samples and » is the
number of original samples. They further demonstrate the membership and visual
privacy of distilled datasets under real attacks. To guarantee the DP on the dataset
distillation algorithm itself as well as downstream tasks, Chen et al. [91] add white
noise to the gradients calculated from the original datasets, achieving a significantly
better trade-off between utility and privacy preservation.

2.4.2.2 Federated Learning

Federated Learning (FL) is an emerging research area where the training data is held
separately by different clients who collaborate to train the model without directly
sharing their private data [92]. Current FL. methods primarily train local models
on private data and then share the model parameters and calculate the gradient in a
server. However, these methods face many issues, such as model heterogeneity [93],
when different clients adopt different architectures for their local models. In such
scenarios, collaboration in terms of model parameters becomes difficult to achieve.
Hopefully, the privacy-preserving nature of distilled datasets can satisfy the privacy
requirements of FL and allow it to work in a more straightforward way—by
collecting all distilled data from each client and training a model on a central
server. Many works have implemented such dataset distillation-based FL. methods
in the image [94, 95], language [28, 96], and graph domains [97]. These methods
have been empirically demonstrated to be better than parameter-sharing-based FL
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methods and also more efficient. This distilled-data-sharing paradigm has been
applied in medical imaging [98], demonstrating effectiveness in constructing high-
accuracy Al-aided diagnosis systems and helping preserve patient privacy.

2.5 Pitfalls and Future Directions

Though dataset distillation has rapidly developed in recent years, some pitfalls
remain, especially for enterprise use, such as efficiency and robustness. Addressing
these pitfalls also sheds light on future directions for this area.

2.5.1 Efficiency of Dataset Distillation Methods

The main objective of dataset distillation is to produce a smaller yet highly informa-
tive dataset that enables models to achieve similar performance as if they are trained
on the original dataset, thus saving GPU time. However, creating this synthetic
dataset is usually resource intensive, with the time required increasing significantly
for large-scale datasets. For instance, when distilling ImageNet-1K with an input
resolution of 224 x 224 and an IPC of 100, a total of 224 x 224 x 1000 x 100 = 5
billion learnable parameters (pixels) need to be optimized simultaneously. This
presents a significant computational challenge, which is mainly due to the necessity
of backpropagating through unrolled computational graphs to update the synthetic
datasets. To tackle this issue, various approaches have been proposed to reduce
computational costs across different dataset distillation frameworks. One straight-
forward strategy is to eliminate the inner-loop network training. In performance
matching, KRR-based methods [27, 31, 34, 35] enhance computational efficiency
by performing convex optimization, resulting in a closed-form solution for linear
models and avoiding extensive inner-loop training. For distribution matching,
distribution matching [45] improves efficiency by using random initialized networks
as feature extractors without training, thus avoiding costly bilevel optimization.
However, this increase in efficiency often comes at the expense of performance.
Regarding trajectory matching, Cui et al. [44] have reorganized the computation
flow for gradients, reducing the memory cost to a constant complexity. Despite this
improvement, it still requires pretraining hundreds of teacher models on the original
datasets, which negatively impacts both time and memory efficiency. These efforts
illustrate ongoing attempts to balance computational efficiency with maintaining
high performance in dataset distillation. If made more efficient, dataset distillation
could support rapid retraining in enterprise MLOps workflows, enabling frequent
updates of models such as fraud detection or customer behavior prediction without
large compute overhead.
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2.5.2 Scalability of Dataset Distillation Methods

Current dataset distillation methods typically evaluate the performance of the
synthetic dataset with an Image Per Class (IPC) of around 50 [99]. In real-world
applications, it may be necessary to increase the compression ratio to capture more
information from the entire dataset. Additionally, the datasets and networks used
may be larger and more complex. However, as noted by Cui et al. [25], existing
dataset distillation methods tend to perform well only when the IPC is relatively
low. As the IPC increases, the performance of most distillation methods declines
and starts to resemble that of random sampling. Things get worse in the graph
domain, as they usually require prohibitive memory consumption when attempting
the same extent of reduction rate as in the image domain [89]. Therefore, it is crucial
to investigate whether dataset distillation can overcome this limitation and maintain
high performance on larger datasets. Scalable distillation would allow enterprises
to compress large-scale datasets, such as product catalogs or nationwide medical
records, into reusable training subsets for fine-tuning task-specific models across
business units.

2.5.3 Dataset Distillation Methods Extension to New Data
Modalities

Existing dataset distillation techniques have predominantly focused on image
datasets due to the continuous pixel domain’s suitability for data optimization.
Applications of these techniques to other data modalities remain largely underex-
plored. Although recent efforts have extended dataset distillation to other modalities
such as graphs [58], text [52], time series [73], and multimodal data [77], each
modality presents unique challenges that require further research. For instance,
in modalities like video [76], where rich spatial and temporal information are
intertwined, it remains difficult for dataset distillation algorithms to distill both
spatial and temporal features into a compact dataset simultaneously. Additional
modalities, including data used in tabular data [100] and speech data [101], remain
unexplored and require pioneering work. Extending distillation to modalities like
time series, speech, or multimodal data could improve Al adoption in telecom
monitoring, voice-based interfaces, and sensor-driven manufacturing processes.

2.5.4 Dataset Distillation Methods for New Tasks

Another limitation of current dataset distillation techniques is that their underlying
optimization is primarily designed for classification scenarios. However, many
popular tasks do not fit neatly into the existing supervised dataset distillation
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framework, such as object detection [102, 103], semantic segmentation [104],
and machine translation [105], as their label spaces are located in much higher-
dimensional spaces. Unlike single-label classification in dataset distillation, where
a specific number of synthetic images (IPC) are pre-assigned for each class,
enumerated assignment becomes impractical when dealing with highly dimensional
label spaces. Consequently, representing the rich label space requires careful
adjustment of high-dimensional labels of synthetic data, significantly hindering
dataset distillation efficiency, especially when optimized jointly with the input
data. Supporting tasks beyond classification, such as object detection or translation,
would enable compact training sets for enterprise applications like automated
checkout, logistics tracking, or multilingual customer support.

2.5.5 Robust Dataset Distillation

Robustness is a critical concern in enterprise Al, as noise, adversarial attacks, and
out-of-distribution data frequently occur in real-world environments. Jia et al. [106]
made the first attempt to combine dataset distillation with adversarial training in
CL to enhance robustness memory. Zheng and Li [107] focus on poisoning attacks
and propose the concept of poisoned deviation to quantify the poisoning effect on
dataset distillation. They further propose a poisoning-resilient dataset distillation
algorithm with a calibration method to reduce the poisoned deviation. Ma et al.
[108] first distill both in-distribution samples and outliers to enable the distilled
datasets to be competent in both in-distribution classification and out-of-distribution
detection. In the graph domain, similar attempts are made by Gao et al. [109]
and Gao et al. [110] with respect to denoising and out-of-distribution detection,
respectively. Robust distillation methods can improve Al reliability in the face of
noisy or adversarial inputs, which is essential for deploying models in critical areas
like customer service, healthcare, or finance.

2.5.6 Model Augmentation for Dataset Distillation

During dataset distillation, the learned data summary is highly related to the
initialized neural network parameter 6. The process introduces a concern that the
distillation performance may drop when training the neural network with signifi-
cantly different initialized parameters. To improve the robustness and generalization
of data summary to different parameter initialization, many dataset distillation
methods use models with a diverse set of initialized parameters to train the data
summary. Zhang et al. [111] demonstrate that using early-stage models trained for
only a few epochs as initialization parameters can improve distillation performance.
They further propose weight perturbation methods to efficiently generate early-
stage models for calculating the distillation loss. Therefore, it is essential to explore
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model augmentation methods to reduce the sensitivity of data summary to model
parameters and improve overall dataset distillation generalization performance.
Generalizing across model initializations would let companies reuse a single
distilled dataset across diverse deployment environments, reducing retraining costs
and simplifying the distribution of foundation models.

2.5.7 Explainability for Dataset Distillation

To make algorithms more trustworthy, an area named explainability [112] is rising
with the goal of identifying the most important samples or patterns and explaining
the mechanism of the algorithm by analyzing these selected samples or patterns.
In the image domain, Loo et al. [35] innovated a new method to explain why the
model made a wrong prediction by calculating the influence of certain distilled
samples on the prediction of specific test samples. This approach shows a more
significant explanation compared to the influence from training samples. In the
graph domain, EXGC [113] prioritizes the most informative nodes in synthetic
graphs and iteratively prunes the redundant nodes during the distillation process.
To extract patterns with the highest fidelity in graph classification, Nian et al. [114]
synthesize interpretive graphs by matching the edge and feature distribution of
the original, demonstrating that it contains both data and model fidelity, i.e., the
synthetic graph can achieve comparable performance and train a similar model
as the original dataset. Explainable distillation would improve transparency and
traceability in enterprise Al, aiding in model debugging, compliance, and user
trust—especially in regulated sectors like banking or insurance.

2.6 Conclusion

In this chapter, we highlight the significance of developing dataset distillation
methods and their application in enterprise Al. These techniques can broaden
Al accessibility for various businesses and industry sectors. We offer a system-
atic taxonomy of current dataset distillation methods, dividing them into four
main categories based on optimization objectives: performance matching, gradient
matching, trajectory matching, and distribution matching. Additionally, we examine
dataset distillation across different modalities, such as image, text, and graph, and
underscore the related challenges. These methods should be adaptable to multiple
modalities. Furthermore, we delve into the applications of dataset distillation in
areas like computationally intensive tasks, privacy preservation, and robustness.
Finally, we point out the pitfalls of existing dataset distillation methods and propose
potential future research directions.

For readers interested in learning more about dataset distillation, several com-
prehensive surveys are available in the image domain [99, 115-117] and the graph
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domain [59]. An open-source benchmark repository for the image domain, called
DC-Bench [25], has been developed and includes most of the popular dataset
distillation methods.” Similarly, a corresponding open-source benchmark repository
for the graph domain, named GC4NC [89], contains many of the well-known graph
condensation methods.? For a comprehensive and up-to-date summary of dataset
distillation publications, we recommend readers to refer to the GitHub repository
named Awesome-Dataset-Distillation* and Awesome-Graph-Reduction.’
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Chapter 3
Federated Learning for Enterprise Al ST

Ben Tan, Yan Kang, Lixin Fan, and Vincent Zheng

Abstract Modern enterprises operate in a data-driven world where sensitive data
(e.g., customer information, intellectual property, financial records) are both a
critical asset and a significant liability. Although leveraging these data can unlock
innovation, improve decision-making, and personalize customer experiences, mis-
handling it risks breaches, regulatory penalties, and loss of trust. How to maximize
data utility while ensuring privacy and security is a core challenge in enterprise Al
Federated learning (FL) has emerged as a groundbreaking paradigm in the realm,
effectively addressing critical data privacy and security concerns while facilitating
the collaborative development of robust AI models. Its versatility and effectiveness
have been demonstrated across various industries, including healthcare, finance,
advertising, and personalized recommendations, where it has been successfully
employed to address data heterogeneity and privacy concerns. This chapter aims
to provide a comprehensive introduction to the fundamental concepts of FL,
encompassing categorization, formulation, and challenges. We will also utilize a
federated recommendation system as a case study to illustrate the application of
FL in real-world scenarios with diverse settings. Furthermore, we will explore the
role of federated learning in refining and adapting large foundation models to meet
industrial requirements. By grasping the fundamental concepts and applications of
FL, readers can gain a thorough understanding of this approach and select the most
suitable techniques for their specific use cases.

3.1 Introduction

Data is one of the most fundamental components of enterprise Al It enables
organizations to uncover patterns, predict trends, and automate complex tasks at
scale. For instance, retail giants leverage customer behavior data to personalized
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recommendations, while financial institutions rely on transactional data to detect
fraud. In healthcare, patient data drives diagnostic accuracy, and in manufacturing,
sensor data optimizes supply chains. The more comprehensive and representative
the dataset, the more accurate and generalizable the Al model becomes. Yet enter-
prises often operate in data-rich but fragmented environments, where information
resides across departments, institutes, regions, or devices. Aggregating this data
into centralized repositories for model training exposes organizations to risks such
as breaches, unauthorized access, and regulatory noncompliance, raising significant
privacy, legal, and security concerns. Regulations like the General Data Protection
Regulation (GDPR) and the California Consumer Privacy Act (CCPA) impose strict
requirements on data handling, mandating transparency, user consent, and stringent
safeguards. Furthermore, even internal data sharing can create vulnerabilities, as
centralized storage becomes a high-value target for attacks. These concerns often
force enterprises to silo their data and limit collaboration. Traditional cloud-based
Al approaches, which require raw data to be uploaded to third-party servers,
exacerbate these risks.

Federated learning (FL) emerges as a groundbreaking privacy-preserving col-
laborative machine learning paradigm that enables multiple entities (e.g., devices,
organizations) to collaboratively develop robust machine learning models without
the need to collect or centrally store their raw data. FL. was initially introduced by
Google in 2016 [1, 2]. It was designed for cross-device scenarios, where thousands
to millions of mobile devices collaboratively train a shared model under the coordi-
nation of a central server. In this setup, each device computes model updates using
its local data (e.g., typing patterns, app usage), which are then securely aggregated at
the server to refine the global model. This approach addressed critical challenges in
mobile ecosystems, such as data privacy regulations, bandwidth constraints, and the
impracticality of transmitting sensitive user data to a central repository. Over time,
FL has evolved beyond its original scope to encompass cross-silo learning scenarios
among organizations [3]. In cross-silo FL, trusted organizations, such as hospitals,
banks, or smart retails, jointly train a model while keeping their data within their
own infrastructure. For example, in this setup, multiple hospitals collaborate to
improve a disease prediction model using patient records that cannot leave their
respective institutions. Banks can collaborate on fraud detection models without
exposing proprietary transaction details, while smart retails jointly optimize product
recommendations using users’ preference in different markets.

This chapter is structured to provide readers with a comprehensive picture of
federated learning. We begin by laying the groundwork in Sect.3.2, where we
introduce the fundamental concepts and categories of federated learning, as well
as the challenges it encounters. Next, in Sect.3.3, we venture into the practical
use case of this innovative paradigm. FL’s ability to address privacy and security
concerns while enhancing model performance has significant implications for
various industries. In this section, we illuminate the practical deployment of FL
in recommendation systems, which suggest relevant items to users by using user
preferences data. We explain how FL can provide personalized services without
compromising user privacy. This section will explore the nuances of federated



3 Federated Learning for Enterprise Al 59

recommender systems (FedRec), which include horizontal, vertical, and transfer
FedRec, and discuss their respective roles in shaping modern e-commerce strategies.
Finally, in Sect. 3.4, we broaden our perspective to encompass the integration of
FL with large-scale foundation models, such as those used in language processing
and computer vision. This section will elucidate the mechanisms by which FL is
applied to refine and adapt large foundation models to specific industrial needs,
thereby enhancing their applicability and effectiveness. The discussion will include
the optimization of domain models, foundation models, and both through federated
transfer learning, highlighting the synergistic relationship between general and
specialized machine learning models in solving complex, real-world problems.

3.2 Basics of Federated Learning

Federated learning is delineated into three categories based on the distribution of
data across samples and features [3], as shown in Fig.3.1. They are horizontal
federated learning (HFL), vertical federated learning (VFL), and federated transfer
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Fig. 3.1 Four settings of federated learning. The HFL, VFL, and FTL are traditional categories
as defined in [3]. FTL-FM denotes the FTL paradigm in the Large Model Era, which essentially
involves grounding foundation models (FM) through FTL, as discussed in [4]
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learning (FTL). In this section, we introduce the fundamental concepts of federated
learning and also summarize the challenges that federated learning faces.

3.2.1 Horizontal Federated Learning

In horizontal federated learning (HFL) [1], participating clients contribute to the
model training process by utilizing a common set of features despite having
distinct data samples. An illustrative example of this is Google’s application to
enable mobile phone users to train a predictive model for next-word suggestions
collaboratively as illustrated in Fig. 3.1a. The objective of the K participating clients
in HFL is to collaboratively build a global model, 6, based on their respective private
datasets. As formulated by McMabhan et al. [1], the federated optimization problem
in HFL can be expressed as:

K
. n
argmin L, Die(1....x)) = Y —Eq~p L0, d), 3.1)
0 =1 "
where nj denotes the size of the dataset Dy, n = Zf:l ng, £ is the loss of

predictions made by the model 6 on dataset Dy, and d denotes a sample randomly
drawn from Dy.

HFL has been increasingly adopted in various real-world applications due to its
ability to train machine learning models collaboratively without sharing raw data,
thus preserving privacy. As aforementioned, Google has utilized HFL to improve
keyboard prediction models [5]. Users’ typing data on their smartphones is used
to train the model, with the learning happening locally on the device to ensure
privacy. With the proliferation of IoT devices, HFL is used to train models on data
collected from these devices without the need to aggregate the data centrally. This
is particularly useful for applications like smart home systems, wearable devices,
and industrial IoT [6]. HFL has also been applied in healthcare to train models on
sensitive patient data across different institutions without compromising privacy. For
instance, hospitals can collaborate to develop predictive models for diseases while
keeping patient records secure and to enhance the recognition of human activities
using data from wearable devices, with an emphasis on preserving user privacy [7].

3.2.2 Vertical Federated Learning

Vertical federated learning (VFL) [8], on the other hand, involves a scenario where
the datasets from different participants include the same set of samples or users.
But the set of samples or users has different feature attributes. A case in point
is a bank of VFL to partner with an invoice company in the development of
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financial risk assessment models tailored for their corporate clients. In this setting,
all participating clients can be regarded as leveraging a virtual dataset, denoted by
D = {(x;, y,')}lN= |» comprising N samples, to collaboratively train a joint machine
learning model, ®, while maintaining the privacy of their local data.

Following [8], each feature vector x; € R'*” in D is distributed among K parties
{Xik € R! X’”k}f:], where my, is the feature dimension of party k, for k € [K — 1],
and the K'th party has the label information y; = y; k, as illustrated in Fig. 3.1b. The
K'th party who owns the labels is typically referred to as the active party, while the
rest of the clients are referred to as passive parties. Each passive party k has dataset
Dy = {Xi,k},N:p while the active party has dataset Dg = {x; g, Yi,K}lN=1-

To precisely formulate the optimization problem of VFL, we decompose ® into
local models G; parameterized by 6, k € {1,---, K}, which operates only on
local data, and a global model Fx parameterized by g, accessible only to the
active party K. The optimization problem of VFL can thus be formally expressed
as follows:

arggnin L(®; D) = Ex,y)~Dl (Fx (Wk; G1(X1,01), ..., Gk Xk, 0k)) , k)

(3.2)
where ® denotes the joint ML model, £(-) denotes the loss function, and L denotes
the task objective (e.g., mean squared error loss for regression tasks and cross-
entropy loss for classification tasks).

In the financial field, VFL has found widespread application in areas such as
marketing and risk management. Due to the limited availability of high-quality data,
financial institutions often rely on external sources to enhance their risk assessment
models. However, the growing emphasis on data privacy and the implementation
of stringent regulations in many countries have made it increasingly challenging to
access alternative data, including sensitive information about individuals’ creditwor-
thiness, purchasing habits, and preferences, which are typically held by e-commerce
platforms and social media companies. In response, VFL has emerged as a solution
to facilitate collaborative modeling across institutions while respecting data privacy
constraints. For example, Secureboost [9, 10], a novel VFL version of XGboost [11]
and LightGBM [12], has been widely used in risk assessment applications by banks
and financial institutions.

In conventional vertical federated learning (VFL), the alignment of all parties’
training data referencing identical entities is a prerequisite for model training.
However, in many real-world applications, aligned training data is in short supply,
and labeled data is often scarce. To address these limitations, researchers have
turned to self-supervised and semi-supervised VFL approaches. Self-supervised
VFL methods such as VFed-SSD [13], FedHSSL [14], and SS-VEFNAS [15]
leverage contrastive learning and autoencoders to pretrain parties’ local models
using unlabeled data, which are then fine-tuned with labeled data. Semi-supervised
VFL methods, including FedCVT [16] and FedMC [17], seek to improve VFL
model performance by expanding labeled and aligned samples through pseudo-
labeling or estimating labeled samples.
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3.2.3 Federated Transfer Learning

Federated transfer learning (FTL) [3] is originally characterized by datasets that are
varied in both the sample and feature dimensions, with only minimal overlaps. An
example of FTL is the collaborative construction of Brain-Computer Interface (BCI)
models using EEG data from various subjects with diverse distributions facilitated
by FTL. With the advent of large foundation models, the concept of FTL is extended
to include transferring knowledge between foundation models and domain-specific
models [4]. FTL seeks to transfer knowledge from source domain parties to target
domain parties, thereby enabling the target parties to develop improved machine
learning models without compromising the privacy of all parties’ local data.

Traditional FTL is characterized by its capacity to accommodate datasets that
exhibit significant heterogeneity in both sample size and feature dimensions [3], as
illustrated in Fig. 3.1c. Specifically, in traditional FTL, a source domain party with
a substantial corpus of labeled data is utilized to augment the performance of a
target domain party with limited or no labeled data, thereby enhancing the machine
learning model owned by the target party. These traditional approaches involve the
learning of a shared latent representation space, which facilitates the transfer of
knowledge from the source domain to the target domain.

The advent of large language and vision models has expanded the purview of
FTL, enabling the transfer of knowledge from a large language or vision model
owned by a server to much smaller domain-specific models of clients, with the
ultimate goal of enhancing the performance of domain models on specific tasks
by harnessing the capabilities of large models [4], as illustrated in Fig. 3.1d.

3.2.3.1 Traditional Federated Transfer Learning

Traditional federated transfer learning (FTL) typically involves an active party from
the source domain possessing a substantial collection of labeled data, and a passive
party from the target domain usually has access to a limited number of labeled
samples or solely unlabeled data. Traditional FTL methods often rely on VFL
as a bridge to facilitate knowledge transfer from the active to the passive party.
According to [8], the objective of traditional FTL can be formally defined as follows:

¢miél La(dp; 08; Dp) +21L€a(Ya,04,68; Da) + Al1L(0a, 08; Da, Dp)
B>YB
(3.3)

where ¥4 and ¢p are the predictors of the active party A and passive party B,
respectively. 64 and 6p are the backbone models of the active party A and passive
party B, respectively. The transfer learning loss, £Tr, is designed to mitigate the
discrepancy between the source and target domains. In parallel, party A’s loss
function, £4, is employed to train models using labeled samples from the source
domain. The synergy between these two losses facilitates the transfer of knowledge
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from the source domain to the target domain. Furthermore, party B leverages its
task-specific loss, £p, to adapt the transferred knowledge to its local task, utilizing
target domain samples, Dp, if available. The involvement of party A’ in the
inference process depends on the specific requirements of the application.

3.2.3.2 Federated Transfer Learning in the Era of Large Models

With the advent of large foundation models, the concept of FTL is extended to
include transferring knowledge from large language or vision models to domain-
specific models, as illustrated in Fig.3.1d. FTL enables domain-specific models
to leverage the knowledge and expertise gained from large-scale models such as
ChatGPT, which are pre-trained on a massive corpus of text data, to train a smaller,
domain-specific NLP model for a specific task, such as sentiment analysis or named
entity recognition.

For example, small- or medium-sized companies can use ChatGPT as a teacher
to train a smaller domain model that is specifically designed to analyze customer
reviews and sentiment. The domain model can learn to recognize patterns and
relationships in customer feedback, such as identifying common complaints or
praising phrases, without having to be trained on the entire corpus of text data. This
approach significantly reduces data volume and computational resources needed
for training domain-specific models. Crucially, it still maintains high accuracy and
preserves the privacy of companies’ sensitive proprietary data. Transfer and adapt
the knowledge of a large foundation model GFSM (FM strands for foundation model)
hosted by a server to help enhance clients’ DMs for their specific tasks [4].

K

argmin LO%y. 01, ... 0k) = Y prle Oy ).
01,0k = (3.4

where €4 (0gyg, 0k) = Egop, [l Oy, O )], k € {1, ..., K}

where £}, (GlfM, 6r) is the expected loss over the dataset Dy, aiming to transfer and
adapt the general knowledge and abilities of HFSM to client £’s domain model 6y for
a domain-specific task; py is preference toward the loss of client k.

The benefits of leveraging FTL to ground domain-specific models are numerous.
For example, FTL allows for faster and more efficient training of domain-specific
models while also enabling the reuse of knowledge and expertise gained from large
models; FTL can also help reduce the risk of overfitting, as the smaller model learns
from a larger, more generalizable model; FTL can facilitate the development of
more specialized and accurate models for specific domains, leading to improved
performance and decision-making in those domains.
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3.2.4 Challenges in Federated Learning

The primary driver behind the adoption of federated learning (FL) is its capacity
to enable the collaborative training of a machine learning model that outperforms
those trained by individual participants while maintaining the privacy of their data.
As FL research and applications continue to evolve, new challenges have arisen.
Notably, unprotected FL algorithms have been found to be susceptible to gradient-
based privacy attacks, such as deep leakage from gradients [18]. To develop a
trustworthy FL system, it is imperative to consider a range of factors beyond mere
model performance. The literature has identified several essential criteria that a
trustworthy FL system should satisfy [19-21]. From an algorithmic standpoint, we
distill the key aspects that are critical to ensuring trustworthy FL as privacy, utility,
efficiency, robustness, fairness, and intellectual property.

The first is privacy. The protection of participants’ private data is essential to
thwart privacy attacks by adversaries, as privacy is a fundamental requirement for
trustworthy federated learning. To ensure data privacy in FL, techniques such as
differential privacy (DP), secure multi-party computation (MPC), and homomorphic
encryption are being used to protect data during the training process. For instance,
Google’s system employs DP and secure aggregation to enhance privacy [22].

The second is utility. Optimizing the performance of the federated learning model
on test data is crucial, as any protection mechanism employed may compromise
utility. This may lead to a trade-off between preserving privacy and minimizing
utility loss [23, 24]. To optimize model performance without compromising privacy,
approaches like adaptive randomization, model compression, quantization, and
knowledge distillation are being explored.

The third is efficiency. Federated learning models should be trained and make
inferences within a reasonable and controlled computational and communication
cost. However, implementing protection mechanisms may decrease efficiency,
potentially leading to a trade-off between privacy protection and efficiency. In
the era of large models, efficiency is critical to the success of grounding large
foundation models. To improve efficiency, research has investigated a range of areas,
including asynchronous coordination, one-shot communication, compression, and
client selection, with the aim of reducing the communication and computational
costs associated with FL. In recent years, with the growing popularity of large
language and vision models, the focus of research has shifted toward parameter-
efficient fine-tuning methods, such as LoRA [25], which enable the conservation of
resources during the training or fine-tuning of large models.

The fourth is robustness. A robust federated learning system should withstand
extreme conditions, including malicious attacks and heterogeneous data distribu-
tions among participating parties. To build robust FL systems, research is being
conducted on defense mechanisms against adversarial attacks and strategies to
handle heterogeneous data distributions. This includes the development of robust
aggregation methods that can identify and mitigate the effects of compromised or
biased data [26].
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The fifth is fairness. It is a crucial aspect of federated learning, as it directly
impacts participants’ willingness to engage in the process. Fairness in FL is mainly
defined from two angles: firstly, the performance of the federated learning model
should be optimized on each participant’s test data, and secondly, the payoff
should be distributed fairly among participants based on their contributions to the
federation, as highlighted in previous research [27, 28]. Fairness in FL is being
addressed by designing algorithms that ensure the model performs well across all
participants’ data and by developing incentive mechanisms that reward participants
based on their contributions. For example, q-Fair Federated Learning (q-FFL) [29] is
an optimization algorithm that adjusts weights to ensure a fair distribution of model
accuracy across devices.

The last is intellectual property. The intellectual property rights associated with
private models must be safeguarded, traced, and audited to prevent valuable model
assets from being stolen or breached, thereby ensuring IP-right security. Protecting
intellectual property in FL is achieved through techniques that allow for model
traceability and auditing. Watermarking [30] technology is being explored for its
potential to provide a secure and transparent record of model contributions and
usage, thus protecting IP rights.

3.3 Federated Recommendation Systems

Recommender systems (RecSys) are essential tools for tackling information over-
load across various real-world applications. In the context of e-commerce, for
instance, a RecSys meticulously analyzes user preferences by examining their past
behaviors and interactions with products. By doing so, the system can accurately
identify and select the most appropriate items from a vast pool of products, ensuring
that users’ personalized requirements are met with precision. Given the potentially
enormous number of users and products involved in online transactions, RecSys not
only enhances the overall user experience but also significantly reduces the costs of
product selection, saving both time and effort for users.

In order to provide accurate and tailored recommendations, RecSys needs to
gather as much information as possible about users. This often includes collecting
various types of private user data, such as behavioral information, contextual details,
item metadata, purchase history, recommendation feedback, social data, and more.
In the quest for delivering superior recommendations, some systems go a step
further by integrating multiple data sources from different organizations. This
approach allows the system to gain a more comprehensive understanding of users’
preferences and needs, ultimately enhancing the quality of recommendations. To
support various recommendation services, all this valuable user data is typically
stored in a centralized database managed by one organization.

Despite the advantages of data centralization in RecSys, it can also give rise
to significant privacy and security concerns. For instance, some organizations
may collect users’ private data without consent and share this information with
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third parties for profit. Additionally, there is a risk of privacy leaks during data
transmission. In recent years, several regulations have been enacted to protect
privacy and security, such as the General Data Protection Regulation (GDPR). In
response to these concerns, the federated recommender system (FedRec) has been
introduced. FedRec employs a decentralized data architecture, allowing participants
to retain their private data locally while collaboratively training recommendation
models in a secure and privacy-preserving manner. Each participant could be a
RecSys or a data provider. A RecSys participant typically holds rating/purchasing
information, user profiles, and item attributes, while a data provider participant
possesses additional user profiles or item attributes.

In this section, we define the FedRec concept and then categorize it based
on its data structure. For each category, we describe typical real-world scenarios
and discuss related solutions. By exploring these aspects, we aim to provide
a comprehensive understanding of Federated Recommender Systems and their
potential applications in addressing privacy and security concerns.

3.3.1 Definition of Federated Recommender System

Define n participants, k of whom are recommender systems, and let S;eq1,. x} =
{U;, Pi, R;, X;, X;}. U = {ul.l, uiz, e uﬁ"} and P; = {pil, pl.z, e p}”i} stand for the
user set and item set, respectively. R; € R"*™i is the rating matrix that contains
the interaction information of users and products. X; € R*4 and X/ Rvixd;
represent the user profiles and item attributes, respectively. The other m participants
are data providers containing user profiles, i.e., Dig(1,...m} = {U;, X;}, or item
attributes, i.e., Dic(1, _m = {Pi, X;}.

Definition 3.1 FedRec aims to collaboratively train the recommendation model(s)
among multiple participants without direct access to the private data of each other:

k
argmin Y LR, f1 /Ui, PiIS12(Sy ey iy 2 Phettm)), (3.5)
0 =1 '

where L(-, -) is a loss function, f{ ed(~, -) is the prediction model for the ith FedRec,

and z(-) stands for the data processing technique that exchanges intermediate results
between participants instead of the raw data.

We anticipate that the performance of FedRec surpasses that of individual
RecSys trained on their own data. At the same time, its performance should closely
approach that of a system where all participants’ data is simply aggregated together
without taking privacy and security concerns into account. Formally, we have:
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VY = V(eI > 8 and V(") = V(DI < e (3.6)

where § € R, € € R*, and V(-) is the evaluation function utilized by RecSys.
The prediction model fy, is obtained via separately training the model with the
recommender’s own data:

argmin L(R;, fo, Ui, Pi|Si))- (3.7
0;

The recommender fg_”’” is obtained via training the recommendation model with all

parties’ data simply consolidated together:

k
arg_min Z L(R;, fg”m U;, P; IS.,E{1

, ; k> Pheft....m))- (3.8)
0; i=l
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3.3.2 Categorization of Federated Recommender System

A RecSys primarily comprises two types of data entities: users and items. Building
upon the principles of federated learning, we can classify typical scenarios of
Federated Recommender Systems (FedRec) based on its data structure. We divide
FedRec into three distinct types, horizontal FedRec, vertical FedRec, and transfer
FedRec, depending on the sharing situation of users and items. In this subsection, we
describe the details of each category and provide typical scenarios for illustration.
Related works about FedRec are discussed under the corresponding categories.

3.3.2.1 Horizontal Federated Recommender System

In horizontal FedRec, the items of all participants are shared, but users are different
between participants. Under this setting, the participants could be in the form of
individual users or sets of users.

Definition 3.2 Given n participants and each participant containing a set of users
or an individual user, i.e., Sic(i,.ny = Ui, Pi, Ri, Xi, X}, Uy # U, Pr =
P;,V¥S;,Sj, i # j, horizontal FedRec aims to train a recommender model by
integrating users’ historical behaviors on shared items from different participants,
without revealing user’s privacy:

argmin y LRy, f1“ Uy, Pilz(Sy oy i) (3.9)
0 =1
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Fig. 3.2 The typical scenario of horizontal FedRec. Each participant is the device of an individual
user. The participants share the same products but have different users

Typical Scenario of Horizontal FedRec

As shown in Fig. 3.2, users appreciate personalized movie recommendations pro-
vided by a movie recommender system, but they are often concerned about the
collection of their private data. In horizontal FedRec, each user device is regarded
as a participant containing the rating information between one specific user and all
items. Those devices can build a RecSys together to achieve both personalization
and privacy requirements.

A number of studies have focused on this scenario. For instance, the Federated
Collaborative Filtering (FCF) algorithm is proposed in [31], which is based on
matrix factorization. In the traditional RecSys, the matrix factorization algorithms
work by decomposing the user-item rating matrix into the product of two lower-
dimensional matrices, namely, the user latent factors matrix and the item latent
factors matrix. In the FedRec setting, FCF introduces a central server to maintain the
shared item latent factors; meanwhile, the user latent factors are stored locally on
each device. In each iteration of training, the central server distributes the item latent
factors to each participant. Then, participants update their user latent factor by local
rating data and send the item latent factor updates back to the server for aggregation.
During the training process, FCF algorithm ensures that only model updates are
transmitted between participants, and no user’s private data is collected or shared.
To further enhance privacy and reduce reliance on a third-party central server, a fully
decentralized matrix factorization approach without central server is introduced in
[32]. The participants communicate directly with each other to update the model.
Additionally, [33] proposed another decentralized method of matrix factorization,
where local models are exchanged between neighborhood participants, not with an
arbitrary party. The neighboring participants are selected by calculating the cosine
similarities over rated items between users. This approach further improves the
performance of the algorithm. Moreover, [34] proposed a federated meta-learning
framework for the recommendation. This framework treats the recommendation for
each user as a separate task and designs a meta-learner to generate task-specific
parameters. The framework utilizes a support set to generate the recommendation
model on each party and computes the loss gradient on a query set. In addition, [35]
offered another federated meta-learning algorithm for recommendation. It needs
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no separate support and query sets. The latter one performs relatively well within
considerably fewer episodes in the experiments.

While the aforementioned works offer privacy advantages compared to data
centralized approaches, they do not employ additional security methods, leaving
some privacy risks when transferring plain-text model parameters. To address
these risks, a few studies have explored the use of obfuscation methods based on
data-centralized architectures. These obfuscation methods include anonymization,
randomization, and differential privacy techniques. For instance, [36] proposed the
private social recommendation (PrivSR) algorithm by utilizing the DP technique.
This approach is based on a matrix factorization method with the friends-impacting
regularizer. Since an inference attack can be conducted from the contribution of
one particular user, the DP noise is added into the objective function to perturb the
individual’s involvement. Kharitonov [37] proposed the federated online learning to
the rank algorithm by using users’ online feedback. It trains the ranking model on
local devices in a way that respects the users’ privacy and utilizes the DP technique
to protect model privacy on the server. DP noise is injected into the communicated
values before it is transmitted to the server, which is different from the PrivSR.
However, DP also introduces additional noise. These works involve a trade-off
between performance and privacy. A secure federated matrix factorization algorithm
(FedMF) with HE schemes is proposed in [38]. Each user encrypts the item
latent factor updates with HE before transmitting. Besides, the item latent factor
is aggregated and maintained by the central server under the encrypted form. No
information of latent factors and updates will be leaked to the introduced server. Li
et al. [39] provided an efficient privacy-preserving item-based collaborative filtering
algorithm. An SMC protocol is designed to compute the summation of private values
of each party without revealing them. Then with this protocol, the PrivateCosine and
PrivatePearson algorithm are implemented to calculate the item correlations. Final
recommendations are generated using the correlations without revealing privacy.

3.3.2.2 Vertical Federated Recommender System

In vertical FedRec, two participants shared the same user set but have different
item sets or feature spaces. Under this setting, the participants could be different
recommenders or data providers.

Definition 3.3 Given two participants, one of whom is a RecSys, ie., S4 =
{Usr, Pa, Ra, X4, X :4}; the other one is a data provider or the other recommender.
Taking a data provider as an example, we have Dp = {Up, Xp},and Uy = Up = U.
The vertical FedRec aims to train a recommender model by exploiting the side
information of users from the data provider or other recommenders. The training
process is completed in a secure and privacy-preserving manner:

argmin L(Ra, f;“ U, Pa, 2(X8)|2(D5))). (3.10)
0
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Fig. 3.3 The typical scenario of Vertical FedRec. One participant is a movie recommender, while
the other one is a data provider with user profiles. They share the same users

Typical Scenario of Vertical FedRec

As illustrated in Fig.3.3, the participants include a RecSys and a data provider.
For example, one participant could be a movie RecSys, while the other participant
is a data provider that is capable of offering comprehensive user profiles. These
participants share a large set of common users. The application of vertical FedRec
is to enhance the quality of the book recommendation service while avoiding the
risk of data privacy leakage.

Several existing works have been designed for such a feature distributed learning
problem where participant A and B hold different feature sets. Hu et al. [40]
proposed an asynchronous stochastic gradient descent algorithm in which each
participant could use an arbitrary model to map its local features to a local
prediction. These local predictions from different are aggregated into a final output
using linear and nonlinear transformations. The training procedure of each party is
allowed to be at various iterations up to a bounded delay. This approach ensures that
no raw data or local models are shared, thereby minimizing privacy risks. Besides,
for a higher level of privacy, it can easily incorporate the DP technique. Similar to
horizontal FedRec, there are also works that further utilize cryptography techniques.
Cheng et al. [9] presented a secure gradient-tree boosting algorithm. This algorithm
adopts HE methods to provide lossless performance as well as preserving privacy.
And [41] proposed a secure linear regression algorithm. MPC protocols are designed
using garbled circuits to obtain a highly scalable solution.

The participants of vertical FedRec could also be two recommenders with
different item sets. For instance, a movie RecSys and a book RecSys have a large
user overlapping but different items to recommend. It is assumed that users share
a similar taste in movies and books. With FedRec, the two participants want to
train better recommendation algorithms together in a secure and privacy-preserving
way. Shmueli and Tassa [42] proposed a secure, distributed item-based CF method.
It jointly improves the effect of several RecSys, which offer different subsets of
items to the same underlying population of users. Both the predicted ratings of items
and their predicted rankings could be computed without compromising privacy nor
predictions’ accuracy.
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3.3.2.3 Transfer Federated Recommender System

In the transfer FedRec, users and items could be different from participants. In
most cases, the participants are different recommender systems. For instance,
participants are movie and music recommender systems, respectively. Their item
catalogs and primary users may differ entirely; we assume that a small subset of
overlapping users exists across these systems. Although these systems have different
items and users, users who exhibit preferences for action movies might gravitate
toward high-energy music genres, reflecting latent correlations in their behavioral
patterns. By identifying and modeling these cross-domain correlations, participants
can collaboratively enhance their recommendation models without directly sharing
raw user-item interaction data. This enables platforms to leverage complementary
insights from other domains while preserving user privacy.

Definition 3.4 Given two participants, who are different RecSys, i.e., S; = {U;,
Pi, R;, X;, X;} as the source-domain participant, S; = {U;, P;, R;, X, X/j} as
the target-domain participant, and U; # U;, P; # P;. Generally, R; contains much
more rating information than R;. Transfer FedRec aims to train a recommender
model by transferring knowledge from the source-domain participant to the target-
domain participant, without revealing user privacy:

N
. d
argmin ) LR, S5 “ U Prla(Seeti. ). (3.11)
0 kefij)

where XA is the weight for balancing the performance of two participants.

Typical Scenario of Transfer FedRec

As shown in Fig. 3.4, a popular movie recommender system in region A wants to
help another new music recommender system in region B to collaboratively learn a
music recommendation model.
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Fig. 3.4 The typical scenario of Transfer FedRec. One participant is a movie recommender, while
the other one is a music recommender in the different region. They share neither users nor items
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Since both users and items are different between participants, constructing
a federated recommender system directly can be quite challenging. However,
federated transfer learning [43] offers a feasible solution. In this approach, a limited
set of co-occurrence samples is used as a “bridge” to transfer knowledge from the
source domain to the target domain. At first, parties update their neural networks
using local data. Then, they together optimize the loss on the co-occurrence samples.
The secret sharing technique is employed to design a secure and efficient algorithm.
This algorithm can be similarly applied in the transfer FedRec scenario via co-
occurrence users or items, serving as a potential solution for scenarios where both
users and items differ between participants.

3.3.3 Summary

In this section, we explore FedRec, a paradigm that applies federated learning to
recommendation scenarios. FedRec addresses critical challenges of user privacy
and data security in traditional RecSys. It allows multiple parties to collaboratively
train enhanced recommendation models while retaining users’ private data locally.
We classify FedRec based on the data structure of RecSys. As we have reviewed,
horizontal FedRec, which manages recommender systems across individuals or sets
of users, is a significant area that has attracted considerable research attention.
On the other hand, vertical FedRec and transfer FedRec, which involve building
recommender systems among organizations, are typical tasks in recommendation
businesses. However, despite their relevance and potential, vertical and transfer
FedRec remain relatively underexplored areas in the research community. These
areas present numerous opportunities for further investigation and development.
Additionally, many popular recommendation algorithms have not been applied to
FedRec. As a result, FedRec presents a promising direction with numerous potential
opportunities.

3.4 Emerging Trends in Federated Learning

Large foundation models (LFMs, e.g., large language models like GPT-4 and
large vision models like Florence-2) are revolutionizing enterprise Al by enabling
advanced automation, decision-making, and innovation across industries. These
models, trained on vast datasets, excel in tasks such as natural language processing,
image analysis, code generation, and predictive analytics. For enterprises, they
unlock efficiencies in customer service, supply chain optimization, and personal-
ized marketing while reducing operational costs. Open-source models including
Llama and Deepseek further enable more smaller enterprises to deploy advanced
foundation models without prohibitive investments. It breaks proprietary barriers
by open-sourcing its models, allowing more enterprises to customize and innovate
without relying on closed ecosystems.
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Although large foundation models excel at general-purpose tasks, they struggle
with industry-specific terminology, workflows, and compliance requirements. For
instance, medical diagnostics demand precise anatomical knowledge and regulatory
adherence. Therefore, enterprises still require domain-specific models to address
challenges in specialized fields. In enterprise Al, the integration of foundation
models is paramount for addressing complex, domain-specific challenges. One of
the pivotal advancements in this direction is the concept of grounding foundation
models (FM) through Federated Transfer Learning (FTL), coined FTL-FM, which
is particularly adept at grounding foundation models in various industrial contexts.
This section delves into the intricacies of the FTL-FM framework, as proposed by
a consortium of researchers, which serves as a versatile and secure paradigm for
model adaptation and enhancement within the constraints of enterprise environ-
ments. The FTL-FM framework is designed to overcome the limitations typically
encountered when applying FMs to specialized tasks. These limitations arise from
FMs’ pre-training on vast amounts of datasets, which often results in a lack of
industry-specific insights and an inability to keep pace with the rapidly evolving
knowledge required for certain industry-specific applications. To bridge this gap, the
FTL-FM framework introduces a systematic approach to integrate domain-specific
knowledge into FMs, leveraging the principles of federated learning and transfer
learning. At the crux of the FTL-FM framework are three distinct yet interconnected
settings, each targeting a unique aspect of the grounding process. Three settings are
defined within the FTL-FM framework [4]:

* Optimize Clients’ Domain Models (Setting 1): This setting involves leveraging
the knowledge of the server’s foundation model to enhance the clients’ domain
models for accomplishing specific tasks.

* Optimize Server’s Foundation Model (Setting 2): This setting focuses on using
domain-specific knowledge of one or more clients to augment the server’s
foundation model.

¢ Co-optimize Foundation and Domain Models (Setting 3): This setting aims to
enhance both the server’s foundation model and clients’ domain models by
leveraging mutual knowledge transfer.

In the following three subsections, we will elaborate on the three settings through
a collaboration between one server and one or more clients. We assume that a
client possesses a local dataset D = {(x;, yl-)}fv= |» comprising N samples, where
x; represents an input, while y; represents the corresponding output of x;.

3.4.1 Foundation Models to Domain Models

The first setting focuses on optimizing the client’s domain model (DM) by
leveraging the knowledge encoded within the server’s foundation model (FM). The
knowledge transferred from the FM to the DM can be data-level and representation-
level knowledge. Federated knowledge distillation [44, 45], federated prompt
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Fig. 3.5 Federated knowledge distillation. The knowledge of FM hosted by the server is trans-
ferred to the client by fine-tuning the client’s domain model with knowledge generated by the
foundation model (e.g., LLMs). Knowledge generated by the FM can be reasoning explanations,
rationals, and instructions

tuning [46, 47], and federated split learning [48, 49] are three representative
approaches.

Federated Knowledge Distillation typically involves a server hosting a large foun-
dation model and a client owning a much smaller domain model for accomplishing
a domain-specific task, and its goal is to transfer the knowledge of the FM to the
DM to enhance the performance of the DM on the domain-specific task.

A typical way of transferring knowledge from the FM to the DM is to prompt
the FM to generate data such as reasoning explanations, rationals, and instructions
based on the client’s local data and then leverage these generated data (together with
the client’s local data) to train the client’s domain model. Specifically, a general
workflow for each communication round between the server and the client of a
federated knowledge distillation is as follows (see Fig. 3.5 for illustration):

1. The client randomly draws a mini-batch D" = {(x;, y,-)}lN; , with N’ data points
from D. Then, the client sends D’ to the server.

2. Upon receiving D' = {(x;, yi)}lN:/ |» the sever leverages the Chain-of-Thought
(CoT) prompting technique [50] to generate data from its FM. These generated
data, for example, can be reasoning rationales that explain why each x; leads to
vi. Subsequently, the server transmits these generated data to the client.

3. Upon receiving generated data from the server, the client trains its local domain
models using both generated data and its local data.

The federated knowledge distillation algorithm iterates through the aforemen-
tioned four steps until convergence is achieved or predetermined stopping criteria
are satisfied.

It is worth noting that the local data sent from the client to the server may
leak the privacy of the client’s sensitive data. Therefore, certain privacy-preserving
mechanisms should be utilized to protect the data sent from the client to the server to
mitigate possible privacy leakage. To this end, Fan et al. [44] leverage randomization



3 Federated Learning for Enterprise Al 75

Y
L(Y,7)
optimize
generate
Prompt P
Input X
Foundation Model Domain Model
Server Client

Fig. 3.6 Federated continuous prompt optimization. The knowledge of FM hosted by the server
is adapted to the client by training a prompt generator that generates continuous prompts based on
the responses from the FM

to perturb the data sent to the server, and Li et al. [45] proposed to train a local
privacy-preserving generator to generate fake data from the original one and send
the fake data to the server.

In Federated Prompt Optimization, the client aims to learn a local prompt
generator, the primary function of which is to produce prompts that can effectively
steer a black box FM hosted on the server toward generating the desired responses.

Federated prompt optimization research can be divided into two primary cat-
egories. One category concentrates on optimizing continuous or soft prompts
using gradient-free or zero-order optimization techniques. Notably, BBT [51] and
BBTv2 [52] employ the Covariance Matrix Adaptation Evolution Strategy (CMA-
ES) [53] to optimize the client-side local prompt generator, while BlackVIP [54]
leverages Simultaneous Perturbation Stochastic Approximation (SPSA) [55] to
efficiently approximate high-dimensional gradients, which are subsequently used to
optimize the prompt generator. A federated continuous prompt optimization (Fed-
CPO) approach generally involves the following steps (see Fig. 3.6 for illustration):

1. The client randomly draws a mini-batch D’ = {(x;, yi)}lN:, | from D, comprising
N’ data points. The client then generates continuous prompts using its local
prompt generator and prepends them to {(xi)}fv: 1~ Next, the client sends these

continuous prompts with {(x,-)}lN '

2. Upon receiving {(xl-)}f-\’:, | prepended with continuous prompts, the server feeds
them to its FM to generate responses and sends responses back to the client.

3. The client receives the responses from the server and subsequently computes the
loss based on these generated responses and ground truth ones to optimize its

local prompt generator.

| to the server.

A notable constraint of these FedCPO methods is that they necessitate continuous
prompts, which are incompatible with FM APIs that only accept discrete inputs. To
address this limitation, researchers have explored the second category: federated
discrete prompt optimization, FedDPO for short.
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Fig. 3.7 Federated discrete prompt optimization. The knowledge of FM is adapted to the client
by optimizing discrete prompts through a three-stage process: assessing the efficacy of existing
prompts, identifying the top-performing prompts, and generating new candidate prompts. The three
stages iterate until the process converges. Throughout the iterations, the client repeats queries with
the server’s FM and, if necessary, a supplementary local FM to inform its prompt optimization
strategy

Figure 3.7 offers a high-level workflow of FedDPO. At its core, the process
of FedDPO entails a three-stage cycle: assessing the efficacy of existing prompts,
identifying the top-performing prompts, and generating new candidate prompts.
This iterative process continues until convergence is achieved. Throughout the
iterations, the client engages in repeated queries with the server’s FM and, if
necessary, a supplementary local FM to inform its prompt optimization strategy.
A range of approaches has been developed to operationalize FedDPO, including
BDPL [56] and DSP [57], which involve learning a discrete prompt generator
(DPG) on the client side to customize FM responses. Specifically, BDPL leverages
a variance-reduced policy gradient algorithm to optimize the DPG, whereas DSP
adopts a hybrid approach that combines supervised fine-tuning with reinforcement
learning for optimization.

The aforementioned federated prompt optimization methods have been confined
to a single-client, single-server framework. More recent approaches, such as Fed-
BBPT [46] and FedBPT [47], have successfully extended this framework to
accommodate multiple clients. These methods rely on a dual-server architecture
comprising a foundation model (FM) server and a federated server. The FM server
hosts the large foundation model to be prompted, whereas the federated server
facilitates the federated tuning of clients’ local prompt generators. Specifically,
in Fed-BBPT, clients leverage simultaneous perturbation stochastic approximation
(SPSA) to train their prompt generators using local data together with predictions
generated by the FM, and the federated server aggregates these local generators to
form a global prompt generator. In FedBPT, by contrast, clients employ the covari-
ance matrix adaptation evolution strategy (CMA-ES) to optimize the distribution
of prompts generated by their local prompt generators, and the server derives the
global prompt generator by aggregating these local distributions.
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Fig. 3.8 Federated split learning. The FM is split into an FM backbone model, an FM bottom
model, and an FM head model. The FM backbone is deployed on the server, while the FM head
and bottom models are deployed on the client. The federated split learning follows the conventional
stochastic gradient descent procedure, but each portion of FM is trained by a different party (i.e.,
client and server)

In federated split learning, a server and a client collaborate, each possessing a
distinct segment of a large FM. This FM is typically divided into a computationally
intensive backbone and several smaller components, typically an FM head and an
FM bottom. The backbone, being the most resource-demanding part, is usually
hosted on a server with ample computing power, while the remaining components
are deployed on the client’s side. The primary goal of this approach is to tailor the
foundation model’s knowledge to the client’s specific domain by fine-tuning the
distributed FM using the client’s local data.

The training protocol for federated split learning builds upon the conventional
split learning approach [8], leveraging stochastic gradient descent to train the model.
In federated split learning, each component of the FM is trained independently by
separate parties, specifically the client and the server. We illustrate the workflow
for each communication round between the server and the client in Fig.3.8 and
elaborate on a general workflow of federated split learning as follows:

1. Given a local dataset D = {(x;, yl-)}[N: |» consisting of N samples, where each

sample is represented by an input, x;, and its corresponding output, y;, the

client randomly draws a mini-batch D' = {(x;, y,-)}lN:/ | from D, comprising N !

data points. The client then feeds {(xl-)}lN; | to its local FM bottom model and
forwards the resulting intermediate outputs to the server.

2. Upon receiving the intermediate outputs from the client, the server processes
them using its local FM backbone and returns the results to the client.

3. The client subsequently receives the intermediate outputs from the server
and inputs them into its FM head to calculate the loss with respect to the
corresponding outputs {(yi)}fvz/ 1

4. The client then computes the backward gradients to update its FM head and
transmits the resulting gradients to the server to train the FM backbone. In
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response, the server calculates the backward gradients and sends them back to
the client to update the FM bottom model.

The federated split learning algorithm iterates through the aforementioned four
steps until convergence is achieved or predetermined stopping criteria are satisfied.

SAP [48] and Shuffled Transformer [58] adopt the deployment strategy illus-
trated in Fig.3.8. To ensure the privacy of sensitive data, SAP implemented
dy-privacy [59], a differential privacy mechanism, to obfuscate representation
vectors prior to transmission to the server. In a similar manner, the Shuffled
Transformer approach designed a transformer-based network that exhibits weight
permutation invariance, thereby preventing the server from inferring client data
without compromising model performance. Moreover, SAP investigated the impact
of splitting the FM at different positions on the privacy-preserving capacity and
model performance of the SAP framework. The empirical results revealed that as
the number of layers in the bottom model increases, the model’s utility decreases,
whereas its ability to preserve privacy is enhanced, underscoring the inherent trade-
off between utility and privacy when partitioning the FM.

FedBERT [49] extends the federated split learning from one client to multiple
clients. In FedBERT, a pre-specified FM is split into three parts: FM backbone, FM
head, and FM bottom. The FM backbone is deployed on the server, while the FM
head and FM bottom are deployed on each client. Clients in FedBERT collaborate
with the server to train the FM backbone and their corresponding FM bottoms and
heads following conventional split learning protocol [8].

3.4.2 Domain Knowledge to Foundation Models

The objective of fine-tuning a server’s foundation model (FM) by integrating clients’
domain-specific expertise through federated learning is to create a versatile FM
that can accurately and reliably tackle a wide range of domain-specific tasks.
Notwithstanding the scarcity of solutions for fine-tuning an FM in a federated
manner, Xiao et al. [60] have pioneered an innovative approach, dubbed offsite
tuning, to accomplish this goal.

In the offsite-tuning approach, the server selects two small subsets of its full FM,
designated as top and bottom adapters, and compresses its full FM into an emulator.
The two adapters and emulator are then transmitted to the client, where the two
adapters are fine-tuned using the client’s private data, with the emulator providing
guidance. The refined adapters are subsequently returned to the server, where they
are integrated into the original FM to create an adapted FM. This approach mitigates
privacy leakage of the client’s local data and protects the ownership of the server’s
FM, as neither party shares their full FM or private data. Figure 3.9 illustrates the
workflow of the offsite-tuning approach.

The offsite-tuning approach has two significant drawbacks. First, it lacks explicit
mechanisms to protect the privacy of the client’s local data, leaving the client’s
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Fig. 3.9 Offsite tuning. The server selects two small subsets of its full FM to form top and
bottom adapters (in blue) and compresses its full FM into an emulator (in green). The adapters
and emulator are then transmitted to the client, where the adapters are fine-tuned using the client’s
private data, with the emulator providing guidance. The refined adapters are subsequently returned
to the server, which integrates adapters into the original FM to form an adapted FM

sensitive information vulnerable to being recovered by the server, who might be
malicious. Second, offsite tuning is limited to a single client, which restricts its
applicability. To address these limitations, Fan et al. introduced FedOST [61],
a federated learning variant of offsite tuning. In FedOST, the server initially
distributes the emulator and two adapters derived from the foundation model to
all participating clients. Each client then fine-tunes the adapters using their private
data, assisted by the emulator. The clients subsequently transmit their adapters to
the server, which aggregates them securely through secure aggregation [1] and
integrates the resulting adapters into the foundation model. FedOST ensures the
protection of clients’ private data and enables the development of a fine-tuned
foundation model with improved generalization capabilities. Note that the FedOST
has already been integrated into the FATE, an industrial-grade federated learning
framework [62].

3.4.3 Co-optimize Foundation and Domain Models

The concurrent optimization of the server’s foundation model (FM) and the clients’
domain models (DMs) creates a self-reinforcing cycle, enabling the continuous
refinement of both foundation and domain models [63]. This process begins with
the server sharing its FM’s general knowledge and capabilities with the clients’
DMs, which are then fine-tuned using domain-specific data for specific downstream
applications. In return, the clients’ DMs convey industry-specific insights that
augment the server’s FM. Ultimately, the server’s FM is enriched with domain-
specific knowledge, while each client’s DM is enhanced with the FM’s general
knowledge and capabilities.
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Fig. 3.10 CrossLM. During each communication round, clients train their domain models using
their private data and then send them to the server. The server, in turn, fine-tunes its FM and
clients’ DMs using the synthetic data, which are generated by the FM and validated by clients’
DMs, respectively. Next, the server dispatches DMs to their corresponding clients

The CrossLM, introduced by Deng et al. [64], is a pioneering method that simul-
taneously optimizes the server’s FM and clients’ DMs by leveraging synthetic data
generated by the server’s FM, as depicted in Fig. 3.10. During each communication
round, clients train their local DMs using their local data and send them to the server
asynchronously. The server generates synthetic data and utilizes the received DMs
to evaluate the quality of the synthetic data. The server then refines its FM based on
the validation feedback from the DMs and the validated synthetic data. Following
this, the server fine-tunes each client’s DM using the validated synthetic data and
dispatches the updated DMs to the corresponding clients for further training.

CrossLM is subject to two limitations. Firstly, it necessitates substantial com-
munication bandwidth to transmit clients’ DMs between the server and clients.
Secondly, it poses a risk of privacy leakage, as a malicious server may potentially
infer sensitive information about clients from the DMs it observes. To mitigate these
limitations, FedMKT was proposed to transfer knowledge between the server’s FM
and clients’ DMs in a parameter-efficient way. In FedMKT, the server is deployed
with an LLM, while clients utilize smaller, heterogeneous language models (SLMs).
During each communication round, clients train their local SLMs using LoRA [25]
and transmit the resulting output logits to the server using a shared public dataset.
The server then aggregates and refines the knowledge embedded in these logins,
incorporating the domain-specific knowledge gained by clients into its LLM.
This process enhances the server’s comprehensive capabilities. Furthermore, the
server’s LLM selectively shares its knowledge with clients’ SLMs, facilitating a
bidirectional knowledge transfer. Figure 3.11 illustrates the workflow of FedMKT.

Mutually enhancing the server’s FM and clients’ DMs is rarely exploited in
literature and real-world applications. A large amount of research on the federated
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Fig. 3.11 FedMKT. The server and K clients exchange their logits to fine-tune the server’s
foundation model and clients’ domain models based on a shared public dataset

foundation model has been focused on designing parameter-efficient fine-tuning
(PEFT) mechanisms for clients to collaboratively fine-tune their DMs.

These federated parameter-efficient fine-tuning methods, which essentially fall
under the purview of horizontal federated learning [1], typically involve clients
whose DMs are initialized with pre-trained large FMs. During training, each client
only uploads a PEFT module to the server for aggregation. The PEFT module
can be an adapter, LoORA model, or prompt model that contributes to a small
portion of the parameters of the original FM, thereby saving computational and
communication overheads. A general workflow of federated parameter-efficient
fine-tuning is illustrated in Fig. 3.12 and described as follows:

1. Each client trains a lightweight PEFT module comprising a small number of
trainable parameters that augment or are integrated into its local FM. This PEFT
module may take the form of an adapter, a low-rank matrix (such as LoRA), or
a continuous prompt.

2. All clients send their PEFT modules to the server, which in turn aggregates these
PEFT modules to form a global PEFT module and dispatches the global PEFT
module back to clients.

3. Upon receiving the global PEFT module, each client integrates the global PEFT
module into its original FM and fine-tunes the global PEFT module (while
keeping other parameters of the FM frozen) using its local data.

A federated PEFT algorithm iterates through the aforementioned three steps until
convergence is achieved or predetermined stopping criteria are satisfied. Compared
to full fine-tuning, federated PEFT algorithms generally reduce the computational
and communication overhead while still allowing for task-specific adaptations. For
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Fig. 3.12 Federated PEFT. Clients’ DMs are initialized with pre-trained FMs. During each
communication round, each client only uploads a lightweight PEFT module to the server for
aggregation. The server then dispatches the aggregated PEFT module to each client. The PEFT
module can be an adapter, LoRA model, or prompt model that contributes to a small portion of the
parameters of the original FM, thereby saving computational and communication overheads

examples, the FedPETuning [65] integrates four techniques—adapter tuning, prefix
tuning, LoRA, and BitFit—to fine-tune clients’ DMs and has demonstrated optimal
privacy-preserving outcomes when combined with federated learning and LoRA. In
a similar vein, DP-LoRA [66] and PEU+LoRA [67] employ LoRA with differential
privacy to fine-tune clients’ DMs, seeking to achieve a more favorable balance
between privacy, utility, and resource allocation. Notably, PEU+LoRA incorporates
Partial Embedding Updates to minimize the noise required for privacy protection.
Moreover, Zhao et al. proposed FedPrompt [68], which leverages federated learning
and soft prompt tuning to fine-tune clients’ DMs, such as TS5, with the goal of
reducing communication costs while maintaining model accuracy.

3.5 Conclusion

In conclusion, federated learning has emerged as a pioneering distributed machine
learning paradigm, effectively bridging data silos and facilitating the development
of machine learning models without compromising data privacy and security. In
this chapter, we have provided a comprehensive overview of the various forms
of federated learning, including horizontal federated learning, vertical federated
learning, and federated transfer learning. Furthermore, we have discussed the
challenges faced in implementing federated learning techniques.
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Federated learning has been widely used in numerous applications across multi-

ple industries like healthcare, finance, natural language processing, and personalized
recommendations. We have specifically introduced federated recommendation sys-
tems as a key application and also explored FL’s role in advancing large foundation
models. By understanding the categorizations, applications, novel algorithms, and
challenges, one can choose the most suitable federated learning techniques for their
specific use cases. Moreover, one can gain a holistic view of the federated learning
landscape and be in a better position to contribute to the evolution and enhancement
of federated learning.
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Part I1
Safe and Responsible Enterprise Al

As artificial intelligence becomes increasingly embedded in enterprise systems, the
urgency to ensure its safe and responsible use has never been greater. The opaque
nature of many Al models, the rapid pace of innovation driven by commercial incen-
tives, and the potential for unintended harms ranging from bias and discrimination
to privacy violations demand new knowledge, theories, frameworks, and safeguards.
This part brings together leading research and practical insights that address the
critical aspects of Al safety in the enterprise context.

The first chapter by Lisa Ehrlinger and Felix Naumann focuses on the foun-
dational issue of data quality. Enterprises are appreciating the benefits of shifting
from model-centric to data-centric Al, as the need to ensure that data is accurate,
consistent, and fit for purpose becomes essential. The authors explore data quality
from both technical and managerial perspectives, offering concrete methods for
data preprocessing and long-term quality assurance. With a primary focus on the
technical perspective, this chapter highlights the importance of embedding data
quality practices into enterprise systems to support reliable and trustworthy Al
outcomes.

The second chapter by Neil G. Marchant, Ying Zhao, Benjamin I. P. Rubinstein,
and Olga Ohrimenko addresses data privacy, a foundational aspect of responsible Al
deployment. Enterprise Al systems often process sensitive personal and organiza-
tional data, making them vulnerable to misuse and regulatory breaches. The authors
provide a comprehensive guide to privacy-preserving techniques and highlight the
risks of model inversion and data leakage. Their insights equip enterprises with the
tools needed to protect data integrity and foster trust among stakeholders, enabling
broader and more secure Al adoption.

The third chapter by Francesco Sovrano and Tim Miller introduces a unified
framework for explainable Al (XAI) tailored to enterprise needs. While XAI has
been promoted as a way to mitigate issues such as bias, opacity, and poor decision-
making, the authors argue that progress has been uneven due to misconceptions
about how Al is used in practice. Their framework reorients XAl toward real-world
enterprise decision-making, emphasizing the need for transparency, accountability,
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and user understanding. This chapter reinforces the role of explainability as a critical
enabler of responsible Al

The final chapter by Ujwal Gadiraju and Agathe Balayn explores the evolving
landscape of human-Al collaboration. As generative and agentic Al systems become
more capable, enterprises face new opportunities and challenges in designing
systems that augment rather than replace human capabilities. Drawing on empirical
research, the authors examine the human, task, and system factors that influence
trust and reliance in collaborative settings. They advocate for a broader evaluation
framework that incorporates stakeholder values and organizational context, ensuring
that human-AlI configurations are designed to ensure that computational power and
scalability of Al systems are complementing and amplifying human strengths.

Together, these chapters provide a comprehensive set of resources for individuals
and enterprises seeking to implement Al systems that are not only powerful but
also principled. By addressing data quality, privacy, explainability, and human-Al
collaboration, this part lays the groundwork for building Al systems that are safe,
transparent, and aligned with human and organizational values.



Chapter 4 )
Data Quality for Enterprise Al ST

Lisa Ehrlinger and Felix Naumann

Abstract The predominant shift from model-centric Al to data-centric Al matches
well the needs of enterprises seeking to use and improve Al applications. Several
studies show the large amount of time that data scientists spend on searching and
cleaning datasets in practical scenarios, instead of designing and training machine
learning (ML) models. This imbalance is partially caused by the fact that data is
often distributed over different locations in enterprises, is stored in different formats,
is heterogeneous, and has varying information quality. The form and speed of data
ingestion also influence the types of ML models required for analysis. To ensure
high-quality results by ML models, one must first ensure that the data at hand is fit
for the intended purpose, i.e., that it is of high quality relative to the task at hand.

After introducing general concepts of data quality, this book chapter reviews data
quality for enterprise Al from two perspectives: (1) the data scientist perspective
covering concrete methods for data preprocessing to check and improve the quality
of a specific dataset at hand and (2) the management perspective covering the
implementation of a continuous data quality assurance pipeline within an enterprise
that accounts for long-term monitoring and root cause analysis. Although the
focus will be on the first perspective, the second perspective is essential for a
comprehensive Al strategy within a company. We conclude this chapter with an
outlook on open challenges in the area of data quality for Al for both researchers
and practitioners.

4.1 Data and Information Quality

Data is the basis for almost all decisions taken in enterprises—its quality is therefore
of high relevance. A few years ago, decision-makers were still able to manually
assess and interpret the quality of data at hand. As digitalization and the productive
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use of artificial intelligence (Al) in enterprises became more prevalent, the amount
of data being collected, stored, and consequently used for automated decision-
making exceeds the capabilities of humans to process it. Hence, the need for
automated approaches to assess and improve data quality has been recognized [1-3].

Poor data quality (DQ) impedes the operational excellence of enterprises; it can
lead to effects like cost increase (both internally or loss of revenues), customer
dissatisfaction, or organizational mistrust [4, 5]. According to Gartner, organizations
believe that poor DQ is responsible for an average loss of $15 million per year
and organization in the USA [6]. In a US market survey by Experian [7], 85% of
the organizations report that poor-quality customer data negatively impacts their
operational processes and therefore efficiency. Thus, DQ is nowadays perceived as
the greatest challenge in corporate data management [8] and identified as one of the
key challenges for applying Al in enterprises [9, 10].

At an abstract level, data quality is typically defined as “fitness for use” [11, 12]
or, with its extended version, “fitness for all purposes made of the data, including
the likely future uses” [13]. These definitions emphasize the fact that DQ cannot
be assessed without the context, in which the data is used. While data is defined as
“facts and statistics collected together for reference or analysis” [14], information
describes the extension of data (i.e., facts) with context and semantics [13]. Despite
the distinction between data and information in research, information quality is often
used as a synonym for data quality [15, 16]. Sebastian-Coleman [17] points out that
this ambiguity has its roots in the different usage of the terms data and information,
e.g., information is described as “facts provided or learned about something or
someone” in the New Oxford American dictionary [14]. In this chapter, we discuss
both, the assessment and cleaning of data and information quality.

Over the last decades, data quality research has been conducted by different
communities. Dasu and Johnson [18] identified four complementary approaches
toward DQ research, stemming from (1) process management, (2) statistics, (3) the
database community, and (4) domain specification. Seminal work in the process
management community has been conducted by Wang et al., who proposed
managing data as a product by drawing from quality research in the manufacturing
domain and introduced the concept of DQ dimensions [15].

In the statistics community, the awareness of DQ has increased with the amount
of data being analyzed. Here, the focus is on the identification and cleaning of
specific data errors (cf. Sect.4.1.2), such as missing values, suspicious (abnormal)
data, and issues of the fit between data and analysis [18]. Note that the statistics
community heavily overlaps with the fields of data mining, machine learning, data
science, and artificial intelligence (see [19] for a distinction between these terms).
The focus in all these communities is on the analysis of datasets to draw conclusions
or to learn algorithmic behavior; hence, a clean and error-free dataset is required.

Research in the database community has historically focused on duplicate
detection and data cleaning, including name and address correction [18]. More
recent approaches cover the profiling of data, including the discovery and validation
of functional dependencies, keys, and join paths, as discussed in Sect.4.2. A few
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more recent approaches also attempt holistic data cleaning [20, 21], i.e., eliminating
data error under minimal overall changes.

The fourth approach toward DQ research has emerged from specific application
domains that record, transmit, or update data. It aims to encode quality requirements
available as domain expertise in metadata. An example is the Common Data Model
(CDM) developed by the Observational Medical Outcomes Partnership (OMOP),
which is an open data standard to exchange electronic health record data that can be
used to annotate DQ checks (cf. [22]).

In addition to research, there have also been endeavors to standardize the assess-
ment of data quality. The ISO/IEC 25000 (SQuaRE—Software product Quality
Requirements and Evaluation) series of international standards aims at general
definition of quality management and evaluation for different parts of an information
system. The most relevant standards with respect to DQ assessment in this series
are ISO/IEC 25012 ISO/IEC [23] and ISO/IEC 25024 ISO/IEC [24]. ISO/IEC
25012:2008 ISO/IEC [23] defines a DQ model for structured data, categorizing
quality attributes into fifteen “characteristics” (used as synonym to DQ dimen-
sions) from both inherent and system-dependent perspectives. ISO/IEC 25024:2015
ISO/IEC [23] defines specific measures to quantify each characteristic outlined
in ISO/IEC 25012 and includes guidance on how to apply these measures. More
recently, the ISO/IEC 5259 [25] series have been developed, focusing on DQ for
analytics and machine learning (ML). This standard establishes the framework for
assessing and enhancing DQ across different phases of the data life cycle, crucial
for reliable analytics and ML outcomes. Although there is research using these
standards (e.g., [26, 27]) so far, widespread adoption can be observed neither in
research nor in industry.

In the following sections, we introduce the notion of DQ dimensions in
Sect.4.1.1, discuss common DQ problems in Sect.4.1.2, and give an overview
of DQ management approaches in Sect.4.1.3. In the remainder of the chapter,
Sect. 4.2 introduces basic methods to extract quality-relevant metadata from large
datasets. Then, Sect. 4.3 discusses specific methods to assess the quality of data in
its various facets. Methods for the preparation and cleaning of datasets are discussed
in Sect. 4.4, and solutions on how to manage and govern data quality in specific
domains are provided in Sect. 4.5. We close this chapter with an outlook and open
challenges in Sect. 4.6.

4.1.1 Data Quality Dimensions

Data quality is often perceived as a multidimensional concept that is characterized
by different DQ dimensions [12, 28]. Each of these dimensions describes a specific
aspect of high-quality data, such as accuracy, completeness, or timeliness. Although
there is a general agreement on the concept of DQ dimensions, a wide variety
of dimensions (more than 200 according to Berti-Equille [29]) and classifications
have been proposed [30-34]. There is also an attempt to create an open standard of
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conformed DQ dimensions [33]. Consequently, there is much disparity in the defini-
tion and interpretation of DQ dimensions, hindering the systematic development of
standardized measures. In this chapter, we discuss the measurement and assessment
of DQ dimensions along with example metrics in Sect. 4.3.

While DQ dimensions describe the characteristics of high-quality data (e.g.,
completeness), data quality can also be investigated from the viewpoint of poor-
quality data, that is, errors in the data, such as missing values. Although there is
an intuitive mapping from some DQ problems to dimensions (e.g., missing values
to the completeness dimension), Laranjeiro et al. [31] indicate that the mapping is
not always straightforward or even possible due to different interpretations for both
concepts. We argue that it is time to investigate the two perspectives jointly: devel-
oping methods for the detection of data errors (and their indicators) that can be used
to develop meaningful metrics for DQ dimensions. For practical implementation
in enterprises and organizations, domain-specific context can inform the selection,
interpretation, and concrete implementation of specific DQ dimensions.

4.1.2 Data Quality Problems

Throughout the literature, data errors are also termed DQ problems, DQ issues,
data defects, glitches, or dirty data. While single data erorrs (e.g., incorrect formats,
missing key constraints, or spelling mistakes) might be easily detected in a specific
context, real-world data typically contains multiple error types that can influence
each other and make it difficult to consistently define, detect, and clean them.
We discuss the (1) detection of data errors in Sect.4.4.3.1, the (2) cleaning in
Sect.4.4.3.2, and (3) error generation for benchmarking in Sect. 4.4.3.3.

Over the years, there have been many attempts to list data errors and classify
them into taxonomies [35—40]. While Rahm and Do [39] distinguish between single-
source and multi-source errors, as well as between schema-level and instance-level
errors, Ge and Helfert [36] review different data error classifications and distinguish
between context-dependent and context-independent problems, as well as between
a user perspective and the data perspective. Ilyas and Chu [41] perceive data errors
as violations of rules or patterns, such as denial constraints. Notably, there are only
two works that provide formal definitions to describe data errors: Oliveira et al.
[42] and Josko et al. [43]. Oliveira et al. [42] provide formal definitions for a list of
data errors grouped by the granularity level (attribute/tuple, single relation, multiple
relations, multiple data sources) with the aim to enable automatic error detection.
Josko et al. [43] propose a taxonomy that distinguishes between (1) data constraints
and (2) fact representation deviations on the highest level. It is further sub-divided
into four hierarchy levels, also including the granularity of the data.

We follow the understanding of Abedjan et al. [40] and define an error in a dataset
as an atomic value (or cell) that deviates from its given real-world value (i.e., ground
truth). The most common data error types mentioned throughout these surveys are
missing values, outliers, duplicates, rule violations, and pattern violations.
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4.1.3 Data Quality Management

According to the Data Management Association (DAMA), “data quality manage-
ment” is the analysis, improvement, and assurance of data quality [8]. Over the
years, a number of different DQ management methodologies (also declared as
“frameworks,” “programs,” or “methods”) have been proposed. Examples include
the Total Data Quality Management (TDQM) by Wang [15], A Methodology for
Information Quality Assessment (AIMQ) by Lee et al. [44], and the DQ assessment
methods by Pipino et al. [45] and Maydanchik [46]. An overview of these DQ
methodologies is provided by Batini et al. [47] and Cichy and Rass [32]. Although
these methodologies have different emphases, they share four core activities or
steps [13, 32, 46, 48]: (1) state reconstruction, (2) DQ measurement or assessment,
(3) data cleaning or improvement, and (4) the establishment of a DQ governance
strategy to ensure continuous monitoring. The following sections describe these
four steps in detail. Step (1), the state reconstruction, describes the collection of
contextual information on the observed data (e.g., database schemas, data flows
between organizations) as well as on the organization (e.g., business processes,
involved stakeholders) where a DQ project is carried out [47]. Since the focus of
this chapter is on the technical background of DQ assessment and improvement,
Step (1) is restricted to the data part (i.e., data profiling described in Sect.4.2),
and no detailed discussion on the gathering of contextual information within an
organization is provided. Following, DQ assessment is discussed in Sect. 4.3, data
cleaning in Sect. 4.4, and DQ governance in Sect. 4.5.

4.2 Data Profiling

Metadata is the foundation of any undertaking related to data quality. In fact, data
quality is one type of metadata to describe a given dataset. In general, metadata is
defined as “data that defines or describes other data” [49] and, thus, covers a very
broad range of information. In this section, we focus on traditional metadata for
relational (tabular) data, including statistics, dependencies, and other constraints,
which form a basis to more advanced metadata concerning data quality. Data
profiling for other data models is discussed at the end of the section.

Metadata can have two sources: (i) expert developers formulate metadata
constraints on the data or (ii) the constraints can be discovered from the data itself.
The former describes how the data should be, for instance, in the form of a database
schema with data types, keys, and assertions, while the latter describes which form
the data actually takes. Data profiling is the process of analyzing a dataset to collect
metadata using a broad range of techniques [50]. It is thus an essential task prior
to any DQ assessment or cleaning task to obtain insight into a given dataset. Often,
data quality is assessed by comparing desired metadata values with actual metadata
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values. For instance, the database schema might demand a certain column to be a
key, while data profiling might detect a non-perfect uniqueness.

The following sections list the types of metadata to consider, how to discover
them from data, and, finally, how to distinguish spurious metadata, which can be
ignored, from genuine metadata, which are relevant for data quality assessment.

4.2.1 Types of Metadata

Metadata can range from simple counting-based statistics to more involved aggre-
gated values and all the way to complex dependencies, such as denial constraints.
Metadata can cover individual columns, multiple columns, a whole table, or even
an entire database. While an implicit annotation to the entire range of a table is very
common (e.g., sum of sales or accuracy of temperature measurement), metadata
annotations can also make sense on certain parts of a table (e.g., phone number is
unique only for US citizens). In this section, we list important types of metadata and
discuss how they are relevant to data quality.

4.2.1.1 Statistics and Patterns

The simplest forms of metadata are various counts on single columns, such as
the number of values, the number of distinct values, or value distributions stored
in histograms. Typically, such statistics are used for query optimization in a
database or exploratory data analysis. Slightly more advanced metadata concern
the characterization of values in a column, such as determining their data type, their
domain, or their value patterns. Such metadata are already closer related to data
quality concerns, as they can be used to identify outliers, incorrectly formatted data,
or invalid data. Table 4.1 (from [50]) provides a list of basic metadata that can be
assessed for individual columns grouped by category.

4.2.1.2 Dependencies

Data dependencies are metadata that generally affect multiple columns within a
table or even columns across tables. Rather than prescribing the shape of individual
data values, they describe valid relationships among values in a database.

Among the most useful dependencies are unique column combinations (UCCs),
functional dependencies (FDs), inclusion dependencies (INDs), and denial con-
straints (DCs). A UCC specifies that each value combination in the specified set of
columns appears only once. Typical examples of UCCs are primary and secondary
keys in database tables, for instance, ensuring that data about a customer is not
stored multiple times.
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Table 4.1 Overview of single-column metadata (Taken from [50])

Category Task Description
Cardinalities | num-rows Number of rows
null values | Number or percentage of null values
distinct Number of distinct values
uniqueness | Number of distinct values divided by number of rows
Value histogram Frequency histograms (equi-width, equi-depth, etc.)
distributions | extremes Minimum and maximum values in a numeric column
constancy | Frequency of most frequent value divided by number of rows

quartiles Three points that divide (numeric) values into four equal groups
first digit Distribution of first digit in numeric values; to check Benford’s
law

Data types, basic type numeric, alphanumeric, date, time, etc.

patterns, data type DBMS-specific data type (varchar, timestamp, etc.)
and domains | lengths Minimum, maximum, median, and average lengths of values
within a column
size Maximum number of digits in numeric values
decimals Maximum number of decimals in numeric values
patterns Histogram of value patterns (Aa9...)

data class Generic semantic data type, such as code, indicator, text,
date/time, quantity, identifier

domain Semantic domain, such as credit card, first name, city,
phenotype

A functional dependency describes a dependency between a set of determinant
columns and a single dependent column: records with same values in the determi-
nant columns must also have same values in the dependent column. For instance,
addresses with the same zip code must also have the same city values. Thus, FDs
can be used for both data quality assessment (i.e., error detection) and data cleaning
(i.e., error correction).

An inclusion dependency prescribes that the values of one column (or column
combination) shall be included in the values of another column (or column
combination of the same size). In particular, INDs are prerequisites for foreign
keys in databases. Again, such dependencies can be used to detect errors, such as
dangling references, but also support schema discovery by explaining how different
tables in a database might be related.

Finally, denial constraints are powerful expressions to encode complex business
rules [51]. The DC formalism can express UCCs and FDs but also rules that might
express that a manager shall not earn less than their employees. Detecting violations
of such DCs is a complex task [52, 53] but can reveal data errors and thus serve DQ
assessment.



98 L. Ehrlinger and F. Naumann

4.2.1.3 Other Data Models

While we focus on relational (or tabular) data for our discussion of data profiling,
other data models are equally affected by poor data quality and therefore deserve
data profiling methods to uncover patterns and dependencies. Examples include tex-
tual data, for which additional linguistic measures [54] and semantic measures [55]
can be applied; image and other multimedia data, for which media-specific measures
like resolution or color depth can be profiled [56]; or hierarchical data models
like XML (Extensible Markup Language) or JSON (JavaScript Object Notation),
for which features like the nesting-depth can be profiled [57] as basis to identify
malformed documents.

A large amount of Web data and linked open data is stored with the RDF!
(Resource Description Framework) data model, which models facts as subject-
predicate-object triples (e.g., (Shazia Sadiq, employer, UQ)). The systematic survey
by Ben Ellefi et al. [58] identified 85 publications and various software tools in
this area, categorizing their profiling tasks by DQ dimensions. Beyond the typical
metadata that is applicable to data of any model, so-called link features measure
how much and how well a given dataset is linked to other datasets—an important
principle for the linked data vision.” In general, a frequent approach for profiling
graph data is to translate concepts from relational data to the new data model. As
one example, Fan et al. propose graph functional dependencies [59] and provide a
discovery method [60] for property graphs [61] (another popular graph data model
besides RDF).

4.2.2 Discovering Metadata

Traditionally, constraints such as data types, keys, foreign keys, and functional
dependencies are defined for a database schema at design time by domain experts
and database experts. However, many datasets do not come with such dependencies
explicitly: they might not be known in advance, database designers are reluctant to
specify them fearing runtime penalties, or the DBMS might simply not be able to
express them. When metadata are not known in advance, for instance, because it
is not enforced by the database, they can be determined by analyzing the data at
hand, motivating metadata discovery algorithms. Note that in contrast to metadata
and dependencies that are defined at design time, each discovered dependency only
holds for the given relational instance at hand. The next Sect.4.2.3 discusses this
important distinction in more detail.

Numerous methods have been developed to discover or extract metadata from a
given table or entire database. This process is generally called data profiling. For

U https://www.w3.0rg/TR/PR-rdf-syntax/Overview.html
2 https://www.w3.org/Designlssues/LinkedData.html
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simple metadata, such as cardinalities and value distributions, the discovery algo-
rithms are equally simple and already a core component of most data management
systems. Database systems, for instance, routinely collect such information as input
to their query optimizers [62]. Discovery of data types and domains is more difficult,
as these types of metadata go beyond the mere syntactic properties of data and need
to understand the semantics of the data at hand. Such methods are commonly known
as semantic data type discovery methods [63] and can make use of knowledge bases
and large language models.

Discovering dependencies, as outlined in Sect. 4.2.1.2 is usually computationally
complex: by definition, dependencies involve column combinations, for instance,
multiple columns together functionally determining another column. Thus, the
search space of all dependencies is of exponential size wrt. the number of columns
in the table or database. To address this complexity, many advanced algorithms have
been developed, which are able to effectively prune the search space and efficiently
validate remaining dependency candidates [50].

Data profiling discovers metadata from some given data and therefore describes
this data but passes no judgment about its quality. Only metadata that is specified or
confirmed by an expert can help assess and maintain data quality. This can happen
in two ways. First, given some metadata, such as data types or dependencies, a
data system can help guarantee that this metadata remain valid despite changes in
the data. Such data (quality) governance is one of the main objectives of database
management systems, which enforce constraints such as keys, foreign keys, or data
types. Second, confirmed metadata that does not hold for certain parts of the data
can indicate violations in the data and thus targets for data cleaning (see Sect. 4.4.3).

4.2.3 Relaxing Metadata

Data profiling is important for data quality management, as it can extract yet
unknown or unspecified constraints on the data, which can serve to measure data
quality or clean the data. However, any metadata discovered from the data itself is
not necessarily true metadata that is expected to hold for any real-world instance
of the database. Thus, we distinguish genuine metadata from spurious metadata.
The former is metadata that is confirmed by an expert; the latter just happens to be
true for the given data instance. For instance, discovering eleven distinct values in
a month column might be true for the data at hand, but should not be generalized
to restricting the column domain. Likewise, dependency discovery algorithms tend
to discover thousands or even hundreds of thousands of dependencies in a given
dataset. Clearly, not all express real-world constraints on the data. For instance, one
might discover that the combination (first-name, street, zip) is a unique column
combination in a customer dataset. Yet this should not be turned into a data quality
constraint, but rather it is a coincidence. Further, discovered dependencies can
be rather large: in realistic scenarios, key constraints or functional dependencies
should, perhaps, not exceed six columns. These are examples of spurious metadata,
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which can be discovered automatically, but need to be verified by human experts
regarding their genuineness.

To support this verification task, automated methods exist to classify dependen-
cies, for instance based on attribute names, their position in the schema [64], or
their likelihood of being coincidental [51, 65]. Once established as being genuine,
the discovered metadata can be turned into database constraints, such as data types,
keys and foreign keys, or business rules during data import.

In many cases, however, the datasets at hand already contain dirty data, rendering
the discovery of exact metadata moot. For instance, a phone number misplaced
into a name column can prevent data profiling to extract a proper pattern for that
column; a duplicated row prevents any unique column combination to be found;
or an incorrectly entered zip code violates the otherwise true dependency between
zZip and city. To account for such dirty data, some data profiling approaches propose
relaxed variants [66]: partial dependencies allow for a certain number or percentage
of violating records, while matching dependencies relax the implied equality of
dependencies, replacing it with similarity. For instance, the city values for a given
zip code, if not the same, must at least all be similar. Thus, both “New York™ and
“New York City” might be valid for a zip code 10001.

4.2.4 Managing Metadata in Enterprises and Organizations

Having discovered many metadata, it can be a challenge to manage, maintain,
and analyze them [67]. The management of simple metadata is commonplace
in data management solutions. Commercial vendors, such as Viadotto,? offer
specialized products to also support many kinds of dependencies. In addition, query
languages for metadata were proposed, including the declarative domain-specific
query language DPQL [68].

The metadata discussed in this section can be described as technical metadata
as it can be collected automatically from a dataset or the database infrastructure.
According to Quimbert et al. [69], technical metadata can also be subdivided
into (1) descriptive metadata, e.g., a title or author of a table; (2) administrative
metadata, e.g., file format, encoding, or access rights; and (3) structural metadata,
e.g., describing foreign key relationships between tables. However, in the enterprise
context, the collection of technical metadata for a central repository is not sufficient
to add value to business users. In addition to verifying the genuineness of spurious
technical metadata, also the annotation of domain knowledge (business metadata) is
required as human input. Domain knowledge in the context of DQ can, for example,
be the known minimum and maximum value of a specific sensor or the typical
distribution that is expected from a measurement value.

3 https://www.viadotto.tech/
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For the joint management of technical and business metadata, data catalog
tools have received increasing attention in enterprises [70, 71]. Note that the type
of technical metadata collected by data catalogs is usually restricted to schema
information and simple forms of metadata as discussed in Sect.4.2.1.1.

In governmental and non-profit organizations, metadata management is as
important as in closed enterprise settings but yields different challenges. For many
initiatives, such as data.gov* by the US government or the knowledge organization
system for the United Nations Sustainable Development Goals (SDGs) [72],
metadata management is crucial. The main challenges in such enterprise settings
are the integration of data from different sources with different formats and the
unclear dataset responsibilities. Specifically in the context of non-governmental
organizations (NGOs), organizations face challenges due to volunteers collecting,
integrating, and publishing data of varying quality. One of the most popular data
and metadata management systems for such applications is CKAN (Comprehensive
Knowledge Archive Network)® since its code base is open source and has many
plug-ins for various extensions [73].

In the context of Al, business metadata is crucial for datasets, not only because
of their relevance to assess data quality but also to ensure proper and ethical
use of the respective datasets. In recent years, several standards for annotating
contextual metadata have been established, such as datasheets for datasets [74], Data
Cards [75], the FAIR principles [76], or the Dataset Nutrition Label [77].

To summarize, data profiling is the task of extracting metadata of all kinds from a
given dataset. Especially extracted constraints and dependencies are useful input to
data quality assessment: whenever a constraint is violated, a data error has occurred,
and data quality is lowered. Table 4.2 lists some of the discussed constraints, along
with their possible violations. Such violations and their quantity in a dataset can
affect different data quality dimensions, as we discuss in the next section.

Table 4.2 Constraints and errors

Constraint Violation Example
Data type Value of incorrect type | “today’ in a column of date type
Value pattern Incorrect formatting 012 345 6789 for a pattern +dd ddd dddd
Not-null Missing value Unknown lastname left empty
Unique Duplicate value Same cust_id given to different customers
Foreign key Missing reference Order referencing a non-existing cust_id
Functional dependency | Different dependent Different city values for same zip value
values for same
determinant
4 https://data.gov

3 https://ckan.org
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4.3 Data Quality Assessment

DQ cannot be improved if it cannot be measured [78]. Following this axiom, it is
necessary to define meaningful measures (i.e., metrics) for data quality. In 2013,
Sebastian-Coleman [17] pointed out that it was not clear on how to measure data
quality and therefore considered this lack to be one of the greatest challenges for
DQ practitioners. We believe that this statement still holds true for the age of Al

Assessment is the “evaluation or estimation of the nature, ability, or quality
of something” [14] and extends the concept of measurement by evaluating the
measurement results and drawing a conclusion about the object of assessment [17].
The ISO standard 8000 [49] distinguishes between the following three categories in
which DQ can be assessed [49]:

* Syntactic quality is the degree to which data conforms to a specified syntax, e.g.,
requirements defined by metadata.

» Semantic quality is the degree to which data corresponds to its real representation.

* Pragmatic quality is the degree to which data is suitable for a specific purpose.

While syntactic quality can be measured with a set of rules, for semantic quality,
a (machine-readable) conceptual model of the universe of discourse is required to
ensure that the investigated data can be compared to its real representation [49].
Pragmatic quality covers all perspectives that are not covered by the former two
categories and therefore requires interaction with the users validating the data [49].
Consequently, automated DQ assessment is restricted to syntactic and semantic DQ
aspects.

Since high-level DQ dimensions do not provide quantitative measures to auto-
mate DQ assessment, the definition and assignment of DQ metrics (i.e., measure-
ment functions) are required [48, 79]. DQ metrics are functions that map a DQ
dimension to a numerical value to allow an interpretation of the respective dimen-
sion’s fulfillment [80]. Heinrich et al. [81] proposed five requirements (partially
based on Even and Shankaranarayanan [82] and Pipino et al. [45]) that should be
considered when developing DQ metrics:

1. Existence of minimum and maximum metric values. DQ metrics have to take
values within a given range. In practice, DQ metrics are often provided as
ratios with a result value between O (metric not fulfilled) and 1 (metric perfectly
fulfilled).

2. Interval-scaled metric values. Differences and intervals of a metric should be
able to be determined and be meaningful. In other words, a metric result must
have identical differences in all ranges (e.g., between 0.2 and 0.3 or 0.9 and 1.0).

3. Quality of the configuration parameters and the determination of the metric
values. To adjust a DQ metric to a different context, a number of quality criteria
for the respective metric must be satisfied. Heinrich et al. [81] summarize
this requirement to the easy and unambiguous retrieval and interpretation of
configuration parameters and metric values.
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4. Sound aggregation of the metric values. It should be possible to consistently
aggregate the metric values on different granularity level of the data (e.g., from
value level, row level, or column level to table level).

5. Economic efficiency of the metric. The last requirement describes the importance
to consider the cost-benefit perspective when designing a DQ metric, as dis-
cussed in detail by Laney [83].

Note that there are different perspectives on the meaningfulness of these require-
ments. Bronselaer et al. [84] point out that even the interpretation of normalized
(being in the unit interval [0, 1]) and interval-scaled DQ metrics is not always clear
in practice and that the aggregatability does not always make sense [84].

In this section, we discuss the assessment of the four DQ dimensions that are
explicitly mentioned by the AI Act [85]: representativity, accuracy (free of errors),
completeness, and relevancy. Note that there are many additional and equally
interesting DQ dimensions that should be considered for specific Al use cases and
application scenarios. For example, the notion of duplicate data plays a crucial role
in customer and address data, which is why a measure for the “minimality” or
“non-redundancy” in data might be of interest (cf. [86]). In the context of Al-based
systems, also the “fairness” or representativity of the data can be assessed in addition
to the fairness of a machine learning model. Since a detailed discussion of all DQ
dimensions is out of scope for this book, we refer to the glossary by Mohammed
et al. [34] for a comprehensive list of dimensions that are specifically relevant in the
context of Al

4.3.1 Accuracy

The title of the seminal work “Beyond Accuracy: What Data Quality Means to
Data Consumers” [12] highlights the central role of this DQ dimension, which is,
according to Wand and Wang [79], the most cited DQ dimension in DQ research at
the time. Despite this pivotal role, Haegemans et al. [87] list a number of diverse
definitions and metrics for accuracy. While DQ researchers often describe accuracy
as the closeness or similarity between a data value represented in an information
system and its real-world representation [48, 79], natural scientists usually define
accuracy as the “magnitude of an error” [87]. The most common metric to measure
accuracy is the fraction of correct data items:

number of correct data items

accuracy =
Y number of all data items

where data items can be of any granularity level of data, e.g., cells, attributes, or
records. When calculating accuracy on the cell level, it can usually be aggregated to
higher levels easily.
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While this understanding aligns with the general accuracy measure for machine
learning tasks (where the number of correct predictions/classifications is compared
to all predictions/classifications), accuracy for the evaluation of recommender
systems is often defined as the mean absolute error (MAE) [88]. For binary
classification, accuracy can also be calculated in terms of positives and negatives
as follows:

TP + TN
TP+ TN + FP + FN

accuracy =

where TP is the number of true positives, TN the true negatives, FP the false
positives, and FN the false negatives [89].

A key challenge in assessing accuracy is the determination whether a value is
classified as correct or incorrect. To take this decision automatically without asking
human experts, (external) reference data is required to compare the data at hand.
Another possibility is the use of error detection or cleaning methods and tools (cf.
Sect. 4.4) to identify and correct data errors.

4.3.2 Completeness

Completeness is very generally described as the “breadth, depth, and scope of
information contained in the data” [12, 48] and covers the condition for data to
exist. Although completeness is often put on the same level as the detection of
missing values (cf. Sect.4.4.3.1), in practice, more considerations are required for
its assessment. To assess the completeness of a dataset, at least the following three
properties need to be checked: (1) all desired attributes must be included, i.e.,
schema completeness; (2) the desired amount of data must be included, i.e., column
completeness; and (3) the dataset must be populated to the extent desired, i.e.,
population completeness [17, 48]. Most existing completeness metrics (cf. [44, 90])
represent the ratio between the number of all present and all possible data items:

number of data items present

completeness =
P number of all data items

Counting the number of NULL values for a given row is an intuitive and easy way
to determine the column completeness. However, the assumption that missing values
are always explicitly modeled as NULL values does not hold in practice, where
missing values can also be “disguised,” such as “11111111” for a phone number of
“-99” for an invalid sensor value [91]. Here, domain expert knowledge in form of
metadata or (external) reference data might be required to determine possible default
values for a given column. Since placeholders usually differ for each data source,
comprehensive documentation is important. In the context of machine learning, the
use of open metadata standards such as Data Cards [75] (detailed in Sect. 4.2.4) are
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especially recommended. Another challenge is to determine the total number of a
given population when measuring population completeness, such as the number of
product types that should appear in a table.

In the context of Al-based analysis, all three types of completeness must be
considered: schema completeness because it impacts feature selection, column
completeness because missing values distort the analysis, and population complete-
ness because neglected parts of the population introduce bias into the results of a
statistical model.

4.3.3 Relevancy

Relevancy is the degree to which data is in accordance to the task at hand and
satisfies a user’s need [12, 48, 92], which means it is inherently subjective. This
is also a reason why relevancy is a standard criterion in information retrieval to
indicate whether the content of a document is relevant to a specific query [48].

When searching data for Al-based analysis in a data lake or on the Web, e.g.,
from open data platforms, such as data.gov,® Google datasets,” or Kaggle,® it is
essential to measure and judge the relevancy of the obtained data for the specific
task. In closed-world settings, relevancy can be implicitly high [92]. For example,
when querying a database of hydrogen engines to analyze their performance, most
likely, only relevant results will be returned. While small companies might resemble
to the closed-world settings, large enterprises often suffer from intransparent data
quality across departments, creating a greater need to ensure relevancy.

Following the definition, the assessment of relevancy requires domain experts
to first define and understand the respective task at hand. Second, the relevancy
of the data that is used to perform the respective task can be assessed using, for
example, statistical methods to determine the importance and contribution of a
feature (i.e., attribute) to an ML model’s prediction. Example methods for feature
importance calculation are Shapley [93, 94] or LIME [95]. Since feature importance
is computationally expensive, manual assessment might still be needed. Depending
on the respective task, a larger user study can be helpful to reflect the perspective of
different stakeholders in the assessment.

The manual assessment of relevancy requires the analysis of the data at hand to
understand the structure and content, which can be supported with data profiling
methods (see Sect.4.2). Based on the collected metadata, experts can then define
domain- and task-specific criteria to assess the relevancy of individual attributes
and records in the data using a rating system (e.g., Likert scale).

6 https://data.gov
7 https://datasetsearch.research.google.com
8 https://www.kaggle.com
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4.3.4 Representativity

A dataset is statistically representative when each entity in the total population has
an equal chance of being included [34]. While representativity is not discussed
as a separate DQ dimension in seminal DQ research, it has received increasing
attention with the advent of Al-based data analysis [85, 96]. Here, it is important
to understand what the data that is being used to draw conclusions represents and
which inferences can be made [96]. Clemmensen and Kjersgaard [96] provide a
comprehensive overview on the so-far neglected topic of representativity in Al
and ML research. For example, it is important to consider the representativity of
samples when drawing conclusions from selected data only. Assuming a dataset of
bird sightings in a given area, including 800 bald eagles, 200 turkey vultures, and
200 mockingbirds, a sample should allow the same conclusions to be drawn as for
the original population [97]. For our dataset, a representative sample could consist
of 38 eagles, 10 vultures, and 11 mockingbirds spotted in a specific subarea, since
it keeps the relative ratios between the single bird species.

Gebru et al. [74] also propose a question in their paper on “datasheets about
datasets,” which addresses the need for data to be representative: “Does the dataset
contain all possible instances or is it a sample (not necessarily random) of instances
from a larger set? If the dataset is a sample, then what is the larger set? Is the sample
representative of the larger set (e.g., geographic coverage)?” [74].

Since the representativity of data has only recently been addressed within the Al
context, there are neither widely adopted measurement approaches nor DQ metrics
for this dimension. Developing a metric for representativity would need to include
the comparison of distributions as key characteristics in the given data against a total
population. Of course, the major challenge here is to determine and model the fotal
population, which might not always be available as a complete dataset but in some
cases only reflected as metadata to a specific dataset.

4.3.5 Further Challenges of DQ Assessment

For the development of concrete metrics and methods to assess DQ dimensions, at
least the following challenges need to be taken into account:

* Definition: How is the respective DQ dimension defined and communicated
within my enterprise context?

 Input: Which data or metadata is required for the measurement?

* Output: Which scores and explanations can be expected as measurement result?

* Data granularity: On which data structure can/should the metric be calculated?

* Soundness: Does the metric fulfill the requirements for DQ metrics by Heinrich
etal. [81]?

* Runtime efficiency: Can the metric be computed in reasonable time, given the
data volume and complexity in my organization?

» Customizable: Can the metric be adjusted to a specific use case?
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In addition to the data and metadata as input for a DQ metric, Mohammed et al.
[98] claim that the following aspects (called facets in [98]) need to be considered for
the assessment of individual DQ dimensions: (1) the humans working with the data;
(2) the source of the data; (3) the system to store, handle, and access the data; and
(4) the task to be performed on the data. The extent to which input from one facet
is required for the assessment of a specific DQ dimension depends on the definition
of the dimension’s measurement. However, the scientific investigation of a specific
facet on its own allows all DQ dimensions that require input from this facet to benefit
simultaneously from solving facet-specific challenges [98].

4.4 Data Preparation and Data Cleaning

Data preparation is the process of obtaining, cleaning, transforming, and storing
raw data before serving them further to downstream applications. It is reported to be
a labor-intensive and tedious work accounting for 50-80% of the time expenses
in the whole data analysis life cycle [18, 99, 100]. In the enterprise context,
technicians spend much time and budget supporting their data preparation work,
reducing resources that should be devoted to interesting downstream applications.
Also, the large volumes of data in data lakes are compelling and can generate
valuable information, provided they are thoroughly pre-processed, cleaned, and
prepared [101].

Data preparation is used as a blanket term to describe the many activities that
precede the actual consumption of data for analytics or training machine learning
models. Assuming access to data has already been established, for instance, in a data
lake [102] or enterprise data lakehouse [103], data preparation is at times defined to
involve both syntactic and semantic steps to align and clean the data. The authors
of [104] further organize data preparation steps (“preparators”) into the following
categories, motivated by the features of dedicated data preparation tools:

* Data discovery analyzes and collects data from different sources, for instance, to
find missing data and locate outliers. Typical properties to identify usable data
sources are unionability and joinability [105].

* Data structuring modifies and restructures information, for instance, to update
the schema, detect and change file encodings, and transform data by exam-
ple [106].

* Data filtering enables manual inspection and removal of irregular data rows or
values [107]. Examples include extracting text parts and keeping or deleting
filtered rows.

* Data validation applies rules and constraints, manually specified or determined
through data profiling or ML, to inspect the data, for instance, for correctness,
completeness, and other data quality constraints [21, 108]. These steps corre-
spond to DQ assessment as described in Sect. 4.3.
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* Data enrichment adds supplementary information to existing data from separate
sources [109]. Typically, it involves augmenting existing data with new or derived
data values using data lookups, primary key generation, and inserting metadata.

* Data cleaning or data repair refers to the removal, addition, or replacement of
inaccurate data values with more suitable, accurate, or representative values. This
task is typically informed by rule or constraint violations obtained through data
validation. Typical examples are deduplication, data imputation, and removing
whitespace.

Here, we distinguish between three tasks that are discussed in the following
subsections: data preparation (including the discovery, structuring, and validation
of data), data enrichment, and data cleaning. Data preparation [104, 110-112] aims
at resolving any formatting issues with the raw data, such as file encoding, column
delimiters, representation of null values, and date formats. Only once datasets follow
a common and readable standard representation can they be used as training data
for Al systems or for other analysis purposes. Yet the ability to ingest data into
an Al system is not sufficient. Dirty data can have a severe negative impact on
the performance of a machine learning model [9]. Data enrichment adds additional
information to existing data and therefore can inform both data preparation and data
cleaning tasks. Data cleaning, also known as data cleansing, data repair, or data
scrubbing, describes the process of detecting and then correcting erroneous data
or glitches to improve the quality of data [18, 39, 113, 114]. Both broad steps, data
preparation and data cleaning, serve to improve the quality of the data. We introduce
the main challenges and solutions for each in the following sections.

4.4.1 Data Preparation

Preparing data can be considered as a concatenation of simpler atomic computa-
tional tasks composing a preparation pipeline—reflecting the steps a data engineer
could manually undertake to prepare the data. Preparation pipelines are a concept
similar to the established research area of ‘“scientific workflows” [115]: both
are examples of data-flow-oriented processes combining various, heterogeneous
processing steps, even if at different scopes.

While in some cases all pertinent source data for the task at hand is readily
available, data discovery can help find additional datasets to enrich the data, either
by adding additional features or by adding additional instances. See Sect.4.4.2 for
more details on adding additional information to the data at hand. After discovery,
data preparation overcomes structural and syntactic differences between raw data
from the original source and expected input data for the task at hand. In addition,
raw data might have inherent flaws, such as missing headers, inappropriate lines
(titles, footnotes, aggregations), shifted columns, or incorrect escaping of delimiters.
Thus, a very first data structuring step is manipulating raw data files to enable
loading them into a data system. Surprisingly, large percentages of raw data files
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contain errors that prevent proper ingestion. The authors of [110] report 26 different
error types, pertaining only to the structure of a file, including inconsistent number
of values in a row, unquoted strings, and multiple header lines. They devise a
benchmark to evaluate the ability of a system to ingest poorly structured raw data.
At this stage, data filtering can help eliminate such data that is of irreparably poor
data quality or that is not relevant for the task at hand. An additional source of
information for filtering are the results of the data quality assessment, i.e., data
validation (Sect. 4.3).

Having successfully ingested data, a traditional data preparation workflow
involves two roles: business experts who specify data preparation expectations
and data experts who implement and execute corresponding preparation scripts
or pipelines. Communication overhead is the major bottleneck of agile data
preparation [111]. As a consequence, more sophisticated data preparation systems,
such as Open-Refine,” Tableau Prep Builder,'? and Talend,'! try to fill this gap
and boost efficiency by providing users with interactive interfaces and menu-based
transformation options. Equipped with these tools, even non-expert users are able to
perform some self-service data preparation. Typical data preparation steps within
these tools are pre-defined or user-configured operations that affect all values
in a column. Examples include splitting values (fullname into firstname and
lastname), homogenizing data formats, reducing the precision of measurement
values, or validating data from well-known domains, such as address lookups.

4.4.2 Data Enrichment

Data enrichment is the task of adding additional information to existing data from
external sources. Reasons for data enrichment include (i) too few data for specific
downstream tasks like training deep learning models, (ii) anonymized data that
limits effective analysis [116], or (iii) the need for enterprises to personalize product
recommendations by enriching customer profile information. In the context of data
quality, data enrichment can also provide reference data or help derive additional
rules for DQ assessment, as demonstrated by Topper et al. [117] who enrich the
DBpedia ontology to detect inconsistencies.

At a high level, we can distinguish between the enrichment of data with
further real-world data (e.g., from public knowledge bases or data lakes) or with
synthetically generated data using ML models or large language models (i.e., data
augmentation [116]). The latter type of data enrichment is mainly used to improve
prediction accuracy of downstream tasks, and is not suited if factual knowledge is
required for business-critical decisions.

9 http://openrefine.org
10 https://www.tableau.com/products/prep
" hitps://www.talend.com
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A common scenario for discovering additional data involves access to a data lake
and finding joinable and unionable datasets [102]. A joinable dataset contains at
least one column with the same semantics as the source table and can thus be joined
to enrich the column set. A unionable table, on the other hand, has a large overlap in
its schema and can thus be unioned to the source table. Both tasks pose challenges
due both to the often large number of datasets to search through and to the difficult-
to-interpret semantics of tables in a data lake.

A rich source for external data are general-purpose knowledge graphs, such as
DBpedia [118], Wikidata [119], or Yago [120]. In addition, there are many domain-
specific ontologies that provide more detailed information about entities and their
relationships, such as SNOMED CT [121], which stores clinical terms for the health
domain. Such public data sources are frequently used to enrich enterprise knowledge
graphs but also to add additional semantic information to enrich structured tabular
data [122].

4.4.3 Data Cleaning

Traditionally, the task of data cleaning is divided into the two steps of error detection
and error correction [41], and much research and development has focused on these
two. Yet to improve data quality along all dimensions, it might not be sufficient
to regard errors only within the dataset at hand: problems can occur already with
the selection of the dataset, which might be incomplete, not representative or not
relevant. Nevertheless, this section focuses on the work on concrete data, essentially
targeting the accuracy and completeness dimensions of data quality.

4.4.3.1 Error Detection

In their book, Ilyas and Chu call the first step outlier detection in the sense that
any error in the data is an anomaly or outlier [113]. In their taxonomy, they
distinguish statistics-based, distance-based, and model-based outliers. Statistics-
based outlier detection methods assume a stochastic model of the data and detect
outliers through hypothesis testing methods or by fitting a distribution on the
observed data. Distance-based outlier detection assumes a given distance measure
and searches for data points that are far from all or from some group of other data
points. Missing values also fall into this category, as exemplified in recent work to
identify disguised missing values [91]. Finally, model-based outlier detection learns
a model from the data and is trained to classify data points as outliers. These models
can be based on complex neural networks but can also be simple dependencies,
as described in Sect.4.2. In general, almost all error detection methods are both
computationally complex and require some level of human expertise for guidance.
Heidari et al. [123] proposed Holodetect, a weakly supervised data detection
tool that can automatically learn different types and amounts of errors using neural
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networks. A comparable tool that focuses on explainable methods is DQ-MeeRKat,
which automatically learns the ground truth (termed “data profile” in [124]) for each
dataset using a set of statistics and explainable ML models to distinguish between
correct and incorrect data [124]. Schelter et al. [125] define the ground truth via a
set of common quality constraints and allow defining user-defined unit tests. The
system proposed in [125] focuses on the deployment of such DQ constraints in
real-world scenarios by using ML for enhancing constraint suggestions and can be
executed in parallel on Apache Spark.

Abedjan et al. [40] classify error detection tools according to the following four
types of errors they can detect: (1) outliers, (2) duplicates, (3) rule violations, and
(4) pattern violations. The authors note that the categorization is neither exhaustive
nor perfect, since some errors might fit into more than one category. Their work
concludes that many tools focus on the detection and cleaning of specific errors,
and there is no single tool that covers all error types [40].

4.4.3.2 Error Removal

Detecting an error, unfortunately, does not always help in correcting it. For instance,
it is not immediately clear which value an outlier or a missing value should actually
take. In fact, most automated data cleaning techniques cannot guarantee finding a
correct value, but rely on probabilistic techniques to replace a missing or erroneous
value with a new value. Most prominently, data imputation techniques replace
missing values with new values making use of the distribution of present values
in the column [126, 127]. Simple statistical methods fill in a missing value with
the mean (or mode) value of that column or the mean of values for similar records.
Machine learning-based imputation methods, on the other hand, train (deep) models
to predict missing values.

Rule-based cleaning methods rely on pre-defined rules or constraints and their
violations. These rules can be defined by domain experts or discovered by data
profiling runs. For instance, a functional dependency might specify that two records
with the same zip code must also have the same city. A violation would occur when
two same zip codes have different cities. However, any of the four participating
values could be the cause of the violation. Thus, data cleaning procedures must
make use of additional context to decide upon the cleaning action. For instance, a
gazetteer (geographical dictionary) might prescribe the city values for the given zip
codes. This approach can be generalized to include different types of input to decide
upon which value to prefer [128]. Another approach is to consider all violations
holistically and then derive a minimal repair [20]. For instance, an incorrect city
might violate multiple dependencies, and, thus, this single correction might resolve
multiple violations. Finally, rules based on regular expressions can prescribe how
to resolve incorrectly formatted values, for instance, normalizing data formats to a
single preferred format.
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4.4.3.3 Error Generation

For many AI use cases, the generation of errors in real or synthetic data is an
important task to evaluate the developed models. Real-world data often are dirty but
have no ground truth available, and existing benchmark datasets often do not reflect
the intended use case sufficiently [129]. Thus, data pollution allows researchers and
practitioners to systematically generate data errors to evaluate the impact of these
errors on a selected ML model or on a DQ assessment method. Data polluters allow
the creation of benchmark datasets that fit to a specific use case in alignment with
the fitness for use principle of data quality [12].

A number of tools to pollute data with errors have been developed, such as BART
(Benchmarking Algorithms for data Repairing and Translation) [130], DaPo (Data
Polluter) [131], GouDa (Generation of universal Data Sets) [129], or Jenga [125].

4.4.4 Duplicate Elimination

Duplicate detection and elimination, also known as entity resolution, data matching,
or data linkage, is the process of finding and eliminating multiple records in a table
that refer to the same real-world entity [132—134]. The most prominent use case
is the deduplication of customer records in the context of customer relationship
management (CRM). Other use cases include product matching in catalogs or
even recognizing duplicate invoices. Heavily duplicated data, for instance, after
integrating multiple data sources, can also introduce bias into the training process
of an AI system. Duplicate elimination consists of two tasks as shown in Fig.4.1:
(1) to identify all pairs or clusters of duplicate records in a dataset and (2) to clean
the table by merging (or fusing) these records into a single “golden record.”

The first task, identifying all duplicate records, must overcome two challenges.
The first challenge is the ability to recognize whether two records in fact refer to
the same real-world entity. Duplicate records are rarely exact duplicates but rather
are fuzzy duplicates. Traditional approaches apply manually defined similarity
measures to compare the attribute values of the records. Typical similarity measures
include the Levenshtein distance (or edit distance) for words or the Jaccard distance
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Fig. 4.1 The two steps of duplicate elimination and their challenges
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for longer strings. Numeric values can be compared using simple distance metrics
or alternatively treated as string [135]. If the overall similarity is higher than a given
threshold, the records are declared to be duplicates.

More recent approaches train machine learning models [136, 137] or use pre-
trained models [138] to either determine their similarity and then apply a threshold
or to directly classify a record pair as duplicate or non-duplicate. A final issue arises
when pairwise classification leads to inconsistent clusters. For instance, records A
and B and records B and C might be identified as two duplicate pairs, while records
A and C are not sufficiently similar. Then, the transitive nature of duplicity dictates
that A and C should also represent the same entity. Various clustering algorithms
exist to automatically resolve such inconsistencies [139].

The second challenge of duplicate detection is the quadratic complexity of the
problem: in principle, to detect all duplicates, all pairs of records must be classified.
For instance, to compare all pairs in a dataset of 100,000 customers, almost five
billion comparisons would be needed, each involving complex calculations. To
avoid such infeasible computations, blocking techniques are employed: the set of
records is divided into separate blocks, and comparisons are performed only within
each block [140, 141]. For instance, customer records could be blocked (partitioned)
by their zip code or the first letter of their last name. Another technique is the sorted
neighborhood method, which sorts by some criterion and then slides a window of
fixed size along the data, comparing only records within the window [142]. To
overcome errors in the partitioning or sorting attribute, multiple runs with different
blocking criteria or sorting keys can be performed.

After successfully detecting duplicate record pairs or clusters, the second step to
duplicate elimination is that of data fusion [143]: all records within a cluster should
be merged to a single correct record. In typical scenarios, the old records are retained
to ensure referential integrity, and the new (golden) record is stored separately, for
instance, in a master data management (MDM) system. For each attribute in the
schema, data fusion must decide with which aggregation function to merge values.
Aggregation functions could be simple, for instance, choosing the longer string or
the highest value, or involve more complex reasoning about the origin of the data
values [144].

4.5 Data Quality Governance

In the previous sections, we have discussed the foundations of data profiling and
how to assess and improve data quality in the context of Al. To implement these
concepts in practice, further considerations are required.

Many companies face the challenge of choosing a suitable tool for their
organization to support their DQ processes. We understand a data quality tool to be
a software product that helps organizations to assess and improve the quality of data
across various systems and databases. Before deploying a DQ tool in practice, it is
however essential to build a comprehensive data quality governance strategy around
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it. This means that a DQ strategy (cf. Sect. 4.1.3) should be linked to a business’
overall strategy in terms of data assets, processes, and data use (Al governance).
For a deeper look into business process management, see [145]. Such a strategy
is required to identify how users (employees, domain experts, customers) interact
with the data assets. Based on the approach by Redman [146], the governance of
data quality can be summarized with the following steps:

1. Identification and understanding of customers (i.e., consumers) and their most
important requirements to data and its quality

2. Definition of measures against these requirements

3. Identification and elimination of root causes of data errors

4. Implementation of controls to ensure that DQ adheres to the expected standards
over time

Following the first point, we discuss the importance of assigning data respon-
sibility roles in Sect.4.5.1. Since the execution of these tasks can be challenging
for humans in the context of Al platforms (with huge amounts of data), we discuss
available DQ tools and their scope of functionality in Sect.4.5.2. The second and
third points were already discussed in depth in Sects. 4.3 and 4.4, respectively.

4.5.1 Data Responsibility Roles

In addition to measuring DQ, its assessment requires the consideration of the
sufficiency for a particular use case, i.e., whether the quality is “fit for use” [48].
Consequently, the definition and assignment of responsibility roles, that is, the
people judging the fitness for use, is critical for the operative deployment of a DQ
program.

In the context of DQ management, the most widely discussed role is the chief
data officer (CDO) [147]. The CDO is an enterprise-wide role to manage the
utilization of data as an asset through analysis (using AI or other techniques,
such as business intelligence analysis) and usually directly reports to the chief
executive officer (CEO) [147]. Despite different perceptions on which tasks should
be assigned to the CDO role (see [146, 148—150]), the most important aspect is the
overall management of an enterprise’s DQ strategy. To develop and manage such a
DQ strategy, the following tasks are required (amongst others):

* Collect knowledge about relevant stakeholders (e.g., domain experts, managers,
data scientists) and their expectations to the data and its quality.

* Assign suitable roles to people and linking them with relevant data assets.

* Implement incentives to encourage people to report on DQ issues and to annotate
business metadata.

* Establish a continuous evaluation of data responsibility role assignments.

Note that in addition to DQ management, Davenport and Bean [148] identified
seven different roles in their study of CDO expectations, ranging from chief data
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and/or analytics officer (overseeing data management, data science, and analytics)
to data ethicist (responsible for ethical guidelines on data management). This yearly
study underlines the dependencies a DQ governance program has within a company,
ranging from a comprehensive Al strategy, over privacy constraints, to ethical
guidelines [98].

Only very recently has the perception that the CDO role is successfully deployed
and well understood within an organization increased—two-thirds of the survey
participants say that they have the primary responsibility for data, which is inter-
preted as clear effect of the generative Al movement by Davenport and Bean [151].
However, at the same time, the CDO role is still considered nascent and struggling
with turnover for 43% of the respondents. Data quality remains a big challenge:
only 37% of the respondents say that they have been able to improve it in 2024. The
main barrier for becoming a data-driven enterprise are human factors (e.g., culture,
people, process, organization) for 78% of the surveyed participants [151].

Apart from the executive role of the CDO, there are further more operational roles
that need to be considered in the context of DQ strategies. Specific emphasis should
be placed on the identification of data producers (also data collectors in [152])
and data customers (also consumers in [152]). While data customers, such as data
scientists or business analysts, are the first to recognize errors in data since they work
with it, data producers might know the cause behind the error due to their knowledge
of the data production process and can possibly fix the problem. In practice, data
producers are often assigned the role of data owners, and data customers are often
assigned the role of data stewards. Note that different types of data stewards, such
as business data steward or technical data steward, might be defined, depending on
the size of the enterprise and its DQ program [153].

In the context of Al platforms with huge amounts of data and an increasing
reliance on their high quality, monitoring and managing of all assigned data
assets and their metadata become extremely difficult for humans, such as data
stewards [76]. Hence, suitable tool support is critical to enable the execution of
the role-inherent activities in practice, as we discuss next.

4.5.2 Data Quality Tools

Proper tool support is essential to allow persons with data responsibility roles to
execute their tasks, such as allowing domain experts the specification of DQ rules
and their automation (scheduling). This section examines DQ tools, which are
software products (as opposed to management tools) that enable organizations to
comprehensively assess and clean their data. Due to the large number of available
DQ tools (667 tools are identified in [154]), practitioners and data leaders, such as
CDOs, are often unsure which tool is best suited for their organizations’ needs.
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Note that data quality tools usually do not support all tasks required for a compre-
hensive DQ governance strategy. For example, tools such as Great Expectations'? or
Deequ [155] enable users to define and execute DQ rules, but do not allow assigning
user roles to data assets as discussed in the previous section. The latter task is
typically handled by dedicated data governance tools or platforms that include data
governance functionalities, such as Ataccama ONE! or Informatica.'* Hence, it
is currently necessary to use a combination of tools to accomplish all of the tasks
required for a DQ strategy as discussed in this chapter.

Following this need, several surveys investigate and compare DQ tools [35, 154,
156-159]. The Gartner “Magic Quadrant for Data Quality Tools* lists strengths and
cautions of commercial DQ tools [156], which is a valuable source for practitioners
in selecting a DQ tool for deployment. Ehrlinger and W6l [154] investigated
eight commercial and five open-source tools with respect to data profiling, DQ
measurement, and DQ monitoring functionality. In [157-159], the functionalities
of open-source DQ tools have been investigated in more detail. The main findings
from these works are summarized in the following paragraphs.

Domain Specificity There is a large corpus of domain-specific DQ tools (in
numbers, 339 or 51% of the total number of tools identified in [154]) that are
typically excluded in surveys and not further investigated (cf. [154, 156]). This
finding aligns with the “fitness for use” principle of DQ, demonstrating that
specialized tools are often developed for specific data types (e.g., RDF or streams)
or built on top of an existing data management platform. For practitioners, this
means that it can be beneficial to look beyond mainstream solutions and investigate
specialized tools when having very specific requirements or unique use cases.

Data Profiling Capabilities The majority of DQ tools support the most common
single-column profiling functionalities, such as counting null values, extracting data
types, or obtaining histograms, as summarized in Table 4.1. When considering the
state of research [160], there is potential for the enhancement of multi-column
profiling and dependency discovery as discussed in Sect.4.2. Several tools use
data profiling results to suggest DQ rules (e.g., Deequ, Great Expectations). These
automated suggestions are considerably weaker than DQ rules generated by domain
experts but allow for a higher degree of automation. In addition, several DQ tools
perform data validation checks not only directly on the raw input data but also on
the metadata obtained by data profiling [159].

Data Quality Assessment Interestingly, DQ tools rarely implement the conceptual
framework of DQ dimensions and metrics advocated in academic research. When
implemented, these concepts are mainly used to group data validation checks rather
than as guiding principles [154]. Also, DQ metrics as proposed in scientific literature

12 https://greatexpectations.io
13 https://www.ataccama.com/platform
14 https://www.informatica.com
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face implementation barriers in practical settings. For instance, such metrics might
require a gold standard that often does not exist in practice or lack aggregation
capabilities beyond attribute-level measurements [84]. Papastergios and Gounaris
[159] investigated the field from the reverse perspective, analyzing which data
validation checks contribute to which DQ dimensions, thereby offering practical
insights into how DQ dimensions could be effectively measured using current tool
functionalities. To bridge this gap between theory and practice, we argue that a
fresh look on DQ dimensions and metrics would be required to enable the practical
implementation in tools.

Automation of Data Quality Functionalities While full automation of DQ assess-
ment and improvement is limited by the need for human knowledge and liability
concerns, specific tasks in the DQ pipeline can be successfully automated. Complete
DQ automation requires both operational and analytical capabilities.

From an operational perspective, DQ tools should enable the scheduling of
data profiling, DQ assessment, and cleaning tasks as well as the storage, retrieval,
and comparison of the respective results. From an analytical perspective, DQ
tools should support automatic learning of validation metrics and cleaning rules
from existing data patterns. Most DQ tools support task scheduling and storage
of profiling and DQ assessment results, yet many lack capabilities for importing
previously stored results and visualizing quality trends over time. Only the most
widely adopted enterprise DQ tools (e.g., Informatica, Ataccama, Experian) enable
business users to schedule tasks and create DQ dashboards—other tools often
require command-line knowledge.

The automatic learning of data validation and cleaning rules with machine
learning has received increasing attention [1, 108, 161] with a recent focus on using
large language models (LLMs) for these tasks [162]. For example, the systems
Raha and Baran [161] are semi-supervised open-source tools to detect and clean
data errors with traditional ML models (e.g., Gradient Boosting). While both
perform well across various benchmarks [163], they are less capable of identifying
complex contextual DQ issues than LLMs [162]. Interestingly, enterprise tools
are relatively conservative in employing ML or LLMs for DQ management. Even
tools that are classified as “leader” in the “Magic Quadrant for Augmented Data
Quality Solutions” [156], such as Qlik Talend,> do not support ML techniques to
generate DQ validation rules across multiple attributes nor to perform automated
duplicate detection [156]. One reason for this gap may be the need for interpretable
and explainable statistics and rules in critical domains, such as in healthcare.
Another challenge is the non-trivial use of LLMs for data cleaning, as discussed
in [162, 163]. While fully automated data cleaning is still a too complex task for
current LLMs [162], they show potential in the identification of previously unseen
data errors and suggestion of specific cleaning steps.

15 https://www.qlik.com/us/products/qlik-talend- data-integration-and-quality
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In summary, there is a clear trend toward the automation of DQ tasks with ML
and LLMs [156, 162], and vendors that stick to the traditional rule-based solutions
and do not plan to adopt these movements will likely be irrelevant soon. In addition,
there is a trend that specialized DQ tools converge with other data management
tools, such as data catalogs, data integration tools, or data governance tools [156].
This trend reflects the nature of DQ as being relevant across the entire data life cycle.

4.6 Outlook and Open Challenges

Despite much research into data quality over the last decades, the topic is far from
being “solved.” Especially in the era of Al, the consideration of data quality is
essential to ensure trustworthy results when analyzing data or using them to train
Al models.

The notion of data quality with its many dimensions, the variety of applications,
their various application domains, the many different tasks, and finally the many
different roles of individuals involved in data management are all themselves
multidimensional, as shown in Fig.4.2. The cross-product of all five dimensions
spans an enormous space of research and development opportunities—in computer
science, in information systems, in application domains, and many more. For
instance, a data steward might notice that many patient records are missing phone
numbers. This incompleteness could impact the organization’s ability to send
appointment reminders. To solve this data quality problem, they need to implement
a systematic process to identify and fill in these gaps in the contact information.

Since each aspect can take one out of several forms, it is difficult to make a
general statement about the suitability of specific DQ methods and tools. This is also
one reason why DQ management is not yet widely adopted in practice: the subject
cannot be easily grasped; it comes in many different flavors, and there is no single
software package to solve all DQ issues at once. Individual research methods and
prototypes often address only a single instance of this space, or they generalize only
across one of its dimensions. DQ products, on the other hand, can cover a broader
range of management tasks, but often do not make use of the most recent advances.
Thus, there remain significant opportunities both in research and development, some
of which we highlight here.

Quality
Dimensions

Applications Domains Tasks

*Dashboard
*Mining
*CRM
...

Roles

*Finance
*Health
*Sales

Classification
*Prediction
*Regression
.

*Data creator
*Data stewart
*Data consumer
.

*Completeness
*Accuracy
*Reliabilty
°...

Fig. 4.2 Perspectives of data quality management



4 Data Quality for Enterprise Al 119

Metadata Management Invariably, data quality management in organizations pro-
duces large amounts of metadata. First, metadata is needed to actually assess data
quality, and then the data quality measurements themselves form metadata that
must be appropriately stored and analyzed. The former type of metadata comprises
information about the origin of data, their schema, basic statistics about the data,
transformations performed on the data, prior uses, data owners, etc. Such metadata
is routinely collected, not just for data quality purposes. The latter type of metadata,
DQ measurements, can also be complex to manage, due to different units, different
subsets on which assessment was performed, the need to track DQ over time, etc. As
DQ metadata often refers to specific subsets of a given database, a metadata system
should be able to flexibly express the alignment between views on the data and DQ
values, as envisioned, for instance, by Srivastava and Velegrakis [164].

Explainability of DQ Assessment Data quality dimensions are ambiguous by
nature [165]. Thus, their definitions but in particular their assessment scores must be
explainable to data consumers. DQ scores are useless without context and the ability
to compare. Their context, such as the definition, the assessment environment, or the
task at hand, should be documented and stored alongside the scores themselves. In
addition, the actual assessment process, which itself can be complex, must also be
explainable, traceable, and reproducible.

Data Quality Research for Specific Domains This book chapter provides an
overview on data quality for enterprise Al without specific domains in mind.
However, each application domain has different perspectives and needs regarding
data and its quality. For instance, data quality assessment and data cleaning
in manufacturing typically require different considerations than in healthcare or
international organizations like the United Nations (UN). While much research has
been conducted in the healthcare due to high standards and critical infrastructure
(e.g., [166, 167]), data quality received less emphasis in other specialized domains.

Holistic DQ Governance Platform The number of DQ tools, data analytics tools,
and data governance tools on the market is overwhelming, and it is often unclear
which functionalities are covered in which tools. To truly support enterprises in the
deployment of a comprehensive data quality governance strategy, we claim that a
joint platform need to be developed that allows to model the entire strategy end
to end. In other words, the platform must be able to integrate results from data
profiling, manage metadata, and allow the measurement and assessment of DQ, the
cleaning of data, and the definition and assignment of user roles responsible for
these tasks.
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Data Privacy in Enterprise Al Qe
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Abstract Enterprise Al systems often process vast amounts of personal and
sensitive data, making them vulnerable to breaches and misuse. Consider, for
example, a financial institution that trains a predictive model on sensitive customer
data that is to be shared with partner organizations. If the model is shared without
proper precautions, the partner organization or a malicious employee may attempt to
breach the privacy of the original training data by launching an attack to reconstruct
this data from model parameters. Such vulnerabilities erode trust in enterprise and
Al systems, may fail to comply with privacy legislation, and can lead to financial,
intellectual property or reputational loss. Privacy is a cornerstone of ethical and
responsible Al deployment. This chapter provides a guide to the tools necessary to
navigate the landscape of Al privacy, ultimately facilitating broader and more secure
Al adoption in the enterprise.

5.1 Introduction

The rapid advancement of artificial intelligence (AI) has ushered in an era of
unprecedented data utilization. Modern Al systems, particularly large language
models, demonstrate an insatiable appetite for data, with performance improvements
closely tied to the scale of training data. This relationship is evidenced by empirical
scaling laws observed by researchers [68] and exemplified by a commercial
language model published in 2024, which was trained on a staggering 15 trillion
tokens [82].

While this data-driven approach has led to remarkable achievements, it also
presents significant privacy challenges for enterprises adopting Al technologies.
The landscape of privacy concerns in Al has evolved rapidly over the past decade.
Initially, privacy discussions in enterprise Al focused primarily on data storage
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and access. However, as Al models have become more sophisticated and widely
deployed, the scope of privacy concerns has expanded to include issues such as
model inversion attacks, differential privacy in federated learning, and the potential
for unintended memorization in large language models. This evolution underscores
the need for a comprehensive and adaptive approach to privacy in enterprise Al.

The data used to train or fine-tune AI models often contains sensitive informa-
tion, ranging from personally identifiable information in customer interactions to
proprietary business intelligence and trade secrets. For instance, an e-commerce
platform might train its Al on proprietary purchasing metrics [4], or an engineering
firm might optimize product designs using historical performance data [153]. In
both cases, the training data represents valuable intellectual property that requires
protection.

The risk of data leakage in Al systems is multifaceted and can occur at various
stages of the Al lifecycle. During the training phase, data or its derivatives may
be intercepted, especially when using public cloud infrastructure or decentralized
approaches like federated learning. Post-deployment, there’s a risk of data extraction
from the model itself or its outputs. Even test data, such as prompts shared with large
language model services, may be subject to privacy concerns.

These privacy risks extend beyond the immediate threat of data disclosure. Enter-
prises must also consider secondary risks, including regulatory non-compliance
costs, reputational damage, and potential customer abandonment [141]. As such,
privacy considerations are paramount in Al projects and are made more challenging
by the business needs of balancing disclosure risks with achieving business critical
model performance.

5.1.1 Defining Privacy in the Context of Enterprise Al

Before exploring the specifics of privacy risks and mitigations in Al systems, it’s
crucial to establish what we mean by “privacy” in this context. While there is no
universal consensus on the definition of privacy, for the purposes of this chapter,
we adopt the risk-based approach outlined in the NIST Privacy Framework [101].
This framework conceptualizes privacy as a condition that safeguards values such as
human autonomy and dignity, achievable through various means including limiting
observation and ensuring individual control over personal information.

In the context of enterprise Al, privacy primarily concerns the appropriate
handling and protection of data used in Al systems, including training data, model
parameters, and inference data. This encompasses not only personal information of
individuals but also proprietary business data and intellectual property. Our focus
will be on managing privacy risks, which we define as potential adverse effects that
individuals or organizations may experience due to data processing activities in Al
workflows. This approach allows us to address privacy concerns in a practical, risk-
oriented manner that aligns with enterprise needs and regulatory requirements.
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5.1.2 Chapter Overview

This chapter aims to provide a comprehensive overview of privacy in the context
of enterprise Al, focusing on key risks and potential mitigations specific to Al
workflows, as illustrated in Fig.5.1. In Sect. 5.2, we explore various threat models
and privacy risks, including membership inference attacks, data extraction attacks,
and side-channel attacks. This examination of threat models serves as a foundation
for understanding the specific challenges faced in Al privacy. Section 5.3 presents a
range of privacy-enhancing technologies that can be employed to mitigate these
risks, such as differential privacy, secure multiparty computation, and federated
learning. Finally, Sect. 5.4 discusses the evolving landscape of privacy in the era
of generative Al, addressing new challenges and potential solutions.

It’s important to note that while this chapter focuses on Al-specific privacy
concerns, it does not cover broader privacy topics such as general data protec-
tion regulations, data management practices, or privacy impact assessments. For
information on privacy legislation like GDPR or CCPA, readers are directed to
specialized resources [12, 53, 83]. Similarly, for general data management practices
and privacy governance, other comprehensive guides are available [57, 85, 111].

By providing this focused examination of privacy in Al, we aim to equip
enterprise decision-makers, data scientists, and Al practitioners with the knowledge
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needed to navigate the complex intersection of Al capabilities and privacy require-
ments. As we move into our discussion of threat models in the next section, which,
while comprehensive, is not exhaustive, given the rapidly evolving nature of the
field, we will see how understanding these specific risks is crucial for developing
effective privacy strategies in enterprise Al deployments.

5.2 Threat Models

Understanding and addressing privacy risks in Al systems requires a structured
approach that goes beyond general data protection measures. This section introduces
the concept of threat modeling as a powerful tool for analyzing and mitigating
privacy risks specific to Al contexts.

Threat modeling, a practice commonly used in cybersecurity, involves system-
atically identifying potential threats to a system by considering an adversary’s
capabilities, incentives, prior knowledge, and constraints. In this chapter, we specify
each threat model by describing three key components:

e Adversary’s Capabilities: What actions the attacker can perform, such as query-
ing the model or accessing certain data

e Adversary’s Knowledge: What information the attacker possesses about the
system, model, or data

e Adversary’s Goal: What the attacker aims to achieve through the attack

This structured approach allows us to systematically analyze each privacy risk
and develop appropriate mitigation strategies.

While this approach may be unfamiliar to readers without a security background,
it provides invaluable insights for privacy protection in Al. By viewing privacy
risks through the lens of threat models, we can better understand the nature and
scope of potential vulnerabilities, assess their likelihood and impact, and develop
more effective mitigation strategies. Without this structured approach, organizations
risk overlooking critical vulnerabilities or implementing ineffective safeguards—
essentially flying blind in their privacy protection efforts.

The NIST Privacy Framework outlines four primary ways organizations can
handle privacy risks: mitigation, transfer, avoidance, or acceptance [101]. In this
chapter, we focus primarily on risks and threats that arise specifically in Al contexts,
presenting technical measures for mitigation in Sect. 5.3. However, it’s important to
acknowledge that risk transfer also plays a significant role in modern Al ecosystems,
particularly as many organizations outsource Al services to third-party providers.

To maintain a focused discussion, we limit our scope to threats that are unique
to or exacerbated by Al systems. We do not cover general data security threats such
as data breaches, social engineering, or malware, as these are not specific to Al
contexts. For the purposes of this chapter, we define Al-specific privacy risks as
those that directly relate to the AI components of a system, such as the model, its
training process, or its outputs. This includes risks that arise from the way Al models
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learn, store, and process information, as well as how they generate outputs based on
their training.

These Al-specific privacy risks include membership inference attacks, which
attempt to determine if specific data was used in training; data extraction attacks,
which aim to reconstruct training data; model extraction attacks, which try to
replicate the functionality of a model; model differencing attacks, which exploit
changes in model behavior; gradient inversion attacks, which reconstruct data from
model updates; and side channel attacks, which leverage unintended information
leakage during Al operations.

5.2.1 Membership Inference Attacks

Membership inference (MI) attacks aim to predict whether an individual’s data
was used to train a model, posing a foundational privacy risk in Al [17, 47, 121].
These attacks identify patterns in a model’s behavior that suggest memorization or
overfitting to specific training data.

In most settings, MI attacks have a low direct impact on privacy, since disclosing
whether an individual’s data was used to train a model is not typically sensitive.
However, they can be sensitive in certain contexts—e.g., inferring criminal records
from recidivism prediction models. More importantly, MI attacks serve as a
foundation for stronger data extraction attacks [16] and privacy auditing [55, 99].

5.2.1.1 Threat Model

The attack involves a victim who deploys a model and an adversary attempting to
determine if a specific instance was in the training set. Conventionally, the model
is assumed to be a classifier that outputs confidence scores for all classes [17, 121];
however, models that hide confidence scores may still be vulnerable [25]. More
recently, MI attacks have been extended to generative models [114] and explainable
models [80].

Adversary’s Capabilities The adversary has black-box query access to the model
and sometimes to the training data distribution. Query access to the training data
distribution is used to gather data for training “shadow models” in some attacks [17,
121].

Adversary’s Knowledge The adversary must know the target instance (input and
output) but not the model parameters or full training data. Knowledge of the model
architecture and training algorithm used by the victim can give the adversary an
advantage, but is not essential [17].



134 N. G. Marchant et al.

Adversary’s Goal The adversary seeks to accurately predict whether the target
instance was included in the victim’s training data. [17] argue that attacks should
maximize the true-positive rate for a fixed low false-positive rate (e.g., < 0.1%).

5.2.1.2 Attack Methodology

A MI attack requires an adversary to distinguish between two possible scenarios:
one where the target instance was in the training set and one where it was not in the
training set. It is therefore natural to cast a MI attack as a statistical hypothesis test,
where the null hypothesis Hy and alternative hypothesis H; are as follows:

Hp : “the target instance x was not in the training set of model M”

Hjp : “the target instance x was in the training set of model M”.

The adversary must then design a test to decide whether there is sufficient evidence
to reject Hy and conclude that the target instance was used for training. There is
considerable variation in the design of the test and the formal interpretation of Hy
and H; across the literature.

Generally speaking, the adversary must define a test statistic 7 (M, x) that
depends on the target instance x and the model M. Ideally, T (M, x) should be
sensitive to the inclusion or exclusion of x in the training set for M. For example,
the adversary could define T(M, x) to be the model’s loss on x, which can be
computed given query access to the model’s confidence scores. Recent attacks use
a likelihood ratio for the test statistic, which is the optimal test for a fixed false-
positive rate [17, 147].

To complete the design of the test, the adversary must choose the rejection
region S—the set of values of the test statistic for which the null hypothesis Hp
is rejected. For the previous example, where T (M, x) is the model’s loss, the
rejection region S can be defined as the set of loss values below some threshold 7.
This amounts to rejecting Hy when the model’s loss is small, which may indicate
memorization of x. Another approach is to learn the rejection region from data by
training a classifier [121].

To meet the adversary’s goal, the rejection region should be chosen to achieve a
small false-positive rate. However, estimating the false-positive rate is a significant
challenge in designing an effective MI attack. Mathematically, the false-positive rate
(FPR) is defined as the probability that the test statistic is in the rejection region,
given that Hy is true:

FPR = Pr[T(M, x) € S|Hy).

To estimate this probability, the adversary must model the distribution of the test
statistic 7 (M, x) in a setting where Hy is true.
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If the model’s training algorithm is randomized and the training data is fixed
under Hy, the distribution of the test statistic can be estimated by training multiple
“shadow models” and computing 7 (M, x) for each one. However, this is not
feasible for the adversary, as they do not have access to the victim’s training data
and they may not have access to the model architecture or training algorithm either.
To get around this problem, the adversary can make further approximations. For
instance, the victim’s training data can be approximated by data drawn from the
same distribution—if query access to the training data distribution is available—or
a similar distribution. The adversary can try to make an informed guess about the
victim’s model architecture and training algorithm; however, research has shown
that strong attacks are still possible even when there is a mismatch [17].

For large foundation models, reliably estimating FPR is challenging, limiting the
reliability of MI attacks as evidence of data usage. Alternative approaches include
using canary data or data extraction attacks (Sect. 5.2.2) [159].

5.2.1.3 Defenses

Defenses against MI attacks can be categorized into two types: those based on
empirical approaches and those that come with provable guarantees. Empirical
defenses employ various techniques like adversarial training [97], confidence score
manipulation [60, 79], and model distillation [125] to mitigate vulnerabilities.
However, these methods lack formal privacy guarantees. In contrast, differential
privacy (DP; covered in Sect.5.3.1) provides a rigorous framework that offers
provable protection against MI attacks. An (e, §)-DP mechanism bounds the power
of any membership inference attack [30]. Specifically, for small significance levels
a,! the power of the test is upper bounded by e€a + 8, which is only slightly larger
than o when € and § are small.

5.2.2 Data Extraction Attacks

As Al models grow in size and complexity, their capacity to memorize training
data increases, posing a significant privacy risk. Data extraction attacks exploit this
vulnerability, particularly in large generative models, where adversaries can elicit
memorized training examples through careful probing [16, 18]. When evaluated
against production language models, these attacks have achieved success rates of
0.5-3% per query under conservative assumptions [100].

1-4

1'We assume here that 0 < o < Tet -
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5.2.2.1 Threat Model

Data extraction attacks involve a victim who trains a model on private data and
an adversary attempting to extract specific training examples. Research to date has
focused on controlled settings to measure worst-case privacy risks, assuming the
adversary has access to training examples or likely sources [16, 18, 100]. Further
research is needed to understand risks under more realistic threat models.

Adversary’s Capabilities The adversary may have black-box or white-box access
to the target model. Black-box access typically allows the adversary to submit
queries and receive responses, without controlling generation hyperparameters or
the internal source of randomness. White-box access allows the adversary to observe
the model weights and architecture, permitting control of randomness and computa-
tion of loss functions and gradients. Access to multiple models trained on the same
data (e.g., checkpoints or size variants) can improve extraction success [93].

Adversary’s Knowledge For targeted attacks, the adversary must have some
knowledge about the training example they are trying to extract. It is common
to assume knowledge of part of the training example—e.g., the caption of an
image [18] or the prefix of a text snippet [19]. Untargeted attacks, on the other
hand, do not require knowledge of the training data, but may benefit from access to
likely training sources.

Adversary’s Goals The adversary aims to extract training examples, either indis-
criminately (untargeted) or specifically (targeted). Success criteria vary, with current
research setting high bars for extraction fidelity [18, 100]; however, lower-fidelity
extraction still presents a risk [93].

5.2.2.2 Attack Methodology

Data extraction attacks against generative models typically involve two steps:
eliciting memorized responses and checking for memorization.

Eliciting Memorized Responses This step is relatively straightforward for models
that have only undergone pre-training, as their sole objective is to mimic the training
data distribution conditioned on the prompt. As a result, the model is likely to emit
memorized training examples if the prompt perfectly matches part of a training
example. For instance, [ 18] demonstrate that an image of a person can be extracted
from a diffusion model simply by prompting with the person’s name.

Eliciting memorized responses may be more challenging for instruction-tuned or
aligned models designed to avoid leaking sensitive data. In such cases, adversaries
may circumvent alignment procedures by designing adversarial prompts that trick
the model into reverting to its pre-training objective. For example, [100] success-
fully extracted sensitive information from a proprietary aligned language model by
instructing it to repeat a single word indefinitely.
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Regardless of the querying strategy, submitting each query multiple times can be
beneficial. Due to model randomness, collecting multiple responses increases the
likelihood that at least one will contain a training example.

Checking for Memorization After obtaining responses from the model, the adver-
sary must verify whether they contain training examples or not. This can be done
through direct comparison if training data is accessible or via membership inference
attacks. The latter can be adapted depending on the adversary’s capabilities—e.g.,
[18] describe weaker membership inference attacks against diffusion models that
only require black-box access, as well as stronger attacks that use white-box access.

Auditing Data extraction attacks can play a crucial role in privacy auditing of
generative models [159]. Since the adversary is the same party as the victim
when auditing, they may have stronger capabilities and knowledge than a realistic
adversary, allowing them to design more powerful attacks.For instance, if the
adversary controls the training data, they can insert out-of-distribution “canary”
examples that are easier to extract than in-distribution examples [15].

5.2.2.3 Defenses

Defending against data extraction attacks is an ongoing challenge. While several
empirical strategies have shown promise, most lack rigorous privacy guarantees and
do not fully eliminate the risk.

* Data sanitization: Detects and removes sensitive information before training
begins. While it prevents the model from memorizing information it has never
seen, data sanitization is rarely perfect. Sensitive information may be difficult to
detect or embedded in ways that make removal challenging without compromis-
ing data quality.

o Training data deduplication: This strategy emerged after the discovery that
models are much more likely to emit examples that are duplicated many times
in the training set [19, 67]. While removing exact duplicates is straightforward,
near-duplicates are more difficult to catch and can also lead to memorization.

» Alignment techniques: These methods involve fine-tuning models on guardrail-
specific datasets that include scenarios like leakage of sensitive information. The
goal is to encourage the model to operate within defined privacy boundaries.
However, alignment may not completely mitigate the risk, as sophisticated adver-
saries can potentially bypass guardrails through prompt injection attacks [100].

An exception to these empirical defenses is differentially private training, which
comes with formal guarantees. It ensures the output model is statistically insensitive
to the presence or absence of a single training example, thereby bounding the risk
of extraction attacks. While differentially private training can significantly impact
model performance, it has been applied successfully to language models for writing
prediction, where it prevented extraction attacks with only a marginal impact on
utility [15].
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5.2.3 Model Extraction Attacks

Model extraction attacks involve adversaries systematically probing a model’s
inputs and outputs to create an unauthorized copy, without access to the original
training data, model parameters, or training algorithm [54, 128]. This threatens
the intellectual property of organizations who have invested substantially in model
development. Beyond economic motivations, adversaries may attempt to extract a
model to conduct downstream security or privacy attacks, essentially upgrading their
access from black-box to white-box. This dual threat of intellectual property theft
and security risk makes model extraction a serious concern for deployed Al systems.

5.2.3.1 Threat Model

The victim develops a model they wish to make available for benign usage without
disclosing internal details, exposing it through an API. The adversary attempts to
create an unauthorized copy using this APIL.

Adversary’s Capabilities The adversary is assumed to have black-box query
access to the victim’s model, with responses varying depending on the model type
(e.g., class labels, confidence scores, or raw logits for classification models). They
may additionally have access to a dataset of unlabeled model inputs that can be used
to generate queries, though this isn’t always essential [107].

Adversary’s Knowledge The adversary’s knowledge about the victim’s model
may range from minimal to substantial, potentially including information about the
model architecture or pre-trained components.

Adversary’s Goals The adversary seeks to create a copy of the victim’s model,
either for economic incentives or to gain white-box access for downstream
attacks [54]. For economic motivations, an approximate replication of functionality
may suffice. For enabling white-box attacks, a functionally equivalent copy is
desired. The adversary may also aim to minimize the number of queries to reduce
costs and improve stealthiness.

5.2.3.2 Attack Methodology

There are two broad approaches to model extraction: learning-based attacks are
suitable when the adversary seeks an approximate copy of the model, whereas high-
fidelity attacks are designed to produce a functionally equivalent copy.

Learning-Based Attacks These attacks yield an approximate copy by training a
new model using the victim’s model as a labeling oracle. Typically the adversary
has access to a training set of unlabeled examples. A simple approach is to select a
subset of examples from this set, query labels from the oracle, and train the duplicate
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model from scratch using fully supervised learning [128]. However, this may be
inefficient in terms of the number of queries required. Various approaches have been
proposed to improve query efficiency, including adaptive querying strategies [107],
semi-supervised learning [54], active learning [21], and building on top of pre-
trained models [107].

If the adversary does not have access to an unlabeled training set, they can use
data-free extraction attacks. Generating random inputs from a surrogate distribution
has been shown to work in some cases [107], but extraction accuracy and efficiency
improve as the surrogate distribution approaches the victim’s training distribution.
To this end, adversaries may train a generative model to synthesize query examples
that maximize disagreement between the victim and duplicated model [131].

High-Fidelity Attacks These attacks typically require knowledge about the victim
model’s architecture, as well as high-precision query access to model outputs (e.g.,
logits). That knowledge is then used to develop algorithms to recover the model
parameters. For example, attacks have been developed that exploit the piecewise
linear nature of neural networks with ReLU activations [55, 116]. More recently,
[20] demonstrated an extraction attack against a proprietary language model that
is able to recover the embedding projection layer. While this attack only recovers
a small fraction of the parameters, it may prove useful for future attacks and
implicitly reveals information about the model’s size, which may otherwise have
been confidential.

5.2.3.3 Defenses

While various defensive strategies have been proposed, no current method offers
comprehensive protection without potential compromises to model performance or
functionality [105]. Defenses fall into two categories:

Proactive Defenses These aim to prevent model extraction by modifying the
model’s fundamental characteristics or limiting information exposed in its outputs.
A common strategy is to randomly perturb the model’s inputs or outputs, to make
the model’s behavior less certain to the adversary, without compromising model
performance. This can be done using information theoretic principles tailored for
model privacy [137] or differential privacy [145, 160]. To limit information exposed
by the model, the victim can censor confidence scores or logits in the output or
reduce their precision; however, this may limit the utility for benign users [20, 128].

Reactive Defenses These focus on detecting ongoing attacks or providing evidence
of model ownership. The victim may be able to detect an ongoing extraction
attack by monitoring the distribution of incoming queries [64], though this can be
vulnerable to attack [36]. Even if the victim is unable to prevent model extraction,
they may be able to gather evidence to pursue legal action against a suspected
attacker. Proof-of-learning requires the victim to demonstrate unique characteristics
of the training process that would be difficult for an adversary to reproduce [62].
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Dataset inference can identify distinctive behavior in a model that is only likely
to present when trained on the victim’s training data [86]. Finally, watermarking
techniques can be used to embed imperceptible signals in the model that only the
owner knows how to extract [61].

5.2.4 Model Differencing Attacks

The release of multiple versions of a model, through updates or fine-tuning,
amplifies privacy risks by enabling model differencing attacks. These attacks
analyze changes between model versions to infer information about training data
that was added, removed, or modified [22, 117, 155]. This expands the attack surface
and can amplify other privacy risks, such as membership inference or reconstruction
attacks [56]. The risk is particularly acute when data changes between releases are
small and targeted, such as removing an individual’s data in response to a deletion
request [22].

5.2.4.1 Threat Model

In a model differencing attack, an adversary observes two or more sequentially
released model versions with modified training data. The models typically share the
same architecture but may have different parameter values. The victim could be the
organization releasing the models or specific individuals whose data was modified
between releases.

Adversary’s Capabilities Access to model versions can range from black-box to
white-box. An adversary with black-box access can query the models and compare
outputs. They may also exploit access to intermediate model states or gradients if
these are exposed through APIs or collaborative learning settings. An adversary
with white-box access can analyze changes in model parameters directly, potentially
revealing more precise information about the training data modifications.

Adversary’s Knowledge The adversary may have knowledge about when training
data was modified, the number of examples changed, or partial information about
the modified examples. In some cases, the adversary might even know which
specific examples were modified (e.g., through public announcements of data
deletion requests) and use this information to focus their attack on reconstructing
the unknown features of those examples.

Adversary’s Goals The adversary aims to infer information about training exam-
ples that change between model releases. The scope and granularity of the inferred
information may vary: from determining whether a specific example was added or
removed to reconstructing features of modified examples.
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5.2.4.2 Attack Methodology

Research has primarily focused on two categories of model differencing attacks:
(1) Specialized membership inference attacks, where the aim is to determine
whether a particular training example was added or removed between model
releases (2) Specialized data extraction attacks, where the aim is to extract all or part
of the modified training data These attacks are related to their counterparts for stand-
alone models discussed in Sects.5.2.1 and 5.2.2. Here we discuss specializations
that exploit differences between successive model releases.

Membership Inference Attacks In the model differencing setting, the adversary’s
goal is to infer whether a given training example was added or removed between
two model releases. This can be achieved by running a stand-alone membership
inference (MI) attack on each model; however, stronger attacks have been proposed
that use the model releases jointly for inference. [22] use shadow models to train a
MI classifier that uses the outputs from all models to make a prediction. On the other
hand, [56] combine information from stand-alone MI attacks against each model,
achieving a higher attack accuracy using a smaller number of shadow models.

Data Extraction Attacks These attacks operate differently from the stand-alone
setting in that they undertake a differential analysis of model behavior. For
structured data, techniques include majority voting on disagreeing examples [39],
predicting updated attributes based on model confidence changes [52], and exact
solutions for simple models like linear regression [7]. For unstructured data,
approaches include gradient inversion attacks [48], encoder training using shadow
models [117], and beam search for extracting text snippets with large perplexity
differences [155].

5.2.4.3 Defenses

Defending against model differencing attacks presents a significant challenge, as
it requires balancing privacy protection with the practical needs of model updates
and performance improvements. Several strategies have been proposed, each with
its own trade-offs:

* Reducing update frequency and batch updates: Modifying a larger number of
training examples between releases makes individual changes harder to isolate.
However, this may conflict with operational needs for frequent updates.

* Limiting output information: For scenarios where models are exposed via query
APIs (black-box settings), withholding confidence scores [22, 117] or providing
only top-k predictions [155] can hamper attack efficacy while preserving much
of the model’s utility.

» Differential privacy: Applying differential privacy (DP) to model releases or
outputs provides formal guarantees about individual training example protection.
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However, DP inherently limits performance improvements in updated models,
highlighting the tension between privacy protection and utility [155].

As model updates remain crucial for many Al applications, developing robust
defenses against differencing attacks that preserve both privacy and utility continues
to be an important challenge for the field.

5.2.5 Gradient Inversion Attacks

Gradient inversion attacks exploit access to gradients to reconstruct private training
examples, posing a significant privacy risk in machine learning systems [8, 136,
161]. This vulnerability is particularly critical in distributed learning paradigms
like federated learning (FL), where participants exchange model updates instead of
raw data. Despite FL’s promotion as privacy preserving, these attacks demonstrate
that a curious server or other participants can potentially recover individual training
examples from shared gradients.

5.2.5.1 Threat Model

Gradient inversion attacks are predominantly studied within federated learning
systems, where participants share model updates with each other or a central server.
The most common threat model casts the central server as the adversary and the
participants as victims.

Adversary’s Capabilities Two settings are typically considered: an honest-but-
curious server that passively observes updates [40, 161] or a dishonest server that
may modify the model architecture [37] or deviate from the established protocol [8,
38] to make data reconstruction easier.

Adversary’s Knowledge Since the central server is typically managed by the
model developer, it is usually assumed to have full knowledge of the model archi-
tecture, loss function, and training algorithm and may have background knowledge
about the data distribution. For instance, in the vision domain, attacks may leverage
prior information about the distribution of images to steer the attack toward more
realistic reconstructions [59, 148].

Adversary’s Goal The primary goal is to recover information about the partici-
pant’s private training data, ranging from exact reconstruction of entire batches [29]
to recovering small portions of highly sensitive data [26].
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5.2.5.2 Attack Methodology

Gradient inversion attacks vary depending on whether the central server is honest-
but-curious or dishonest. We provide an overview of attacks in both these settings,
covering approaches for both real-valued and discrete data, including images and
text.

Honest-but-Curious Server Many attacks are based on gradient matching [161],
where the server produces an estimate x for the private data x by minimizing the dis-
tance between the received gradient and the gradient evaluated at X. Regularization
terms can improve reconstruction quality for large batch sizes and high-dimensional
data [40, 59]. Exact reconstruction is possible in certain scenarios [29, 162].

Discrete data, like text, poses a challenge for gradient inversion attacks, as
gradient-based optimizers cannot be used directly to solve the gradient match-
ing problem. Approximate reconstruction of multiple text sequence has been
demonstrated by incorporating auxiliary language models and alternating between
discrete and continuous optimization steps [2]. Recent work has demonstrated exact
recovery of long sequences for transformer models [109].

Dishonest Server Attacks in this setting provide participants with a malicious
model to aid in the recovery of data from gradients. One approach is to select
a malicious model architecture, before the model is fixed and compiled for
production. For example, [37] propose to insert a special “imprint” layer, which
is designed with a sparse activation pattern so that each data point only activates
one or a few neurons. This allows the attacker to isolate individual data points in the
gradient.

Recent research has explored attacks against transformer-based language models,
by modifying the weights in the attention layers to achieve malicious behaviors. [26]
achieve targeted reconstruction of short sensitive sequences (e.g., social security
numbers) by modifying weights in attention layers to tag relevant sequences and
altering weights in linear layers to filter and capture only the tagged data of interest.
Similar ideas have been used to reconstruct long sequences by cleverly encoding
token information within the gradient of the model parameters [38].

5.2.5.3 Defenses

Reasonably effective defenses are available against gradient inversion attacks, albeit
at the cost of increased computation and communication overhead. Two primary
defense strategies have been proposed:

o Secure aggregation: Cryptographic protocols that aim to ensure only aggregated
updates are observed by the server [9]. While they are relatively efficient,
recovery from aggregated updates is possible for some protocols [69], and they
typically require synchronous training [156].



144 N. G. Marchant et al.

*  Homomorphic encryption: Allows computations on encrypted data, providing
strong privacy guarantees [110, 129]. While there is typically a substantial
computational and communication overhead, recent work has made progress in
addressing efficiency concerns in a federated learning context [156].

Local differential privacy, while conceptually relevant, is generally not regarded as
a practical defense against gradient inversion attacks in federated learning settings.
It tends to cause severe degradation in model utility due to the amount of noise that
must be added to achieve reasonable privacy guarantees.

5.2.6 Other Attacks
5.2.6.1 Linkage Attacks

Linkage attacks combine information from multiple data sources to re-identify or
infer sensitive information about individuals [96]. While these attacks don’t directly
exploit Al systems, they represent a significant privacy risk in the context of Al due
to the potential for automation and enhancement using Al capabilities.

Linkage attacks involve an adversary with access to auxiliary information that
can be correlated with supposedly “anonymized” data or model outputs. This
auxiliary information may be publicly available or obtained by mounting other
attacks. The adversary must have some knowledge about potentially linkable
information types. For example, an adversary might recognize that combining a
anonymized medical dataset with public voting records could link individuals based
on common attributes like age, gender, and zip code.

In an AI context, the risk of linkage attacks is exacerbated by several factors:

e Automation: Al can automate the process of finding correlations between
datasets, making linkage attacks more efficient and scalable.

e Data aggregation: Al systems often require large amounts of data from various
sources, potentially creating more opportunities for linkage attacks if not prop-
erly managed.

o Integration with Al-specific attacks: Linkage attacks become more powerful
when combined with Al-specific attacks like membership inference or model
inversion. The auxiliary information can provide the context needed to make
these attacks more effective or to interpret their results in ways that reveal more
sensitive information.

Defending against linkage attacks requires implementing formal privacy tech-
niques such as differential privacy and data minimization, alongside systematic risk
assessment processes.
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5.2.6.2 Side-Channel Attacks

Side-channel attacks against AI systems exploit indirect information leakage
through observable physical or operational characteristics, presenting unique
privacy risks beyond traditional security concerns. These attacks are particularly
relevant in enterprise Al deployments, especially when using shared infrastructure
or cloud services.

In the context of Al side-channel attacks typically aim to extract sensitive infor-
mation about the model, its parameters, or the training/inference data. The adversary
may have limited direct access to the system but can observe characteristics such as
timing, power consumption, or memory access patterns during training or inference.

Key types of side-channel attacks relevant to Al privacy include:

Timing Attacks By measuring execution time of specific operations, adversaries
can infer information about the model or input data. Notably, these attacks can
compromise differential privacy guarantees in Al systems. [63] demonstrated
success rates up to 99.65% for end-to-end timing attacks on private sums computed
with discrete Laplace noise, undermining the intended privacy guarantees.

Memory and Cache Attacks Adversaries can exploit patterns of memory access,
including cache behavior, to infer sensitive information about AI models or
their data. By monitoring which memory locations or cache lines are accessed
during model execution, attackers can potentially reconstruct parts of the model’s
architecture, parameters, or even characteristics of training or inference data. This
is particularly concerning for enterprises using multi-tenant cloud services for Al
workloads, where memory and cache resources are often shared between different
users Or processes.

Power Analysis Attacks By measuring power consumption of hardware during
model execution, adversaries can infer information about operations being per-
formed. For example, [140] use collected power traces to distinguish between
models with small architectural differences with over 90% accuracy, while [138]
recover inputs to convolutional networks running on FPGAs.

Mitigations for side-channel attacks in Al systems may involve:

* Considering the use of specialized hardware, such as TEEs, designed to resist
side-channel attacks for highly sensitive Al workloads

* Exploring the use of oblivious algorithms to mask data and memory access
patterns

* Employing side-channel-aware differential privacy frameworks that incorporate
potential information leakage into privacy calculations

* Carefully managing resource allocation in cloud environments to minimize
shared resources between different tenants
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5.3 Privacy-Enhancing Technologies

Having explored the landscape of privacy threats in enterprise Al, we now turn our
attention to privacy-enhancing technologies (PETs) designed to mitigate these risks.
These technologies offer a range of defenses against the attacks we’ve discussed,
from membership inference to gradient inversion.

This section examines these technologies, their principles, and their applications
in addressing privacy risks. Importantly, privacy in enterprise Al requires nuanced
solutions tailored to specific contexts and threat models. We will explore various
approaches, each offering distinct strengths and trade-offs in protecting sensitive
information in Al systems.

Our discussion will cover several mainstream privacy-enhancing technologies:
differential privacy, secure multiparty computation, trusted execution environments,
federated learning, and machine unlearning. Through this overview, we aim to
provide a comprehensive understanding of the tools available to enterprises for
enhancing privacy in their Al deployments, enabling informed decisions about
which technologies best suit specific use cases.

5.3.1 Differential Privacy

In the era of Al and machine learning, differential privacy (DP) has emerged as a
cornerstone of responsible data use and model development. As noted in Sects. 5.2.1
and 5.2.2, Al models trained on vast amounts of potentially sensitive data risk
inadvertently memorizing and revealing private information. This is particularly
concerning in enterprise settings, where Al systems may process confidential
customer data, proprietary business information, or other sensitive records.

DP provides a rigorous framework for bounding privacy leakage in Al systems,
enabling organizations to quantify and control the privacy-utility trade-off. It can
be applied at various stages of the machine learning pipeline, from data collection
and preprocessing to model training and deployment. At its core, DP is not a single
algorithm but a comprehensive mathematical framework encompassing a variety of
techniques and approaches.

In this section, we will explore the core concepts of DP, its different models of
deployment, and key mechanisms used to achieve DP in machine learning. We will
also discuss the challenges and limitations of DP and provide a forward-looking
outlook for enterprises considering the adoption of differential privacy in their Al
systems.
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Fig. 5.2 Illustration of the local (left) and central (right) deployment models of differential privacy

5.3.1.1 Deployment Models for Differential Privacy

Differential privacy (DP) can be implemented in various ways, depending on where
the trust boundary lies in the data processing pipeline. The two primary models are
the central and local model, as illustrated in Fig. 5.2.

Central Model In this model, a trusted curator collects and holds raw data from
individuals, applying DP mechanisms before releasing any information. This model
is often the most practical and efficient when the data is already collected and stored
in a central location, and there is a clear authority responsible for data governance.
However, it raises concerns about the concentration of raw data in one location and
requires careful implementation of security measures to guard against data breaches.

Local Model This model removes the assumption of a trusted curator. Each
individual privatizes their own data before sharing it with a data processor [32].
While this offers stronger privacy guarantees by reducing the risk of large-scale
data breaches, it typically requires much stronger noise injection, often leading to
significant utility loss. This can make complex analyses or accurate model training
challenging, limiting its practical applications.

The choice between deployment models depends on various factors including
the specific application, legal and regulatory requirements, trust assumptions, and
the desired balance between privacy and utility. In enterprise Al settings, the central
model might be more common when dealing with internal data, while the local
model could be preferred for collecting data from external sources. Regardless of
the deployment model, the fundamental principles of DP remain consistent. For
ease of exposition, we will focus on the central model in subsequent discussions.
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5.3.1.2 Formalizing Differential Privacy

Differential privacy (DP) provides a formal framework for quantifying and guaran-
teeing privacy in data analysis. The key idea is to make it difficult to distinguish
between two possible worlds: one where an individual contributes their data,
and one where they do not. This indistinguishability is achieved by introducing
controlled randomness into the data processing [34].

To formalize this concept, consider a dataset D € D containing sensitive records
from individuals and a randomized algorithm M that processes this data to produce
an output § € R. We define neighboring datasets D and D’ as those differing in
exactly one record—these correspond to the two “world” that should be difficult to
distinguish [34]. The formal definition of (e, §)-differential privacy is as follows:

Definition 5.1 A randomized algorithm M is (e, §)-differentially private if for all
neighboring datasets D, D’ € D, and for all subsets of outputs § C R:

Pr[M(D) € S] < ¢ -Pr[M(D’) € S]+3.

Here, ¢ > 0 and 0 < § < 1 quantify the privacy guarantee, with smaller values
indicating stronger privacy. When é = 0, the inequality ensures that the probability
of observing any particular event is at most ¢¢ times as likely under D as under
D’. For small ¢, this means the presence or absence of an individual changes
probabilities by at most about €.

The case where § > 0 allows for a small probability of violating this bound. This
relaxation can allow for greater utility in some cases, particularly when dealing with
unlikely events.

Selecting the Privacy Budget The parameters € and § constitute the “privacy
budget” of the algorithm, representing a trade-off between privacy protection and
output utility. Researchers at Google characterize the level of privacy into three tiers
based on the choice of € [112]:

e Tier 1: € < 1, provides a strong privacy guarantee at the expense of utility

e Tier 2: 1 < € < 10, provides a reasonable level of privacy for many applications

e Tier 3: € > 10, provides weak to no formal guarantees, however still represents
an improvement over no privacy protection at all

The parameter § should be chosen to be cryptographically small, typically scaling
inversely with the size of the dataset. A common rule of thumb is to set § < %,
where 7 is the number of records in the dataset, which ensures the probability of a
significant privacy breach remains negligible even for large datasets.

Despite the mathematical rigor of DP, explaining its guarantees to non-experts
presents significant challenges. A study by [95] found that even with carefully
designed visualizations, many participants struggled to fully grasp the implications
of different epsilon values.
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Useful Properties of Differential Privacy DP’s widespread adoption is partly due
to its practical properties:

Composition DP satisfies composition theorems that allow for accounting of
overall privacy loss when applying a sequence of DP mechanisms. Advanced com-
position techniques allow the total € to grow sublinearly with a small degradation
in 8, provided the individual privacy parameters are fixed in advance [35]. Further
improvements are possible by exploiting properties of specific mechanisms or using
variants like zero concentrated DP [14] or Gaussian DP [30]. It is also possible
to compose mechanisms while adapting privacy parameters on the fly using fully
adaptive composition [139].

Post-processing DP is invariant under post-processing, meaning any arbitrary trans-
formation of a DP output remains DP without degradation in the privacy guarantee.
This property provides robustness against unplanned analyses and simplifies the
design of privacy-preserving systems by separating privacy considerations from
downstream data uses. This flexibility is particularly valuable in evolving research
or business environments where future data needs may not be fully known at the
time of data release.

5.3.1.3 Differentially Private Mechanisms for Al

We now present two prominent differentially private mechanisms for training
Al models: Differentially Private Stochastic Gradient Descent (DP-SGD) and
Differentially Private Follow The Regularized Leader (DP-FTRL), with a primary
focus on DP-SGD due to its widespread use and general applicability.

Differentially Private Stochastic Gradient Descent DP-SGD, proposed by [1],
is a differentially private adaptation of stochastic gradient descent (SGD). It is
described in pseudocode in Algorithm 1.

Comparison with SGD DP-SGD diverges from ordinary SGD in several key
ways:

* Batching. Batches are assembled by drawing examples with/out replacement
(line 4). Deviating from this specification may compromise the privacy guar-
antee.

* Gradient Computation. Gradients are computed per example (line 6) unlike SGD,
where they are typically computed per batch.

* Gradient Clipping. Individual gradients are clipped to bound their £;-norm
(line 6). This bounds the sensitivity of the computation.

* Noise Addition. Calibrated Gaussian noise is added to the averaged clipped
gradients (line 9). This step is crucial for providing the DP guarantee.

* Privacy Accounting. The privacy loss is tracked during training to ensure it does
not exceed the prespecified budget.
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Algorithm 1 Differentially private SGD

1: Input: Training examples D = {x, ..., xy}, loss function L, learning rate »;, noise scale o,
gradient norm bound C

2: Initialize model parameters 6y randomly

3: fort=0,...,T —1do

4: Select a batch B; by either (1) sampling b examples from D without replacement or
(2) sampling examples from D with replacement with probability ¢ = b/N

5: for x; € B; do

6: Compute gradient g; <— Vo L(6;, x;)

7: Clip gradient g; < g;/ max(l, l|gill2/C)
8: end for

9:  Addnoise g < 7 (X; & + N(0,0°C?D)
10: Update model parameters 6,41 < 6; — n; &
11: end for

12: Output: 07

Practical Considerations Implementing DP-SGD involves balancing privacy and
utility. Higher privacy levels typically require more noise, potentially reducing
model accuracy. DP-SGD also incurs increased computational costs due to per-
example gradient computations and the added noise slowing convergence. The
performance can be sensitive to data distribution, with skewed or outlier-heavy
datasets potentially requiring more noise and leading to greater utility loss. As a
result, careful consideration of the data distribution and potential preprocessing may
be necessary when applying DP-SGD to real-world datasets.

Implementations DP-SGD has been implemented in several machine learning
frameworks, including TensorFlow Privacy [1] and Opacus for PyTorch [149].

Differentially Private Follow-the-Regularized-Leader DP-FTRL [66] is an
alternative mechanism particularly well suited for federated learning (see
Sect. 5.3.4). It operates on aggregated model updates rather than per-example
gradients, making it easier to implement in environments where access to individual
data points is restricted. In DP-FTRL, clients train local models using the FTRL
algorithm and send model updates to a central server, which then adds noise to
ensure differential privacy before refining the global model. While DP-FTRL offers
advantages in distributed settings, DP-SGD generally provides stronger privacy
guarantees but requires more granular data access.

5.3.1.4 Summary and Enterprise Outlook

Differential privacy has emerged as a powerful framework for protecting individual
privacy in machine learning applications. Mechanisms like DP-SGD and DP-FTRL
have made it possible to train and release models with strong privacy guarantees,
albeit at the cost of reduced utility or increased computational burden.
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For enterprises considering the adoption of DP in their Al systems, several key
considerations and future trends are worth noting:

* Regulatory Compliance: As privacy regulations evolve, DP may become increas-
ingly important for demonstrating compliance. Enterprises may consider mon-
itoring regulatory developments and examining how DP could fit into their
compliance strategies.

* Privacy-Utility Trade-offs: Organizations need to carefully balance privacy guar-
antees with model performance. This may involve sector-specific assessments of
acceptable privacy levels and performance thresholds.

» Explainability and Trust: DP can be a powerful tool for building trust with
customers and stakeholders; however, communicating its benefits and limitations
remains challenging. Enterprises may consider developing strategies for effec-
tively explaining their privacy-preserving measures.

As the field progresses, we can expect differential privacy to become an increas-
ingly integral part of the enterprise Al landscape, particularly in domains dealing
with sensitive data. Organizations that proactively engage with DP technologies and
build relevant expertise will be better positioned to navigate the evolving privacy
landscape while leveraging the potential of their data assets.

5.3.2 Secure Multiparty Computation

Secure multiparty computation (SMPC) mitigates privacy risks when multiple
parties wish to cooperate by sharing data and compute, for example, when jointly
learning a model from a distributed dataset. This section examines two fundamental
approaches to SMPC that have demonstrated particular promise for Al applications:
secret sharing and homomorphic encryption.

5.3.2.1 Secret Sharing

Secret sharing splits data into seemingly random “shares” distributed among
multiple parties, where individual shares reveal nothing about the original data, yet
computations performed on these shares yield meaningful results when combined.
It allows organizations to collaborate on data analysis, model training, and inference
tasks without exposing their underlying data assets.

For Al applications requiring both collaboration and data protection, several
secret sharing approaches form the foundation of secure computation:

* Shamir’s Threshold Secret Sharing [120] implements a (¢, n)-threshold scheme
using polynomial interpolation where any ¢ out of n parties can reconstruct the
secret, providing information-theoretic security.
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* Replicated Secret Sharing as used in CryptGPU [124] distributes redundant
shares so each party in their 2-out-of-3 scheme holds two shares, enabling faster
computation with lower communication overhead.

* Additive Secret Sharing splits a secret s into shares that sum to the original value
(s = s1 + s2 + ... + s,), enabling efficient addition and forming the basis of
frameworks like SecureML [92].

* Boolean Secret Sharing operates on bits rather than field elements, enabling
efficient implementation of non-linear operations such as ReLU activation
functions and comparison-based operations [108].

These primitives are used in a complete SMPC system as follows:

1. Input Sharing: Data owners distribute their private inputs using one of the secret
sharing schemes described above.

2. Secure Evaluation: Parties perform computations directly on shares without
revealing the underlying data.

» Addition operations can typically be performed locally without interaction.

* Multiplication operations require carefully designed protocols with commu-
nication between parties.

* Complex operations like neural network activations require specialized proto-
cols.

3. Output Reconstruction: Only the final results are revealed, while intermediate
values remain protected.

The choice of sharing scheme directly impacts the performance-security trade-
off. For example, additive sharing enables fast addition operations and serves as a
key component in matrix multiplications, while Boolean sharing excels at non-linear
functions like ReLU and sigmoid.

Al workloads present unique challenges for SMPC due to their computational
intensity. Several frameworks have emerged to address these requirements:

SecureML [92] implements privacy-preserving machine learning between two
non-colluding parties using several secret sharing primitives. It achieves effi-
ciency through optimized fixed-point arithmetic, vectorized operations, and SMPC-
friendly activation functions. On a dataset of size 60,000 with 784 features, their
implementation runs logistic regression in less than 30 seconds and trains a 3-
layer neural network within 6 hours. The Python code below demonstrates linear
regression, accomplished with a few lines of code.

Linear Regression using SecureML
# 1. Forward propagation
y_pred = secure_multiply(X_shared, w_shared)

# 2. Compute difference from true labels
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diff = y_pred - y_shared

# 3. Compute gradient
gradient = secure_multiply(X_shared.T, diff)

# 4. Update weights
w_shared = w_shared - learning_rate * gradient

CrypTen [72] bridges theoretical SMPC protocols and practical Al development
with a PyTorch-like API, enabling seamless transition to SMPC. This is demon-
strated below where the code appears like idiomatic PyTorch code.

SGD step in PyTorch and CryptTen

# Given encrypted tensors X, y, W

# Secure SGD update in CrypTen

grad = (x.matmul (w) - y).matmul(x.transpose(®, 1))
w = w - alpha * grad

CryptGPU [124] addresses SMPC computational bottlenecks through GPU
acceleration. Using replicated secret sharing in a three-party honest-majority setting,
it achieves 150x faster convolutions, 10x faster ReLLU activations, and 2-36 x end-
to-end acceleration for training and inference by mapping secret-shared operations
to GPU-optimized primitives.

Recent advances have expanded secret sharing—based SMPC beyond traditional
neural networks to transformer architectures. SIGMA [45] enables secure GPT
inference using function secret sharing, processing 13 billion parameter models in
33 seconds. SHAFT [70], utilizing arithmetic secret sharing, further reduces com-
munication overhead by ~25-41% while maintaining running times comparable to
SIGMA.

5.3.2.2 Homomorphic Encryption

Homomorphic Encryption (HE) enables direct computation on encrypted data
without decryption. HE schemes preserve algebraic structure between plaintext and
ciphertext domains, with two fundamental properties:

* E(x)® E(y) = E(x + y) [Additive homomorphism]
e E(x)® E(y) = E(x x y) [Multiplicative homomorphism]

These properties allow operations on encrypted data to yield results that, when
decrypted, match the operations performed on the original plaintext. HE schemes
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Table 5.1 Comparison of HE schemes by type: partially homomorphic encryption (PHE),
somewhat homomorphic encryption (SWHE) and fully homomorphic encryption (FHE). Here

T denotes “with bootstrapping,” and * denotes “without bootstrapping”
Type Scheme Operations Data type Applications
PHE RSA Multiplication only Integers Digital signatures, data
aggregation
Paillier Addition only Integers Statistical analysis,
electronic voting
ElGamal | Multiplication only | Integers Privacy systems
SWHE | BGN Limited addition and | Integers Quadratic functions
1 multiplication
BGV Limited* Integers Integer arithmetic
BFV Limited* Integers Boolean circuits
CKKS Limited* Real/complex Machine Learning, statistics
FHE GSW Unlimited operations | Boolean Circuit evaluation
BGV Unlimited" Integers Integer arithmetic
BFV Unlimited® Integers Boolean circuits
CKKS Unlimited" Real/complex Machine learning, signal
processing
TFHE Unlimited® Boolean Circuit evaluation, logic
operations
FHEW Unlimited" Boolean Boolean circuits
MKHE Varies by base Base dependent | Cross-organization
scheme computation

can be categorized by their computational capabilities and efficiency trade-offs,
ranging from partially homomorphic, which supports single operations, to fully
homomorphic, which supports arbitrary computations, as detailed in Table 5.1.

Among recent schemes, CKKS [24] advances Al-compatible HE by enabling
approximate arithmetic on real/complex numbers. By encoding vectors directly
into polynomial rings, it eliminates integer conversion overhead; this is a critical
optimization for privacy-preserving neural networks and ML workloads.

Despite promising theoretical foundations, Homomorphic Encryption faces sub-
stantial practical challenges for Al deployment. FHE operations remain 3—6 orders
of magnitude slower than their plaintext equivalents, creating a significant perfor-
mance gap that impacts real-world applications [6]. Memory efficiency presents
another critical concern, as ciphertexts typically expand in size by 2-3 orders
of magnitude compared to plaintexts. This expansion is particularly problematic
for deep learning models with millions of parameters, where encrypted inference
can require gigabytes of memory even for relatively small networks. Additionally,
optimal HE parameter selection introduces complexity through necessary trade-offs
between security levels, numerical precision, and circuit depth, requiring careful
consideration during implementation.

Recent engineering advances are rapidly closing implementation gaps in homo-
morphic encryption for Al applications. Hardware acceleration has achieved
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remarkable breakthroughs, with FPGA implementations demonstrating speedups
ranging from 13x to over 3200x [123, 146]. Domain-specific architectures have
emerged as critical enablers, with systems like HEAX [115], F1 [118], HAAC [91],
and Cinnamon [58] leveraging parallel computation across different scales. Par-
ticularly noteworthy is OLA [146], which implements scale-out architectures that
distribute computational workloads across multiple chips to maximize throughput
for complex neural network operations.

Algorithmic optimizations have simultaneously addressed memory and commu-
nication bottlenecks through advanced data encoding techniques. Frameworks such
as TenSEAL [5] and Gazelle [65] have dramatically reduced resource requirements,
with Gazelle achieving a remarkably compact 0.5MB memory footprint. These
optimizations are complemented by compiler-level innovations from systems like
EVA [28] and Zama’s Concrete-ML [154], which automate parameter selection,
optimize circuit depth, and approximate non-linear functions with polynomials,
enabling efficient encrypted computation without requiring deep cryptographic
expertise from developers.

The integration of these advancements has enabled the development of practical
privacy-preserving Al systems. Hybrid cryptographic frameworks like Cheetah [50]
strategically combine homomorphic encryption for linear operations (convolution,
batch normalization, fully-connected layers) with oblivious transfer protocols for
non-linear activations (ReLU, truncation), to reduce latency and communication
overhead.

Production-ready libraries have further bridged research-practice gaps, with
Microsoft SEAL providing general-purpose HE capabilities that form the founda-
tion for many higher-level implementations. OpenMined’s TenSEAL, built upon
SEAL, extends these capabilities with specialized support for tensor operations
including addition, subtraction, and multiplication, making it particularly suitable
for machine learning workloads. NVIDIA has integrated HE into its Clara Train
SDK to enable privacy-preserving federated learning, while IBM’s HEIlib [46] offers
highly optimized implementations of multiple HE schemes. Intel’s HE-Transformer
completes this ecosystem by enabling efficient tensor operations on encrypted data
through hardware-optimized primitives.

5.3.2.3 Summary and Enterprise Outlook

Secret sharing distributes data fragments across multiple parties who must coor-
dinate computation, providing post-quantum resistance and robustness against
certain corruptions, but requiring significant communication overhead. Homomor-
phic Encryption allows computing directly on encrypted data without decryption,
offering a stronger threat model but suffering from extreme computational costs and
vulnerability to side-channel attacks. Both approaches remain orders of magnitude
away from efficiently supporting large Al models.

As hardware acceleration continues to evolve through specialized FPGA imple-
mentations and domain-specific architectures, and as algorithmic innovations fur-
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ther reduce computational and communication overhead, we can expect wider
adoption of SMPC techniques across industries where data privacy is paramount.

Organizations implementing SMPC should first evaluate which approach best
matches their specific privacy needs and technical constraints. Enterprises should
leverage production-ready frameworks like TenSEAL, Microsoft SEAL, or CrypTen
that offer streamlined development through high-level APIs and machine learning
framework integrations. Hybrid approaches can optimize privacy-utility trade-offs
by applying SMPC only to the most sensitive computations. For sustained privacy
requirements, investing in specialized hardware accelerators (now available through
many cloud providers) can substantially improve performance. While SMPC is
not yet viable for all Al workloads, organizations should begin exploring these
technologies now, as privacy-preserving computation is becoming both a regulatory
necessity and competitive advantage.

5.3.3 Trusted Execution Environments

Trusted Execution Environments (TEEs) can provide protection to Al workloads via
isolation—allowing such workloads to run in an untrusted computing environment.
TEEs provide hardware-enforced isolation for sensitive computations, creating
protected enclaves where code and data remain confidential even from privileged
software like operating systems. This architecture [87] establishes processor-level
security features that create distinct trusted and untrusted execution domains,
enabling secure execution of confidential workloads in otherwise untrusted cloud
environments.

Figure 5.3 illustrates one approach to hardware-enforced isolation between
trusted and untrusted execution environments [122]. This figure demonstrates a clear
boundary between a non-secure world with untrusted applications on a conventional
operating system (OS) and a secure world where trusted applications operate on
a specialized trusted OS. This security model ensures only trusted applications
can access sensitive processor functions, protected memory regions, and dedicated
peripherals. This security model provides confidentiality and integrity protection
that persists even when the cloud provider presents risks, though it’s worth noting
that sophisticated attackers with physical access may still potentially bypass these
protections through side-channel methods.

However, it’s important to note that not all TEEs operate according to this exact
model. For instance, Intel Software Guard Extensions (SGX) implements a different
approach that doesn’t require a separate trusted OS counterpart, instead creating
secure enclaves directly within the untrusted operating system environment [87].
These enclaves utilize hardware-based memory encryption and integrity verifica-
tion to protect sensitive data and computations from privileged software. While
Fig. 5.3 shows a clear physical separation between environments, the underlying
mechanisms for establishing and maintaining isolation vary considerably across
TEE technologies. Some implementations rely on processor modes and hardware
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Fig. 5.3 Hardware-enforced isolation: trusted vs. untrusted execution environments

security extensions, while others use memory encryption and attestation protocols.
This architectural diversity enables TEEs to be deployed across various comput-
ing environments—from resource-constrained mobile devices to high-performance
cloud infrastructure—while maintaining strong security guarantees appropriate to
each context’s specific requirements and threat models.

5.3.3.1 Commercial TEE Hardware Architectures

The landscape of Trusted Execution Environment (TEE) technologies has evolved
significantly, with numerous commercial implementations now available across
diverse computing platforms. These technologies can be broadly categorized into
hardware-centric TEEs that embed security directly into processors and chipsets
and cloud service TEEs that provide confidential computing capabilities as managed
offerings. As shown in Table 5.2, which represents our compilation of informa-
tion from vendor documentation and product Web sites as of May 2025, each
architecture employs distinct approaches to achieving the fundamental TEE goals
of isolation, encryption, and attestation. Hardware-centric solutions range from
Intel’s enclave-based SGX to ARM'’s dual-world TrustZone architecture, while
cloud providers have integrated these hardware technologies into their service
offerings. Understanding the security features and market availability of these TEE
architectures is essential for organizations seeking to implement robust security
measures for their most sensitive computational workloads.

5.3.3.2 CPU-GPU TEE Integration

In the trusted execution landscape, CPU-based and GPU-based TEEs have devel-
oped along separate technological paths due to fundamental differences in hardware
architecture, instruction sets, and execution models [134]. CPU TEEs (like Intel
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Table 5.2 Commercial Trusted Execution Environment (TEE) architectures

TEE technology
Hardware-Centric TEEs
Intel SGX

ARM TrustZone

NVIDIA Confidential
Computing

AMD SEV

IBM Secure Service
Container

Apple Secure Enclave

Samsung Knox

Cloud service TEEs

Google Confidential
Computing

Microsoft Azure
Confidential Computing

Alibaba Cloud Confidential
Computing

Key security features

Application-level enclaves
with memory encryption,
attestation, and isolated
execution
Secure/non-secure world
separation with
hardware-enforced isolation
GPU workload protection,
secure memory, and
protected execution paths
VM memory encryption,
nested page protection, and
secure VM launch

Encrypted containers,
tamper protection, and
automatic data encryption
Isolated security processor,
encrypted memory, and
secure boot chain

Isolated workspace, secure
boot, and real-time kernel
protection

Isolated VMs, confidential
containers, and AMD
SEV-based protection

SGX VMs, confidential
containers, and attestation
services

SGX and SEV support, data
isolation, and encryption in
use

Market availability

Widespread in server
market, reduced in
consumer chips

Billions of devices
across mobile and
embedded markets

Enterprise GPU
offerings for AI/ML
workloads

Widely deployed in
EPYC servers for cloud
and enterprise data
centers

IBM Z mainframes and
LinuxONE systems for
enterprise market

All modern Apple
devices (iPhones, iPads,
Macs)

Samsung enterprise and
consumer mobile
devices

Google Cloud Platform
commercial service

Azure cloud service
offerings

Alibaba Cloud
commercial offering

SGX, AMD SEV, and ARM TrustZone) evolved earlier and focus on general-
purpose computing security, while GPU TEEs (such as NVIDIA’s Confidential
Computing) emerged more recently to address the specific needs of parallel
computation in Al workloads. Despite this separate development, modern enterprise
Al deployments increasingly demand seamless integration between these distinct
security technologies to provide comprehensive protection across heterogeneous
computing resources.

Modern enterprise Al security systems now use hybrid approaches that combine
these complementary TEE technologies into unified security zones. These integrated
systems create end-to-end secure computing paths where data remains protected
throughout its lifecycle, from ingest and preprocessing (secured by CPU TEEs)
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through model training and inference (protected by GPU TEEs). This security
coverage spans the entire Al pipeline, creating a continuous chain of trust across
different computing resources [127]. In typical production environments, Intel SGX
or AMD SEV secures the data preparation and management stages, while NVIDIA’s
confidential computing technologies protect the compute-intensive model execu-
tion.

Recent benchmarks on NVIDIA H100 GPUs reveal that TEE security features
add minimal performance overhead for Al workloads. [163] demonstrated that
enabling TEE mode on HI00 GPUs incurs less than 7% average performance
penalty for LLM inference tasks, with this overhead approaching zero for larger
models. Significantly, the performance impact stems primarily from encrypted
data transfers between CPU and GPU TEEs across the PCle bus, not from
computations within the GPU itself. These findings are particularly relevant for
enterprise Al deployments, confirming that TEE protection becomes more efficient
precisely for the large-scale, computation-intensive workloads typical in production
environments.

The research community has also made significant progress in developing trusted
execution environments for heterogeneous computing systems, with substantial
efforts focusing on the integration of CPUs and GPUs to address their unique
security challenges while minimizing performance overhead. Early prototypes
like Graviton established secure channels between untrusted hosts and GPUs,
while HIX advanced this approach by placing key GPU control functionalities
within a CPU-based enclave [135]. HETEE proposed a data-center level GPU
TEE supporting confidential computing without requiring chip-level modifications.
ARM-based TEE research has evolved with StrongBox, the first ARM-based
GPU TEE for secure computation without hardware modifications, and CRONUS,
which developed a framework supporting spatial sharing within accelerators [135].
Most recently, PORTAL [119] addresses the challenges of integrating diverse co-
processors and peripherals within mobile ARM SoCs by achieving secure device I/O
through strict memory isolation without memory encryption, specifically targeting
performance, scalability, and power efficiency challenges that have hindered wider
adoption of confidential computing architectures.

5.3.3.3 Security Vulnerabilities and Mitigation Strategies

Vulnerabilities While integrated TEE technologies offer promising security ben-
efits across CPU-GPU environments, they remain vulnerable to a range of sophis-
ticated attacks that must be addressed to ensure truly secure heterogeneous com-
puting. Side-channel attacks represent a critical threat to heterogeneous TEEs,
especially in CPU-GPU systems. Traditional TEE protections focus primarily
on preventing direct memory access from untrusted software but often fail to
address the subtle information leakage that occurs through execution patterns,
memory access timing, and resource contention. TEEs offer inadequate protection
against sophisticated side-channel attacks exploiting cache timing or page faults,
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as demonstrated by successful attacks against Intel SGX enclaves [144]. Similarly,
speculative execution attacks like Spectre and Meltdown, as well as physical attacks
including cold boot and power analysis techniques, continue to pose significant
threats to TEE security guarantees [133].

These side-channels become even more problematic in heterogeneous comput-
ing environments where the architectural complexity introduces additional attack
surfaces. Researchers have demonstrated multiple attack vectors unique to GPU
environments, including microarchitectural attacks exploiting shared resources
(such as L2 caches across GPUs connected via NVLink), timing attacks based
on GPU-specific execution patterns, and physical access vulnerabilities targeting
PCle traffic. Academic studies [33, 135] have highlighted specific vulnerabilities
in various GPU architectures, showing that even with TEE protection, challenges
remain in securing the entire computational pipeline. The complexity of CPU-
GPU interactions creates unique side-channel vulnerabilities that are difficult to
address through hardware isolation alone, as TEEs alone cannot prevent side-
channel leakage through memory access patterns.

Defenses Frameworks like STACCO provide sophisticated differential analysis
techniques to identify subtle side-channel vulnerabilities in TEE implementations
[144]. Ohrimenko et al. [104] demonstrated how CPU TEEs can be leveraged
constructively by implementing data-oblivious machine learning algorithms within
Intel SGX enclaves. By ensuring “uniform” memory access patterns regardless of
input data, these techniques effectively shield sensitive information from memory
side-channel observation. This approach has been further advanced by TLBlur
[132], which automatically tracks and prefetches page accesses to conceal execution
patterns from privileged adversaries. The complementary nature of TEEs and
oblivious algorithms represents a crucial research direction for privacy-preserving
Al applications, combining hardware isolation against direct attacks with algo-
rithmic protections that can eliminate the subtle information leakage traditionally
undermining TEE security guarantees. By combining hardware TEE protections
with algorithmic techniques, the system can provide strong security guarantees:
hardware isolation to prevent direct access and algorithmic solutions to mitigate
some of the indirect observations through side-channels. These findings inform
ongoing research in hardening TEE implementations to address attack surfaces
through techniques like resource partitioning, cache isolation, and encrypted mem-
ory systems.

5.3.3.4 Summary and Enterprise Outlook

Trusted Execution Environments provide hardware-enforced isolation for sensitive
Al workloads, with modern implementations now effectively spanning heteroge-
neous CPU-GPU architectures. Despite significant advances in integration that
minimize performance penalties for large models (less than 7% for LLMs on
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NVIDIA H100 GPUs), there are several aspects that enterprises may consider before
deploying these technologies. For example, for effective TEE implementation, Al
teams should identify critical pipeline components requiring protection, establish
continuous attestation chains across processing stages, and develop clear gover-
nance frameworks for confidential computing deployments.

In parallel with implementation advancements, academic-industry collaborations
continue to standardize secure communication between heterogeneous TEEs and
unify attestation protocols [27]. These standardization efforts complement technical
implementations [127, 134] and enhance the viability of secure Al deployments
across diverse hardware environments. However, even with standardized proto-
cols, security remains contextual to specific deployments. When deploying TEE
technologies, organizations should conduct thorough threat modeling end to end,
including the supplier of the TEEs and the environment where TEEs are deployed.
For example, if memory side-channels are a threat, then susceptibility of the code to
information leakage should be evaluated, and methods for hardening Al workloads
should be considered.

5.3.4 Federated Learning

The principle of data minimization is fundamental to privacy preservation, but it
presents a significant challenge for traditional machine learning approaches that rely
on centralized data collection. Federated learning (FL) addresses this challenge by
enabling model training across multiple clients without sharing raw data. In FL,
clients collaboratively train a model by exchanging model weights or gradients,
either among themselves or with a centralized server.

However, as discussed in Sects.5.2.2 and 5.2.5, these model updates are not
intrinsically privacy preserving and can potentially leak information about the
underlying training data. While basic FL schemes remain vulnerable to such
leakage, it is possible to mitigate these risks by integrating additional privacy-
enhancing technologies, such as secure multiparty computation, secure enclaves,
and differential privacy covered in previous sections.

This section will examine the key principles of federated learning, analyze
its privacy benefits and challenges, and explore how it can be combined with
other PETs to enhance privacy. We will also discuss practical considerations for
implementing FL in enterprise settings.

5.3.4.1 Federated Learning Deployment Modes

Federated learning can be deployed in two primary modes, each with distinct privacy
implications:
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Centralized FL. A central server orchestrates the learning process, with clients
downloading the current model, training locally, and sending updates back for
aggregation. While straightforward to implement and manage, this mode introduces
a single point of failure and may raise trust issues regarding the central server,
potentially allowing for inference attacks [98].

Decentralized FL. Clients communicate directly with each other, sharing updates
in a peer-to-peer fashion using technologies such as gossip protocols [126] or
blockchain [3]. This mode is more resilient to failures and can offer stronger privacy
guarantees by eliminating a central point of visibility. However, it’s more complex to
implement and may be more vulnerable to inference attacks from malicious clients
[84].

The choice of deployment mode depends on factors including privacy require-
ments, network topology, and computational resources. For example, a consortium
of banks might prefer decentralized FL for a fraud detection model to ensure no
single entity has complete visibility of all updates, while a company improving
product recommendations across branches might choose centralized FL for easier
management, with appropriate security measures at the central server.

5.3.4.2 Federated Averaging: A Canonical FL Algorithm

To grasp both the privacy benefits and challenges of federated learning, it’s helpful
to understand the process. Federated Averaging (FedAvg) [88], which extends
stochastic gradient descent to the federated setting, is one of the most widely used
algorithms for centralized FL and has served as a foundation for more advanced
algorithms.

The FedAvg process, as detailed in Algorithm 2, proceeds as follows:

1. Initialization: A central server chooses a model architecture and initializes
global weights wy (line 2).

2. Client Selection: For each round, the server selects a subset of clients to
participate (line 4).

3. Local Training: Selected clients receive the current global model weights and
perform local training (line 6). This step is crucial for privacy preservation, as all
data handling occurs locally.

4. Aggregation: The server aggregates the updates by averaging model parameters
from all participating clients (line 8).

5. Iteration: Steps 2—4 are repeated for multiple rounds until the model converges
or a predefined number of rounds is reached.

While clients never share raw data, which is a key privacy-preserving aspect
of FL, these model updates can still potentially leak information, necessitating
additional privacy measures discussed next.



5 Data Privacy in Enterprise Al 163

Algorithm 2 Federated averaging

1: procedure FEDAVG > Run on server
2 Initialize global weights wq

3 foreachroundr =1,2,...do

4 Select a subset S; of K clients

5 for client k € S; in parallel do

6: wk < CLIENTUPDATE(k, w;—_1)

7 end for

8 Global weight update: w, <« % D kes, wk

9 end for
10 return Global weights w,
11: end procedure
12: procedure CLIENTUPDATE(k, w) > Run on client &
13: Randomly partition local data into batches 8
14: for epochi =1,..., E do
15: for batch x € B do
16: Local weight update: w < w — nVL(w; x)
17: end for
18: end for
19: return Local weights w to server

20: end procedure

5.3.4.3 Additional Privacy Measures

While federated learning offers inherent privacy advantages by keeping raw data
localized, it’s not immune to privacy vulnerabilities. As discussed in Sects.5.2.5
and 5.2.2, gradients or model weights can leak information about the training data.
This risk exists in both centralized and decentralized FL settings, and even the final
global model can pose privacy risks similar to those in standard centralized learning.

To address these vulnerabilities, FL is often combined with other privacy-
enhancing technologies:

Differential Privacy (DP) Both local and central DP can be applied to FL. With
local DP, clients add noise to their weight updates before sending them to untrusted
parties [130]; however, it typically results in poor utility for a reasonable level of
privacy [71]. A more practical approach is central DP, which assumes a trusted
central server while preventing privacy leakage in the final model. For example, DP-
FedAvg [41] adapts the FedAvg algorithm (Algorithm 2) to limit an attacker’s ability
to determine whether a specific client participated in the training process. This is
distinct from protecting individual data points and works by sub-sampling clients
and adding noise during the aggregation step, effectively hiding a single client’s
contribution.

Secure Multiparty Computation (SMPC) SMPC techniques, particularly secure
aggregation and homomorphic encryption, can be integrated into FL to enhance
privacy during the training process. Secure aggregation protocols efficiently protect
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individual updates during aggregation but leave the aggregated update exposed to
the central server and require synchronous training [9]. Homomorphic encryption
offers stronger protection by securing both individual and aggregated updates,
but at a higher computational cost. These approaches have different threat model
assumptions: secure aggregation typically assumes an honest-but-curious central
server, while homomorphic encryption provides stronger guarantees against a
malicious server.

Trusted Execution Environments (TEEs) TEEs offer hardware-based isolation
for sensitive computations in FL, primarily used on the server side to protect
the aggregation process [90]. In a typical setup, clients encrypt model updates
before transmission, and the server’s TEE decrypts and aggregates the updates in
a protected environment. While TEEs offer strong privacy guarantees, they assume
trustworthiness of the hardware manufacturer and TEE implementation and can be
vulnerable to side-channel attacks [13].

By combining these technologies, FL. can provide robust privacy guarantees
against a wide range of threat models. However, each technology comes with its own
trade-offs in terms of computational overhead, communication costs, and potential
impact on model utility.

5.3.4.4 Summary and Enterprise Outlook

Federated learning represents a significant advancement in privacy-preserving Al,
allowing enterprises to collaborate on model training while respecting data privacy
and ownership. By keeping raw data localized and sharing only model updates,
FL provides a foundation for overcoming data silos and enabling collaboration
in scenarios where direct data sharing is infeasible. The integration of additional
privacy-enhancing technologies, such as secure aggregation protocols and Trusted
Execution Environments (TEEs), has largely addressed privacy concerns in the FL
training process.
Looking forward, enterprises considering FL. implementation should:

» Assess their specific use case and privacy requirements to determine the most
appropriate FL. deployment mode and additional privacy measures needed

* Invest in building technical expertise or partnering with specialized providers to
navigate the complexity of implementing secure FL systems

¢ Stay informed about advancements in differentially private machine learning,
as these will be crucial for protecting the privacy of final aggregated models,
especially if they are to be released or shared

As privacy-preserving FL becomes more accessible, enterprises that proactively
develop capabilities in this area will be well positioned to leverage collaborative
learning opportunities while maintaining robust privacy protections. This could lead
to competitive advantages through improved models and expanded collaboration
possibilities, all while adhering to stringent privacy standards.
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5.3.5 Machine Unlearning

The “right to erasure” enshrined in privacy regulations such as the European
Union’s General Data Protection Regulation (GDPR) has sparked growing interest
in data deletion practices. While these regulations don’t explicitly extend to trained
models, research demonstrating that models can memorize training data [15] has
raised privacy concerns and potential regulatory implications. In response, the field
of machine unlearning has emerged, aiming to develop methods to remove the
influence of specific data points from trained models efficiently, without the need
for complete retraining.

This section explores the landscape of machine unlearning techniques, cate-
gorizing them into certified and heuristic approaches. We discuss their privacy
implications and challenges and provide an outlook for this emerging field with
recommendations for organizations considering unlearning as a privacy-enhancing
technology.

5.3.5.1 Unlearning Approaches

Machine unlearning approaches can be broadly categorized into certified and
heuristic methods.

Certified Approaches Certified unlearning approaches provide guarantees about
the extent to which data has been “forgotten.” Most operate by performing an
approximate update to the model (such as a Newton or gradient step) followed
by the addition of noise [43, 102]. This can produce a model statistically indis-
tinguishable from one retrained without the data to forget. The notion of statistical
indistinguishability can be formalized in various ways. One common approach due
to [43] is inspired by (e, §)-differential privacy. It provides more effective unlearning
guarantees as € and § approach zero.

Definition 5.2 Let A be a training algorithm that produces a model 6§ = A(D)
given training data D. An unlearning algorithm U is an (€, §)-unlearner for A if, for
any subset Z C D to be forgotten, the distributions of A(D\ Z) and U (A(D), D, Z)
are (e, 6)-indistinguishable.

While offering formal guarantees, certified methods have limitations. Many
rely on assumptions such as strong convexity, which are not satisfied by popular
models like neural networks [43, 102], although researchers are trying to lessen
these assumptions [94, 157]. Moreover, they often struggle with multiple successive
erasure requests and can negatively impact model performance due to noise
addition.

Notably, there is a strong connection between certified unlearning and differential
privacy, with the latter providing strong unlearning guarantees even for adaptive
deletion requests that depend on previously published models [44].
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Heuristic Approaches Heuristic approaches approximate the effect of retraining
without erased data, often using techniques such as influence functions [74] or
fine-tuning on the retained data. While more practical for complex models, they
lack formal guarantees. Popular heuristic methods include Amnesiac [42], which
selectively reverses parameter updates from batches containing data to be erased;
SISA [10], which trains multiple models on disjoint data subsets so that only some
of the models need to be retrained; and SCRUB [75], which uses a teacher-student
formulation to unlearn.

Researchers typically evaluate these methods empirically, using metrics such
as the similarity to a fully retrained model or resistance to membership inference
attacks on erased data. However, the lack of formal guarantees means that these
methods may not fully remove all traces of erased data from the model.

5.3.5.2 Privacy Considerations

While unlearning methods aim to enhance privacy by removing the influence of
specific data points, they also introduce new privacy considerations and potential
vulnerabilities.

Longitudinal Privacy Risks The release of multiple versions of unlearned models
over time introduces significant privacy challenges. [22] demonstrated that differ-
encing attacks can potentially reconstruct erased data by comparing successive
model versions. This vulnerability is particularly concerning when successive
unlearned models are released as data removal requests are processed. To mitigate
these risks, organizations may need to limit the frequency of model releases or
employ techniques that add noise to model updates to obscure the effects of
individual unlearning operations.

Interaction with other PETs Unlearning methods do not exist in isolation but
rather complement and interact with other privacy-enhancing technologies (PETs).
For instance, combining unlearning with differential privacy (DP) can provide
stronger privacy guarantees [44, 49]. DP can be applied to the unlearning process
itself, ensuring that the act of removing data doesn’t leak information about the
removed data. Unlearning can also be integrated into federated learning systems
for local data removal without requiring access to the central model [81]. However,
these combinations may introduce new challenges, such as increased computational
complexity or potential degradation in model utility, requiring careful balancing of
privacy and performance objectives.

Adversarial Unlearning Requests The ability to request data removal opens up
new avenues for attacks. Malicious actors could potentially exploit unlearning
mechanisms to degrade model performance by strategically requesting the removal
of critical training examples [51] or use carefully crafted sequences of unlearning
requests to extract information about the training data or the model. Defending
against such attacks requires robust verification mechanisms to ensure the legit-
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imacy of unlearning requests, as well as techniques to maintain model integrity.
Organizations must consider not only the privacy implications for data subjects but
also the security of the machine learning system as a whole when implementing
unlearning.

5.3.5.3 Summary and Enterprise Outlook

While machine unlearning shows promise in addressing privacy concerns and poten-
tial future regulatory requirements, it remains primarily a research topic rather than
a technology ready for deployment. As we’ve demonstrated, current approaches
face significant challenges, including limited scalability, potential impacts on model
performance, and vulnerability to longitudinal privacy risks.

Although unlearning is not yet ready for enterprise deployment, forward-thinking
organizations could:

* Monitor developments in unlearning research, particularly advancements in
efficiency, scalability, and privacy guarantees

¢ Assess the potential impact of unlearning on existing machine learning pipelines
and data management practices

* Engage with legal and compliance teams to evaluate how unlearning might fit
into broader data protection strategies

As the field matures, unlearning may become an essential tool in the privacy-
preserving machine learning toolkit. Organizations that proactively engage with
unlearning research will be well positioned to leverage its potential benefits.

5.4 Privacy in the Era of Generative Al

The rise of large foundation models and generative Al has fundamentally altered the
privacy landscape. While many traditional privacy risks and protection mechanisms
still apply, the unique characteristics of these models introduce novel challenges
and exacerbate existing ones. This section explores how the privacy landscape
has shifted in the era of generative AI, focusing on new and amplified risks,
the limitations of existing privacy-enhancing technologies (PETs), and emerging
approaches to privacy protection.

5.4.1 Privacy Risks in the Generative Al Era

Generative Al models, particularly large language models (LLMs), have not only
amplified existing privacy risks but also introduced new concerns. One of the most
significant issues is the unprecedented capacity for memorization exhibited by these
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models. As they scale up, LLMs have been shown to memorize and potentially leak
more information from their training data, amplifying the risk of data extraction
attacks [16]. Interestingly, recent research has found that LLMs exhibit higher
memorization of data presented earlier and later in training, suggesting that placing
sensitive data in the middle of training might be beneficial for privacy protection
[76].

The outputs of generative models present another challenge, as they are typically
much more information dense than those of traditional classification and regression
models. This increased information density results in a higher risk of information
leakage, not just from training data but also from sensitive information in input
prompts [143]. The risk is further compounded by the advent of multi-modal
models like CLIP [113], which introduce new privacy vulnerabilities from the
interaction between different data modalities. These models are susceptible to
membership inference attacks that exploit the relationship between text and image
data, potentially revealing more information than single-modality models [73].

LLMs also face unique security challenges that have privacy implications. They
are vulnerable to “jailbreaking” attacks, where carefully crafted prompts cause
the model to bypass its safety constraints. Such attacks have been shown to
successfully extract private information from commercial models such as ChatGPT
[78]. Moreover, the reasoning capabilities of LLMs enable them to perform linkage
attacks given access to external data provided in prompts or via retrieval-augmented
generation [106]. This is particularly concerning as it allows malicious actors to
automate and scale attacks that previously may have been limited by human labor
constraints.

Lastly, the massive datasets required to train foundation models often involve
complex, opaque data supply chains. This opacity introduces new privacy risks
related to unauthorized data use, lack of consent, and potential violations of data
protection regulations. [158] argue that consent management is needed throughout
the data lifecycle, and training information and metadata must be preserved to
enable side-effect mitigation, such as through unlearning techniques.

5.4.2 Limitations of Existing PETs in the Generative Al
Context

Traditional privacy-enhancing technologies (PETs) face new challenges when
applied to large foundation models and generative Al.

Differential privacy (DP), a cornerstone of privacy protection, encounters signif-
icant hurdles in this new context. While DP remains a powerful tool, its application
to generative models can result in substantial utility loss [151]. The scale of data
required for pre-training makes DP seem infeasible at that stage, although it has
shown promise in fine-tuning scenarios [150]. In the domain of computer vision,
applying DP to the training of diffusion models typically leads to divergence for
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small-scale datasets, while its feasibility for larger datasets remains an open question
[23].

Federated learning (FL), another popular PET, also faces challenges in the
context of generative AI. While FL can help protect raw data by keeping it
decentralized, the aggregated updates in FL settings can still leak significant
amounts of private information, particularly in the context of language models
[38]. This leakage undermines the privacy guarantees that FL aims to provide,
necessitating additional protective measures.

Secure computation techniques, such as secure multiparty computation (SMPC)
and trusted execution environments (TEEs), encounter scalability issues when
applied to foundation models. The immense computational requirements of these
models make traditional SMPC and CPU-based TEEs impractical. However, recent
advancements in hardware, such as Nvidia’s Hopper and Blackwell GPUs with
built-in TEEs, offer promising solutions. [163] found that enabling TEEs on Nvidia
Hopper GPUs for large-scale LLM inference incurs an overhead of less than 7%,
while Nvidia claims near-identical performance for their Blackwell architecture.

5.4.3 [Emerging Approaches and Future Directions

To address the new and amplified risks posed by generative Al, researchers are
exploring novel approaches to privacy protection. One such approach involves using
LLMs themselves to remove sensitive information from training data, a process
known as scrubbing. However, current commercial models like GPT-4 have shown
limitations in this task, failing to detect all pieces of personal information in
benchmark datasets [11, 89]. This suggests that while Al-powered scrubbing holds
promise, it requires further refinement to match or exceed human performance in
identifying and protecting sensitive information.

Alignment and self-censoring techniques represent another avenue for privacy
protection in generative Al. LLMs can be trained to reject requests that could violate
privacy, such as performing linkage attacks [106]. In the image domain, researchers
have proposed methods to steer image generation in diffusion models away from
memorized data [23]. However, the effectiveness of these alignment efforts is
challenged by automated red-teaming techniques that can generate adversarial
prompts to circumvent such protections [103].

Privacy-preserving fine-tuning has emerged as a promising direction, particularly
given the challenges of applying differential privacy to pre-training. Several studies
have demonstrated the feasibility of fine-tuning LLMs using DP analogues of
standard training algorithms, achieving reasonable privacy-utility trade-offs [77,
142, 150]. While these approaches protect against privacy leakage in the fine-tuned
model parameters, they may still expose training data to human annotators. To
address this issue, [152] propose replacing user prompts with synthetic prompts
generated by a privately fine-tuned model, further enhancing privacy protection
throughout the training process.
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In-context learning presents an alternative paradigm that allows off-the-shelf
LLMs to be used without fine-tuning by providing training examples in the prompt.
However, this approach introduces its own privacy challenges, as sensitive informa-
tion in the training examples could be leaked in the LLM’s response, particularly
in adversarial settings. To mitigate this risk, researchers have applied differential
privacy through randomized aggregation of LLM responses using disjoint exemplar
sets [31, 143].

In conclusion, while generative Al presents significant privacy challenges, it
also offers opportunities for innovative solutions. As the field evolves, developing
privacy-preserving techniques that can keep pace with the rapid advancements in
model capabilities and applications will be crucial. The interplay between new risks
and emerging protective measures underscores the dynamic nature of privacy in
the Al era, emphasizing the need for continued research and adaptation of privacy-
enhancing technologies.

5.5 Conclusion and Future Outlook

This chapter has explored the complex landscape of privacy in enterprise Al,
examining key privacy risks, mitigation strategies, and the evolving challenges
posed by generative Al. As we conclude, it is crucial to reflect on the main insights
and consider the path forward for organizations navigating this dynamic field.

5.5.1 Key Takeaways

Our exploration of privacy risks and threat models underscores the importance
of adopting a threat-specific approach to privacy. By viewing privacy through the
lens of specific threats, organizations can develop targeted and effective mitigation
strategies, rather than implementing generic solutions that may leave critical
vulnerabilities unaddressed. This approach is particularly crucial given the fast-
paced nature of Al development, where new privacy risks can emerge rapidly.

The diverse toolkit of privacy-enhancing technologies (PETSs) available for
Al applications offers promising solutions but also presents complex trade-offs.
Organizations must carefully balance privacy protections with model utility, com-
putational demands, and system complexity. The intricacies of these trade-offs
highlight the need for specialized expertise in privacy engineering, rather than
treating privacy as an afterthought in Al development.

Our examination of privacy in the era of generative Al demonstrates how recent
advancements have significantly altered the privacy landscape. These powerful
models have not only exacerbated existing privacy risks but also introduced novel
challenges. While research in this area is progressing rapidly, there remains a sub-
stantial gap between current capabilities and robust privacy-preserving generative
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Al systems. This gap underscores the need for ongoing vigilance and adaptation in
privacy strategies.

The dynamic nature of Al privacy means that what constitutes state-of-the-art
today may be outdated within months. This rapid change presents both opportunities
and challenges for enterprises. While new techniques and tools are constantly
emerging to enhance privacy protections, the pace of change makes it challenging
to establish stable, long-term privacy strategies.

Perhaps the most critical takeaway is the need for organizations to remain
adaptable and committed to continuous learning. Enterprises must regularly reassess
their privacy measures, staying informed about emerging threats, novel protection
mechanisms, and evolving best practices. This ongoing process of learning and
adaptation is essential for navigating the complex and ever-changing intersection
of Al and privacy.

5.5.2 Future Outlook for Privacy and Al in the Enterprise

Looking ahead, several key areas will likely shape the future of privacy in enterprise
Al The balance between AI innovation and privacy will become increasingly
critical as Al capabilities expand. Organizations will face growing pressure to inno-
vate their Al capabilities while maintaining robust privacy protections, requiring
careful consideration of privacy implications at every stage of Al development and
deployment.

Data governance for Al systems will need to evolve to match the growing
complexity of Al models, particularly in the realm of generative Al. Organizations
will need to develop comprehensive strategies for managing data throughout its
lifecycle, from collection and processing to model training and output generation.

Regulatory compliance will present ongoing challenges as privacy regulations
evolve and potentially diverge across different jurisdictions. Enterprises may need
to adapt their Al systems to comply with a patchwork of requirements, potentially
leading to the development of more flexible, privacy-preserving Al architectures
that can be easily adjusted to meet varying regulatory standards.

Emerging technologies will continue to introduce new privacy challenges, likely
outpacing current privacy protections. Enterprises must remain proactive in identi-
fying and mitigating these emerging risks to stay ahead of potential vulnerabilities.

5.5.3 The Role of Enterprises and Call to Action

Enterprises play a crucial role in shaping the future of Al privacy. By prioritizing
privacy in their Al initiatives, organizations can not only protect stakeholders but
also contribute to the development of more responsible Al practices industry-wide.
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We urge readers to:

* Invest in privacy expertise and integrate privacy considerations into all stages of
Al development and deployment

* Stay informed about the latest developments in Al privacy research and emerging
technologies

* Contribute to the broader conversation on Al privacy by sharing experiences and
best practices with the community

* Advocate for privacy-preserving Al within their organizations and industries,
aligned with articulated, specific, threat models

In conclusion, while the challenges of maintaining privacy in Al systems are
significant, they are not insurmountable. By approaching these challenges with
a combination of technical rigor, ethical consideration, and grounding in legal
regulation and governance, enterprises can harness the power of Al while respecting
and protecting individual privacy. As the field continues to evolve, maintaining
this balance will be crucial for the responsible and sustainable development of Al
technologies.
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Chapter 6 ®)
MAGIX: A Unified Framework for the e
Use of XAI in Enterprises

Francesco Sovrano and Tim Miller

Abstract This chapter proposes a framework for explainable artificial intelligence
(XAI) in enterprises. XAl has long been touted as a way to mitigate several issues
in enterprise Al systems: (dis)trust, over- and under-reliance, opaqueness, lack
of understanding, lack of compliance, bias and discrimination, and poor human
decision-making. We argue that, despite having made progress in some of these
areas, such as improving understanding and compliance, progress in others has been
stunted due to incorrect assumptions about how Al tools are used and understood.
We map out a framework for explainable Al that considers some recent positions on
the use of explainable Al, with a focus on decision-making in enterprises.

6.1 Introduction

The 2023 artificial intelligence (AI) Index Report by Stanford University! reveals
that, in 2022, global private investment in Al totaled $91.9 billion. The top 11
sectors that received the highest Al private investments were medical and healthcare
($6.1 billion); data management, processing, and cloud ($5.9 billion); fintech
($5.5 billion); cybersecurity and data protection ($5.4 billion); retail ($4.2 billion);
industrial automation and network ($3.9 billion); sales enablement ($3.2 billion);
marketing and digital ads ($3.1 billion); AR/VR ($2.4 billion); drones ($1.9 billion);
and InsurTech ($1.7 billion).
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This resulted in the integration of Al into several applications across all industry
sectors. These Al systems either operate in complete autonomy or by interfacing
with human operation through advanced interfaces [51].

A significant challenge with advanced Al systems is their “black-box” nature,
which makes it hard to understand how they make decisions [5]. This challenge
is critical in almost all fields where Al systems must be accurate, transparent, and
accountable to enhance trust in their users and enforce compliance with the law [41].
This is where explainable artificial intelligence (XAI) plays a crucial role, offering
tools to make the inner workings of these complex systems more understandable
and trustworthy to the diverse stakeholders involved in their operation [40].

The field of XAl provides various methods to interpret machine learning models,
differing in strategies, formats, and applicability [20]. Methods are generally divided
into ante hoc models, which are “inherently interpretable” like decision trees,
and post hoc methods, which explain black-box models after training. Post-hoc
techniques include feature attribution methods assigning importance scores to input
features (e.g., LIME [33]; SHAP [25]); rule-based approaches generating human-
understandable rules (e.g., Anchors [35]); counterfactual explanations identifying
minimal input changes that alter predictions [17]; similarity-based methods com-
paring inputs to similar instances [30]; surrogate models approximating complex
models with interpretable ones [4]; and concept-based methods interpreting the
model’s internal state using human-friendly concepts [21]. Explanations also vary in
scope—global (entire model) vs. local (individual predictions)—and format, which
can be numerical, textual, or visual.

The main goals of XAl are to show [14]:

* How an Al system works from its inputs, to avoid misuse
e Whether to trust the Al outputs (i.e., whether they are good), to avoid inappro-
priate reliance

However, evidence indicates that XAl overall does not always mitigate inappro-
priate reliance (distrust in accurate Al outputs or excessive trust in Al) or misuse;
users often make poorer decisions when presented with incorrect or suboptimal Al
suggestions, regardless of XAl [6, 27, 38, 43]. Effectively, the issue with using
Al recommendations for decision support is that when a human decision-maker
disagrees with the Al recommendation, they struggle to answer this: “Should I trust
Al or myself?” Empirical evidence suggests that explainability and interpretability,
depending on how they are used, may offer limited information to answer this
question [27, 31, 37, 43].

Given the variety of XAI methods and the problems stemming from their misuse,
which XAI technologies should be used in an enterprise, and when? This chapter
addresses this question by providing an in-depth analysis of the potential and actual
use of XAl in enterprises.

Taxonomies aid in selecting appropriate methods for different use cases; for
instance, Liao et al. [24] categorize them based on addressed questions, while [46]
classify them by stage, scope, and format.
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However, current theories do not clearly explain what XAI algorithm to use and
when. An early effort to address this gap is presented by Miller [27], who introduced
the evaluative Al conceptual framework for explainable decision support. This
framework posits that decision aids (i.e., XAl outputs) can reduce inappropriate
reliance on Al systems only if they assist users in verifying and evaluating their
own hypotheses about Al, rather than simply explaining how the system arrived at
its decisions.

Another theoretical perspective is offered by Chen et al. [8], who argue that
machine-generated explanations are only effective when they align with human
intuitions. Thus, to determine which XAI algorithm to use in a given context,
it is necessary first to identify the wide range of potential human intuitions and
hypotheses that might influence decision-making.

To address this challenge, Sovrano and Vilone [39] proposed framing explana-
tions as answers to questions, where the questions themselves are tied to specific
explanatory goals. In their case, these goals were defined by legal requirements,
drawing on several European regulations to narrow the scope of possible human
intuitions and hypotheses. This approach provided clearer guidance on selecting
the appropriate XAI algorithm for specific use cases. While this methodology
may seem restrictive, legal frameworks are designed to foster trust and encourage
appropriate use of Al by tailoring explainability to user needs. Therefore, aligning
XAI goals with legal requirements can, in many cases, coincide with the needs of
Al system users. Nonetheless, the methodology proposed by Sovrano and Vilone
[39] is not sufficiently generic to address all possible correct applications of XAI.
This limitation underscores the ongoing need for more comprehensive frameworks
to guide the design and application of explainable Al systems.

Instead, in this chapter, we present and discuss a novel theoretical frame-
work, Markovian Action-Observation Generalized Introspection for eXplainability
(MAGIX), which aims to guide the selection and fitness evaluation of XAI tech-
nologies in real-world applications. MAGIX unifies the frameworks proposed by
Miller [27] and Chen et al. [8] by integrating the X Al-driven hypothesis verification
process as a core component of a machine-in-the-loop Markov Decision Process
(MDP), a model for sequential decision-making under uncertainty.

Within this machine-in-the-loop MDP, MAGIX further organizes human intu-
itions into three key types of knowledge. This categorization facilitates a mapping
function that connects human objectives and hypotheses to relevant human intu-
itions. Throughout this chapter, we will show how this mapping can help choose
the most suitable XAI algorithm for a wide range of realistic enterprise settings
(spanning from fintech to healthcare) while also analyzing empirical results from
existing literature.
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6.2 Challenges of Current XAI Approaches: The
Inappropriate Reliance Issue

Many XAl systems assume users will analytically evaluate explanations to judge Al
suggestions. However, this assumption is flawed, as such evaluations require effort,
which people often avoid [10]. For instance, consider a medical diagnosis system
where an Al suggests a diagnosis along with a visual explanation (e.g., heatmaps
on medical images). Rather than scrutinizing whether the highlighted regions truly
justify the diagnosis, a physician might assume that the explanation indicates the
system’s overall competence. This “trust by default” leads to inappropriate reliance,
especially in high-stakes scenarios.

To address this, Buginca et al. [6] developed cognitive forcing interventions
that require users to engage more deeply with Al explanations. For example, in
a financial advisory tool, users might be prompted to explain in their own words
why a particular investment recommendation was made. This intervention forces a
moment of reflection and helps prevent blind trust. However, such measures have
been found to benefit individuals with a high need for cognition (NFC) more than
those with low NFC [7]. In practice, a risk analyst with high NFC might relish the
opportunity to break down the rationale behind an AI’s market prediction, whereas
an analyst with low NFC may simply bypass or provide minimal engagement with
the prompt.

While cognitive forcing interventions aim to reduce inappropriate reliance on
Al systems, studies by Vasconcelos et al. [45] and Fok and Weld [14] demonstrate
that Al explanations can also mitigate this issue during decision-making. Research
by Vasconcelos et al. [45] provides further insight: individuals tend to strategically
choose when to engage with Al explanations based on a cost-benefit analysis. For
example, in an autonomous driving support system, if the cost (in terms of time and
cognitive effort) of verifying why the Al recommended a certain maneuver is low
compared to the risk of an accident, a driver may carefully review the explanation.
Conversely, if verifying the explanation requires too much effort during a high-
pressure situation, the driver may rely on the AI’s recommendation without critical
examination. This dynamic shows that the design of explainability systems must
account for the varying costs users are willing to incur to verify an explanation.

In contrast, Fok and Weld [14] demonstrate that Al explanations can also assist in
decision-making by enabling users to verify Al recommendations. Consider a legal
document analysis tool where an Al flags potential contractual risks and provides
supporting evidence. In this scenario, the explanation serves as a means for legal
professionals to efficiently verify the AI’s suggestion rather than accepting it at face
value. This verification process is analogous to checking a solution in NP-complete
problems: while finding a solution can be computationally intensive, verifying a
given solution is relatively efficient. Thus, when Al systems present information
that facilitates quick verification, they help users avoid the pitfall of inappropriate
reliance, ultimately improving decision-making outcomes [3].



6 MAGIX: A Unified Framework for the Use of XAl in Enterprises 187

This issue of inappropriate reliance can also be understood through dual-process
theory [12]. Humans primarily rely on System 1 thinking, using heuristics and
shortcuts for quick decisions. For instance, in a consumer product recommendation
system, users might quickly accept Al suggestions based on the aesthetic appeal
of the explanation (e.g., attractive charts or simple language) without delving into
the underlying data. Although System 1 is efficient and often effective, its heuristic
shortcuts can lead to cognitive biases—resulting in suboptimal outcomes in complex
scenarios. Conversely, System 2 thinking is more deliberate and analytical, as might
be required in high-stakes contexts like financial risk assessment or critical medical
decisions. Yet due to the significant cognitive effort required, System 2 is engaged
less frequently. Even experts, who generally rely on System 1 heuristics built from
experience, can be misled when the Al explanation is superficially compelling but
substantively shallow. This underscores the challenge: designing interfaces that can
encourage a balanced engagement of both systems, especially under varying levels
of cognitive motivation.

6.3 The MAGIX Theoretical Framework

Why are XAI algorithms that answer “Why is this decision (in)correct?” (thus sup-
porting decision verification) sometimes more effective at reducing inappropriate
reliance than those that explain “How does the input impact the output?’—e.g.,
SHAP [25]—and vice versa? This remains an open question that goes beyond the
scope of both evaluative Al [27] and the theory of human intuitions proposed by
Chen et al. [8].

The lack of clarity in this area highlights a significant gap in our understanding
of how to select XAl algorithms that ensure explanations are sufficiently effective.
Addressing this issue is particularly challenging given the combinatorial explosion
of human intuitions and hypotheses that XAl systems must meet. Indeed, the quality
of an XAI output depends on the user’s intended purpose and understanding of the
probed Al system.

To address this problem, we introduce a generic theoretical framework inspired
by Miller [27] and Chen et al. [8]. By framing a machine-in-the-loop decision-
making process as a special kind of MDP that embeds Al outputs and explanations,
we simplify the challenge of defining system and user goals. This model abstracts
the possible kinds of intuitions and hypotheses in such a way that significantly
reduces the number of their combinations in terms of explanatory needs.

The MAGIX theoretical framework is based on two main steps:

1. The modeling of the use of XAl as part of a machine-in-the-loop MDP
2. The definition of an action-observation matrix and the corresponding space for
informing XAl selection
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6.3.1 Markov Decision Processes

First, we will provide the essential background information needed to understand
what Markov Decision Processs are, as these form the basis of the MAGIX
framework.

A MDP is a mathematical framework designed to model sequential decision-
making scenarios where a human or an agent must choose actions based on the
current situation and its expected outcomes. Further, the outcomes of actions can
be uncertain and modeled probabilistically. An agent does not know which of the
possible outcomes will occur until after the action is executed. Some actions give
rewards, which can be positive or negative. MDPs can model a standard machine-
in-the-loop decision-making scenario.

A MDP captures the interaction between the decision-maker and the environment
through a sequence of states, actions, rewards, and transitions, allowing for the
modeling of complex systems. In our model, the agent is the human decision-maker.
As shown in Fig. 6.1, the human decision-maker observes the current state, selects
an action, and transitions to a new state based on probabilistic dynamics of the
system. With every transition, they receive feedback in the form of a reward, which
informs their decision-making strategy. The MDP assumes the Markov property,
which posits that the future is conditionally independent of the past, given the
current state and action. This simplifies the analysis and implementation, making
the model a robust choice for real-world problems where decisions unfold over time.

In the context of an MDP, policy functions and value functions are central to
decision-making and evaluation.

A policy function defines the decision-making strategy, mapping states to actions.
It serves as the “plan” the decision-maker (or agent) follows to achieve desired
outcomes. In the current state, the policy says which action to take. Once we reach
the next state, we use the policy again. A policy can be deterministic, selecting a
specific action for each state, or stochastic, assigning probabilities to actions based
on the current state.

Fig. 6.1 An overview of a . Observation &
Markov decision process. The World emit ) Feedback
world emits observations and

feedback to an agent, who

distills this into knowledge. Agent
Using this knowledge, the + Obs. disti—> Knowledge
agent estimates the values of + Rew.

states and actions and, from
this, selects an action to

execute, which, in turn, Agent | State +
changes the world + Know. i Actions
Agent

5 RN ——change—>» World
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A value function, on the other hand, evaluates the long-term utility of following
a policy. It quantifies the expected cumulative reward and comes in two forms:
state value functions and action value functions. The state value function assesses
the expected cumulative reward when starting in a given state and following a
specific policy thereafter. It reflects how “desirable” it is to be in a particular
state based on future rewards. The action value function (often referred to as the
Q-function) extends this concept by evaluating the expected cumulative reward
of taking a specific action in a given state and then following the policy. This
distinction between state and action value functions provides a granular framework
for understanding the implications of both being in certain states and making
particular choices.

Together, policy and value functions connect directly to the core of an MDP.
The policy leverages the insights from value functions to guide decision-making,
while the value functions evaluate the performance of a given policy. This interplay
enables the optimization of decision-making strategies, ensuring that the agent
makes choices that maximize long-term rewards, even in uncertain environments.

6.3.2 A Machine-in-the-Loop MDP for XAl

One compelling example of XAl aiding human decision-making is IBM Research’s
AIX360 demonstration of an Al-based credit approval system [32]. This system
illustrates how different XAl techniques can address the needs of various stakehold-
ers (data scientists, loan officers, and bank consumers), each playing a distinct role
in the credit approval process.

In the system, a bank customer submits a loan application, and the bank’s Al
predicts the risk level associated with the loan, using available customer data. A
bank officer reviews this Al-generated risk assessment and makes the final decision
on the application. Before deployment, data scientists must validate the AT model’s
functionality. Meanwhile, customers, as mandated by EU or US laws, are entitled
to an explanation of the decision made on their loan application. Each stakeholder
benefits from tailored XAI techniques, ensuring transparency, accountability, and
actionable insights.

For data scientists, the Generalized Linear Rule Model (GLRM) algorithm [50]
would be a suitable model. This rule extraction technique helps answer critical
questions such as the following: What is the overall decision-making logic of the
model? Is this logic reasonable enough to justify deploying the model? By providing
a comprehensive understanding of the AI’s internal logic, GLRM fosters confidence
in its deployment.

For loan officers, the ProtoDash method [18] provides example-based explana-
tions that support the interpretation of Al-driven recommendations. It helps answer
key questions such as “Why is this applicant’s credit being approved or denied?”
and “How can similar past cases inform my decision to grant or reject credit?” By
comparing individual predictions with similar historical cases, ProtoDash provides
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clear, example-based insights that enable loan officers to make more informed and
confident decisions.

For bank customers, the Contrastive Explanation Method (CEM) [11] could be
used. CEM explains decisions by addressing questions such as “What changes can
I make to increase the likelihood of approval in future?” This method identifies
actionable features a customer can improve, such as reducing the time since
the last credit inquiry or increasing the average age of accounts. Furthermore,
it highlights potential improvements and their potential impact on the approval
outcome.

Together, these XAI techniques create a comprehensive, stakeholder-centric
framework. They ensure that data scientists can refine and validate Al systems,
loan officers can interpret recommendations effectively, and customers can receive
transparent and actionable feedback on their applications. Each of these XAI
solutions takes under consideration their user’s intuitions and hypotheses, fitting
well both the frameworks of Miller [27] and Chen et al. [8].

What unifies these diverse uses of XAI? Why are different techniques used, and
what criteria guide their selection?

In all cases, stakeholders engage with the “world” to make sense of it. For
data scientists, the “world” is the dataset used to train the AI model and the AI’s
code-base and logic. For loan officers, it includes customer characteristics and Al-
generated assessments. For customers, it encompasses the AI’s decision and its
underlying rationale. Stakeholders observe the “world,” interact with it to achieve
specific goals, and receive feedback (implicitly or explicitly) about the outcomes of
their actions. This cyclical process of observation, action, and feedback aligns with
the framework of a MDP, where the actor aims to maximize cumulative rewards
associated with achieving a specific goal.

In this MDP, the actor is augmented by XAI, which aids in properly observing
the “world” and helps explore the actions that can help the actor achieve their goals.
The role of the Al system within the MDP depends on the actor. For some, the Al
system may act as a guide, providing personalized recommendations. For others, it
may act as part of the “world,” influencing the distribution of rewards and shaping
how goals are attained. This interplay is encapsulated in the concept of a machine-
in-the-loop MDP, as illustrated in Fig. 6.2.
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Table 6.1 Summary of Al use, hypotheses, and goals of XAI. The table outlines how Al can be
used to meet key objectives, the hypotheses to be tested, and the corresponding goals of XAl in
each scenario

Use of Al User hypotheses Goals of XAI
Al functions as a H1: The Al output e Provide insights about the actionability
recommender system to | enhances world of specific knowledge about the world
enhance world observation
observation (Step 1 of
the MDP)
e Foster appropriate reliance on the Al
system
Al functions as a H2: The Al output aids | e Provide insights about the validity of
recommender system to | in better specific actions before they are taken

aid in better decision-making before
decision-making prior to | acting
action execution (Step 2

of the MDP)
e Foster appropriate reliance on the Al
system
Al operates as an H3: The Al system can | e Provide insights about the use of the Al
autonomous system, be used to achieve the system for a good outcome

making decisions that desired objective
directly impact the user
(Step 3 of the MDP)

e Ensure appropriate use of the system

In this model, Al benefits the actor only if it contributes to one or more of the
following objectives: (i) Improving the observation of the world—step 1 of the
MDP (see Fig. 6.2) (ii) Enhancing decision-making prior to action execution—step
2 (iii) Optimizing outcomes post-action execution—step 3 Each of these objectives
corresponds to one of three high-level hypotheses that the actor may aim to verify:

e H1: The Al output enhances world observation.
e H2: The Al output aids in better decision-making, before acting.
* H3: The Al system can be used to achieve the desired objective.

Consequently, the machine-in-the-loop MDP framework organizes the potential
uses of XAl into three cases, one per hypothesis, to provide insights about: (i) The
actionability of specific knowledge about the world (ii) The validity of specific
actions before they are taken (iii) The use of the Al system to achieve a good
outcome with the action

Therefore, as summarized in Table 6.1, in H1 and H2, the Al system functions
as a recommender system, providing suggestions accompanied by explanations that
validate the recommendations. In these scenarios, XAl plays a key role in guiding
the actor on how to observe and act within the “world.” These cases focus on
fostering appropriate reliance on the Al system.
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In contrast, in H3, the Al operates as an autonomous system, making decisions
that directly impact the user. The explanations in this context address the rationale
behind the AI’s decisions, as the system executes actions without the actor’s ability
to directly intervene. This scenario emphasizes the importance of XAl in ensuring
the appropriate use of the system.

To illustrate these applications, consider the example of the credit approval
system above. Each stakeholder uses XAI at different stages of their respective
MDP. Data scientists use XAl to observe the “world” and gain actionable insights
for debugging and evaluation (case 1; H1). Loan officers rely on XAI to determine
the best course of action for handling applications (case 2; H2). Customers leverage
XAI to understand the system’s decisions (i.e., the reward) and adapt their actions to
improve outcomes (case 3; H3). Through this lens, XAl serves as a critical tool for
aligning stakeholders’ goals with the broader system’s functionality, ensuring more
profitable interactions.

Now, we can see an initial answer to the question posed at the beginning of this
section: Why does verification support better decision-making than understanding
the Al model? In cases 1 and 2, verification helps the decision-maker understand
their world. In the latter case, instead, standard explainability techniques help the
decision-maker understand the AI model itself, which is though only a loose proxy
of the world.

Here, we ask the reader to imagine a situation where they need to make an
important decision at work, and they received a recommendation from an Al model
that they disagree with. What is more useful: (a) a reason why the model arrived at
that decision (here the “world” that the XAI deals with is the model); (b) a reason
why the model recommendation is correct (which may be different to why it made
the decision; here the “world” is the underlying problem space); or (c) a reason
why the decision-maker’s decision is incorrect (here the “world” is the underlying
problem space as well). We consider option (a) to be “standard” explainable Al,
option (b) to be the idea of verification such as that defined by Fok and Weld [14]
and Vasconcelos et al. [45], and option (c) to be the idea of evaluative Al [27].

6.3.3 The Action-Observation Matrix

The machine-in-the-loop MDP model aids in narrowing down the possible hypothe-
ses a user might consider. XAl tools are specifically designed to assist users in
verifying these hypotheses within the context of a standard sequential decision-
making framework. However, what ensures the verification of the goodness of both
knowledge and actions? The answer to this question hinges on the user’s intuitions
regarding the MDP [8].

To address this, it is essential to first determine the kind of MDPs in which
employing XAI for explaining Al is meaningful. Such scenarios arise when the
user’s missing knowledge is not explicitly available beforehand (i.e., in the source
code of the AI) and must be extracted from a black-box Al model. Specifically, these
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scenarios arise when there is no guarantee that the Al is error-free due to its reliance
on heuristics. This challenge is particularly prominent in:

* NP-hard problems: Problems for which no efficient solution exists, making it
computationally infeasible to verify the correctness of outcomes in all instances

¢ Ill-defined problems: Problems where the objectives, constraints, or solution
criteria are ambiguous or poorly specified, often necessitating the use of
machine learning techniques

In scenarios outside of these contexts, it is often feasible to build recommender
systems that are correct all the time (at least, within their model of the world),
rendering the use of XAl for explaining correctness unnecessary, e.g., a symbolic
tool that uses probabilities and statistics to calculate risks. Despite this, people may
still use less specific, not-always-correct Al solutions to build their applications due
to ease, hype, or unawareness of better techniques.

What XAI can effectively explain, instead, are the heuristics underpinning the
evaluation of actions and states, as well as the strategies used to extract actionable
knowledge from state observations. By explaining these aspects, XAl bridges gaps
in users’ intuitions, enabling a deeper understanding of the decision-making process
finalized to maximizing cumulative rewards.

As discussed in Sect. 6.3.2, XAl can be employed to verify three distinct types of
hypotheses. Each hypothesis may rely on intuitions regarding the following aspects:

e I1: Knowledge Actionability—How is actionable knowledge derived? This
involves understanding the heuristics that underlie the policy function (see
Sect.6.3.1).

* 12: Action Value—How is the quality of an action evaluated? This relates to the
heuristics of the action value function (see Sect. 6.3.1).

* 13: State Value—How is the quality of a state determined? This pertains to the
heuristics of the state value function (see Sect. 6.3.1).

To verify hypotheses H1 and H3, users may rely on (or lack) intuitions about I1
and I3, as these relate to understanding knowledge actionability and evaluating the
value of a state. Conversely, verifying hypothesis H2 may depend on the user’s
intuitions (or lack thereof) regarding I1 and I2, as these pertain to evaluating a
specific action.

Among these, I1 is central to all hypotheses because every Al system, by
definition, operates on the basis of inputs and outputs, and XAl aims to clarify the
relationships between them. From an XAI standpoint, the heuristics underlying I1
can either be known or unknown, and the implications vary accordingly:

o If the heuristics of Il are known: The XAI tool needs to explain only the
execution trace of the heuristics, i.e., what triggered them in the input. This trigger
is always initially unknown. It will be enough for the user to verify the correctness
of the recommendation/decision.

e If the heuristics of I1 are unknown: The XAI tool must also explain the heuristics
themselves. This involves determining their relevance to the reward function. For
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Fig. 6.3 The action-observation matrix with examples of Al scenarios for each knowledge
acquisition task. In bold are those Al scenarios related to the credit approval system used as driving
example for this chapter

example, to verify usability of an Al system (H3), the user must know why the
state being evaluated is (not) good, which could be explained by showing how to
get the desired output from the input.

How the heuristics and their traces are explained depends on the knowledge of the
heuristics underlying 12 and I3.

When the rules governing state/action evaluation (heuristics of I2 and I3) are
unknown to the user, explaining the heuristics and their trace as explicit rules
would be useful. Conversely, if these rules are known, the explanations can just
rely on similarity-based reasoning, such as comparing with successful solutions
from training data and employing case-based explanations. In this case, the user
will know how to evaluate the state/action.

This framework reduces the broad range of possible intuitions into two well-
defined dimensions per hypothesis, forming the axes of our action-observation
matrix, as illustrated in Fig.6.3. Each quadrant in that matrix corresponds to a
specific knowledge acquisition task. When only knowledge actionability is known,
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the task is one of identification or lookup (Quadrant I). When both knowledge
actionability and action/state evaluation are known, the task becomes one of
comparison or browsing (Quadrant II). Conversely, when neither is known, the
task shifts to clarification or location (Quadrant III). Finally, in cases where only
state/action evaluation is known, the task involves contextualization or exploration
(Quadrant IV).

For the knowledge acquisition tasks of “Identify” and “Compare,” the minimal
XAI setting should provide explanations about how the AI’s output was generated.
Such explanations can be obtained using feature-importance-based XAl algorithms
like SHAP [25] or LIME [33]. For instance, consider an Al system designed to
detect cars in an image. Here, SHAP or LIME can explain which features (e.g.,
shapes, edges, or colors) influenced the detection decision. There is no need to
explain what makes a patch of image a car (i.e., the why)—the user knows this.

Similarly, when a data scientist needs to debug a credit approval system, they
may already understand how to evaluate the rules but require clarity on how input
features are connected to the output. Another example involves answering a simple
question, such as “When was Einstein born?” For a retrieval-augmented generative
Al an XAI tool like SHAP might highlight the relevance of the terms “Einstein”
and “when” in the input, which appear also in the retrieved documents. Without
retrieval-augmented generation, however, other generative Al models may lack
explainability in such cases.

For tasks involving “Clarify” and “Put in Context,” the XAI must provide not
only feature attributions but also the reasoning behind the AI’s output. This aligns
with evaluative Al [27] and findings from Vasconcelos et al. [45] and Fok and Weld
[14], who emphasize that XAl is most effective when it assists users in verifying the
correctness of decisions.

For instance, in the case of a chess move suggestion, the XAl should justify why
the suggested move is strategically sound within the broader game context, such
as avoiding a checkmate or positioning for a favorable endgame. Similarly, for a
cancer detection Al identifying a carcinoma in an image, the XAl should explain
why a specific image patch was flagged. This might involve linking the highlighted
region to known pathological markers or patterns consistent with carcinoma. In
the case of a loan application rejection by a bank’s Al, counterfactual explanations
are considered as a suitable way to explain model decisions [48]. The XAI should
indicate how the customer’s financial profile could change to meet approval criteria
(such as needing a higher income or a lower debt-to-income ratio), providing
actionable insights for the applicant.

The distinction between rule-based and case-based formats underlines the flexi-
bility required for different scenarios. For “Identify” and “Clarify” tasks, when the
rules for evaluating actions/states are unknown, the explanations are rule based. For
example, in debugging a credit approval system or explaining a straightforward Al
decision like recognizing a car in an image, the XAl relies on established algorithms
or decision boundaries to communicate how and why the decision was made. In
contrast, when the rules are known, as in “Put in Context” or “Explore” tasks, the
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most minimalist format shifts to case-based explanations. Here, the XAI derives
insights from similar cases or analogous scenarios.

However, it is important to also highlight that the concepts of “knowledge
actionability” and “action evaluation” are not binary in nature. Rather than being
simple states of “known” or “unknown,” they exist on a spectrum, with varying
degrees of understanding and application across different scales (e.g., global or
local). This perspective introduces significant nuances to the concept of “unknown,”
which may not be fully known in advance.

6.4 XAI Tools and Technologies

XAI can be viewed both as approaches aimed at helping people understand and
appropriately use Al systems and as fools implementing such methods to meet
different explanatory needs. In the literature, there is a vast array of domain-
dependent and context-specific XAl methods that differ in explanation generation
strategies, formats, and applicability to disparate data and learning algorithms
[20]. Several taxonomies guide practitioners in choosing suitable XAI methods for
specific tasks. In particular, Adadi and Berrada [1] offer a comprehensive survey
of existing XAI approaches, identifying trends and challenges; van der Velden
et al. [44] focus on XAI for deep learning-based medical imaging, proposing a
classification framework; and Nauta et al. [29] detail 12 conceptual properties for
evaluating explanations in machine learning.

One common way to categorize XAl methods is by stage of application: ante hoc
vs. post hoc. Ante hoc techniques build inherently interpretable models, whereas
post hoc techniques explain a trained model using an external explainer. Another
key dimension is scope: methods can provide global (the model’s overall logic) or
local (explanations of individual predictions) insights [46]. Both types can support
local or global understanding; that is, global XAI methods can give insight into
local decisions, and a series of local explanations can give a global understanding
of an Al model. XAl techniques also vary in format: they can be saliency maps or
feature-attribution vectors; textual or visual narratives; examples-based statements
and rule-based statements; or a combination of these [24].

Both ante hoc and post hoc XAI methods can serve ex-ante explanations (before
a decision is taken) or ex post explanations (after a decision). That said, ex ante
explanations typically convey global information about the model, while ex post
methods often shed light on local, instance-specific behavior. Our classification of
XAI methods also considers model specificity (model agnostic vs. model specific).

Tables 6.2 and 6.3 summarize popular XAl methods organized by the main
“explanatory question” they answer [39], their scope, and example references. We
highlight how some methods answer “what-if”” questions, e.g., counterfactuals [19],
while others answer “why” or “how” queries, e.g., saliency maps [30], local feature
attribution [33], or global feature attribution [26].
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Table 6.2 Model-specific XAI methods with explanatory goals

Question

What are the most
important features
influencing all
predictions of the
model?

How do interactions
between features
affect all predictions
of the model?

What is the model’s
inner logic?

What set of rules
does the model
usually follow to
make all predictions?
What parts of an
input (e.g., an image)
influence the model’s
decision?

What contributions
do individual neurons
in a DNN make to
the final prediction?
How do different
layers in a DNN
contribute to a
prediction?

How to interpret a
neural net’s internal
state in terms of
human-friendly
concepts?

XAI algorithms
Global feature
attribution methods:
TreeExplainer [26],
CAVs [21]

Global feature
attribution methods
[26]

ExtractRule [15]

Rule-based
algorithms [9, 49]

Saliency maps [13],
LRP [2]

Activation
maximization [23]

Layer-wise relevance
propagation [21, 23]

Concept-based
methods [21]

Applicable model
types

Tree-based models,
DNNs

Tree-based models,
Bayesian networks

DNNs, SVMs

Decision trees,
random forests,
linear models, DNNs

DNN

DNNs

DNNs

DNNs

197

Explanation

Identify key features
for predictions to
understand system’s
conditions of use,
risks, and detect
anomalies

Identify key feature
interactions for
system usage, risk,
and logic
Transparent models
mimicking a
black-box

Clarify the rules for
usage, risks,
decisions, outputs, or
anomalies

Identify important
input areas to review
or contest decisions

Analyze neuron
contributions for
anomaly detection
and interpretation

Examine layer
contributions for
anomaly detection,
decision logic
Evaluate key
concepts behind
decisions, interpret
outputs, detect
anomalies

Several XAl algorithms stand out as particularly influential:

* LIME (Local Interpretable Model-Agnostic Explanations) [34] approximates
a black-box model’s local behavior around a single instance using a simple,
interpretable surrogate (often a sparse linear model). Its main benefit is that
it is model agnostic and easy to implement, offering instance-level feature
attributions. However, LIME’s reliance on sampling around the input instance
assumes local linearity and independence of features, which can be violated in
practice; the choice of neighborhood size and sampling distribution can also
strongly influence results, risking instability or misleading explanations.



198 F. Sovrano and T. Miller

Table 6.3 Model-agnostic XAl methods with explanatory goals

Question XAI algorithms Explanation

What is the inner logic of the Surrogate models [4] Transparent models mimicking a

model? black-box

How does a specific feature LIME [33], SHAP [25] | Assess feature impact on

influence the prediction for an individual outputs to review or

individual instance? interpret decisions

What are the most important Global feature Identity key features for the

features influencing all attribution methods like | model’s predictions, detect

predictions of the model? SHAP [25] anomalies, assess risk

‘What are the most similar Similarity-based Compare similar instances to

instances to a given input with | methods [30] interpret decisions or detect

respect to a model’s prediction? anomalies

‘What minimal changes would | Counterfactual Identify changes to alter outcomes,

need to be made to an input to | explanations [17] review or contest decisions, detect

change its prediction? anomalies

Why this output instead of Contrastive explanations | Clarify why one outcome was

another? [11] chosen, interpret or contest
decisions, detect anomalies

What features, when held fixed, | Anchors [35] Highlights stable feature anchors

are most responsible for a enabling consistent predictions

particular prediction or

classification?

How would changing multiple | Counterfactual and Examine combined feature effects

features simultaneously affect | interaction detection to review or adjust decisions,

the model’s prediction for a methods [17] detect anomalies

specific instance?

How can we understand the Contextual analysis Provide broader context for local

model’s decision for a specific | methods [30] decisions, detect anomalies or

instance in the context of its biases

training data?

* SHAP (Shapley Additive Explanations) [25] is grounded in cooperative game
theory, assigning each feature an importance score (the Shapley value) indi-
cating its contribution to a prediction. SHAP’s appeal lies in its theoretical
guarantees of local accuracy, consistency, and additivity and its extension to
various settings (e.g., KernelSHAP for model-agnostic use, TreeSHAP for tree-
based models [26]). Nevertheless, computing Shapley values is expensive for
large or complex models; the need to define background (or reference) samples
can introduce biases or assumptions about feature independence that do not
always hold.

* Decision tree surrogate models and other rule-based methods [9, 47] inherently
yield human-readable rules (via splits or Boolean conditions), making them
popular inherently interpretable or surrogate approaches for larger black-boxes.
Their clarity is also their weakness, as complex decision boundaries or feature
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interactions might be missed or oversimplified, especially when a tree-based
surrogate is used for high-dimensional data.

» Counterfactual explanations [17, 28] reveal how to alter an input minimally
to obtain a different outcome. They offer actionable insights and local trans-
parency. However, defining actionable or realistic changes demands careful
consideration of domain constraints and feature correlations; if a model’s
behavior is non-linear, it is difficult to guarantee that minimal changes found
in one region are meaningful in another.

* Anchors [35] highlight a short set of rule-like conditions that anchor (almost
guarantee) the same classification outcome. While anchors provide concise,
high-precision local explanations, they depend on user-defined perturbation
distributions and can become overly specific. Coverage may be low in complex
domains, and the logic behind anchor generation can be opaque for non-
technical users.

* Grad-CAM [36] and Integrated Gradients [42] are representative gradient-
based explanation methods for deep networks. They create saliency or relevance
maps for images or other differentiable inputs, helping pinpoint which regions
influenced the prediction. Though widely used for visual data and medically
oriented tasks, these methods can be sensitive to choice of baselines (Integrated
Gradients) or susceptible to resolution limits (Grad-CAM), and their reliance
on gradients alone can fail when activation saturates or in the presence of
adversarial manipulations.

* Concept-based explanations, especially for computer vision [21], aim to iden-
tify human-aligned concepts present in images that contribute to a model’s
predictions. These methods can be either supervised [22], requiring training
data annotated with relevant concepts, or unsupervised [16, 52], which rely only
on class labels. Concept-based approaches have been shown to be significantly
more helpful to users than saliency-based methods. However, supervised tech-
niques demand extensive and often noisy or costly labeling, while unsupervised
methods frequently discover concepts that are difficult for humans to interpret.

In summary, XAI methods encompass a broad spectrum of approaches (model
agnostic vs. model specific, global vs. local, ante hoc vs. post hoc, etc.), each
rooted in different assumptions and suited to different “explanatory” questions.
For example, TreeSHAP [26] helps uncover global feature attributions in ensemble
tree models; LIME [33] provides local interpretability for any black-box, but can
be sensitive to sampling issues; and gradient-based saliency approaches excel
at visualizing relevant pixels or features in DNNs but can struggle with non-
differentiable components. None of these methods, however, address downstream
consequences of decisions; they focus on clarifying the process leading to a
prediction or classification. Hence, while XAl tools can greatly aid in explaining or
justifying Al outputs, additional manual steps are often required to ensure domain-
specific compliance, correctness, and consideration of real-world consequences.
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6.5 Applications of XAl in Enterprises: Case Studies and
Analysis

What XAI to use in an enterprise? The answer depends on the action-observation
matrix and the types of hypotheses involved. As we illustrated in the previous sec-
tion, selecting an appropriate XAl algorithm is inherently both intuition-dependent
and hypothesis-driven. Together, these two dimensions define the verifiability task.

In this section, we will demonstrate how to apply the MAGIX framework to
systematically map Al tasks to XAl applications. Specifically, we will provide one
example for each combination of hypothesis type and knowledge acquisition task
(i.e., a quadrant in the action-observation; see Fig. 6.3). Our focus will be on the
sectors with the highest Al investments, according to Stanford University’s 2023
Al Index Report. These sectors include medical and healthcare; data management,
processing, and cloud; fintech; cybersecurity and data protection; retail; industrial
automation and networks; sales enablement; marketing and digital advertising;
augmented and virtual reality (AR/VR); drones; and InsurTech.

Since providing 12 examples for each sector would amount to a total of 132
examples, we have chosen to present all the examples for the medical and healthcare
sector (see Table 6.4) and only a few relevant examples for the other sectors (see
Table 6.5).

6.5.1 Medical and Healthcare Sector

Given an Al system to be explained, the MAGIX method involves the following
steps:

1. Identify the Hypothesis (H1, H2, H3): Determine which high-level hypothesis
the Al user aims to validate about the system.

2. Determine the Knowledge Acquisition Task: Based on the user’s knowledge and
actionability, categorize the task into one of the four quadrants of the action-
observation matrix.

3. Select Appropriate XAI Methods: choose XAI algorithms that provide the
necessary explanations based on the task type.

To construct Table 6.4, we started by identifying Al applications (and their users)
relevant to the medical and healthcare sector, focusing on tasks that align with
real-world use cases such as identifying tumors, comparing treatment options, or
exploring surgical techniques. Then, we used the MAGIX framework, following the
steps above, to understand what XAI algorithms are needed.

For instance, for the Al application of identifying shards of broken bones in
CT (Computed Tomography) scans, the users are radiologists who know how
to understand whether the AI output is correct (known knowledge actionability)
but do not know how to assess the image because it takes too much time and
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Table 6.4 Examples of Al tasks and XAI solutions in the medical and healthcare sector,

categorized by quadrant and hypothesis

Quad.
I

11

I

v

II

I

v

11

I

v

Hyp.

H1

H1

H1

H1

H2

H2

H2

H2

H3

H3

H3

H3

Al user

Radiologist

Medical
Student

Researcher

Doctor

Medical
Researcher

Physician

Doctor

Surgeon

Patient

Patient
Patient

Patient

Al task

Identify shards of
broken bones

Compare Al
diagnosis with
known cases

Clarify unknown
biomarkers in
genetic data

Explore alternative
diagnoses for
complex symptoms

Identify novel
experimental
therapies for
patient

Compare treatment
options suggested
by Al

Clarity potential
drug interactions
before prescribing

Explore new
surgical techniques

Confirm
specialized
treatment

Impose lifestyle
changes
Approve/deny
treatment coverage

Adjust medications

201

XAl

Saliency maps or
concept-based
explanations to
highlight tumor
regions in scans
Example-based
explanations;
retrieving similar
cases

Rule-based
explanations;
explaining why the
suggestion is
good/valid
Example-based
explanations;
visual step-by-step
procedures

LIME or SHAP
explanations

Prototype
Selection

Rule-based
explanations;
displaying
interaction rules
Example-based
explanations;
visual step-by-step
procedures
Feature Attribution
(e.g., SHAP)

Example-based
explanations
Counterfactual
explanations
Case-based
reasoning
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Table 6.5 Examples of Al tasks and XAl solutions across various sectors, categorized by sector,

quadrant, and hypothesis
Quad.

Sector

Data
Management

Fintech

Fintech

Cybersec.

Retail

Industrial
Automation

Industrial
Automation

Sales

Enablement

Sales

Enablement

Marketing

AR/VR

Drones

Insurtech

I

II

il

I

II

11

I

v

II

Hyp.

H2

H1

H2

H2

H3

H1

H2

H2

H3

H1

H3

H1

H2

Al user

Cloud
Infrastructure
Manager

Fraud Analyst

Loan Officer

Cybersecurity
Specialist

Customer

Maintenance
Engineer

Process
Engineer

Sales Repre-
sentative

Customer

Social Media
Analyst

Trainee

Drone
Operator

Claims
Adjuster

Al task

Compare
resource
allocation
options
Identify
fraudulent
transactions
Compare loan
applications
for approval
Clarify user
behavior
anomalies
Compare
personalized
product rec-
ommendations
Identify
equipment
failure
indicators
Compare
robotic
workflow
optimizations
Compare lead
scoring results

Understand
automated
email
responses
Identify brand
sentiment
indicators

Put in context
VR training
feedback
Identity
navigation
obstacles
Compare
insurance
claims

XAl

Feature
attribution
methods

Feature
attribution
methods
Prototype
selection

Counterfactual
explanations

Example-
based
explanations

Feature
attribution
methods

Prototype
selection

Feature
attribution
methods
Feature
attribution
methods

Feature
attribution
methods
Example-
based
explanations
Feature
attribution
methods

Prototype
selection
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effort on a positive identification or some shards are so small they can be missed
(unknown state evaluation). This task fits into Quadrant I, with Hypothesis H1 since
the AI output enhances world observation. An appropriate XAl method is feature
attribution (e.g., Grad-CAM or saliency maps), which highlights regions in the CT
scans indicative of bone shards.

For the task of comparing Al diagnoses with known cases, the user is a medical
student able to understand whether a diagnosis is correct (known knowledge
actionability) and to assess the state of a patient (known state evaluation). This task
fits into Quadrant II with Hypothesis H1, as the Al helps in comparing knowledge.
Example-based explanations, such as retrieving similar cases, would be suitable to
explain how the AI’s diagnosis aligns with existing knowledge, since the medical
student does not need to be given the specific rules governing each diagnosis (they
are already known).

When clarifying unknown biomarkers in genetic data, the users are researchers
who do not have knowledge to evaluate the patterns in genetic sequences (unknown
knowledge actionability) and do not have a framework to assess these patterns’
significance (unknown state evaluation). If they knew these things, the AI tool
would be unnecessary. This task fits into Quadrant III under Hypothesis H1. Rule-
based explanations are used to translate complex genetic patterns into interpretable
if-then statements that make the recommendations accessible and assessable. For
example, a rule-based explainer might state: “If a genetic sequence exhibits mutation
X and expression level of gene Y is above threshold Z, then it indicates a potential
biomarker for disease A.” By breaking down intricate genetic data into simple,
logical rules, researchers may be able to grasp the significance of specific patterns
without needing extensive prior knowledge. This approach not only clarifies how
the recommendation was derived but also allows researchers to evaluate its validity
and relevance, thereby demonstrating the recommendation’s effectiveness.

For the task of exploring alternative diagnoses for complex symptoms, the
user is a clinician who is not familiar with possible diagnoses due to the large
potential number (unknown knowledge actionability) but knows how to assess them
when they see one (known state evaluation). This task belongs to Quadrant IV
under Hypothesis H1. Example-based explanations, including visual step-by-step
procedures, are appropriate to contextualize the Al’s suggested diagnoses, showing
how they relate to known cases.

Identifying experimental therapies for patients involves a medical researcher who
knows how to interpret suggested therapies once they are recommended (known
knowledge actionability) but is exploring therapies that are outside their current
knowledge base (unknown action evaluation). This task fits Quadrant I under
Hypothesis H2. Feature attribution methods like LIME or SHAP explain how the
Al determined its recommendations.

For comparing treatment options suggested by Al, the user could be a physician
who is knowledgeable about treatment possibilities (known knowledge actionabil-
ity) and knows how to evaluate their outcomes (known action evaluation). This
task fits Quadrant II under Hypothesis H2. Prototype selection is used to provide
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representative examples of the treatments, enabling comparisons and ensuring
transparency about the AI’s suggestions.

Clarifying potential drug interactions before prescribing involves a doctor who
is unsure of the rules governing all interactions (unknown knowledge actionability)
and does not know how these interactions might affect patient outcomes (unknown
action evaluation). This fits into Quadrant III under Hypothesis H2. Rule-based
explanations are used to display interaction rules, explaining the conditions under
which specific drug combinations are unsafe.

For exploring new surgical techniques, the user is a surgeon unsure of how
to implement them effectively (unknown knowledge actionability) but aware of
their goodness (known action evaluation). This task belongs to Quadrant IV under
Hypothesis H2. Example-based explanations and visual step-by-step procedures
contextualize the AI’s suggestions and provide guidance for practical implemen-
tation.

For the task of confirming specialized treatment, the user is a patient who trusts
the prescribed treatment (known knowledge actionability) but lacks the capacity to
evaluate why the Al suggested it (unknown state evaluation). This task fits Quadrant
I under Hypothesis H3. Feature attribution methods such as SHAP are used to
explain how the AI’s decision aligns with the patient’s medical profile.

In the case of comparing Al instructions for lifestyle changes, the user is a patient
familiar with lifestyle adjustment strategies (known knowledge actionability) and
capable of evaluating whether they fit their life (known state evaluation). This fits
into Quadrant IT under Hypothesis H3. Example-based explanations illustrate how
similar cases benefited from specific lifestyle changes, providing relatable insights.

When clarifying the AI’s denial of treatment coverage, the user is a patient
who does not understand the system’s decision-making rules (unknown knowledge
actionability) and is unable to evaluate how to change their profile to meet
approval criteria (unknown state evaluation). This task belongs to Quadrant IIT under
Hypothesis H3. Counterfactual explanations reveal how changes in the patient’s
circumstances could lead to approval, providing actionable insights.

Finally, adjusting medications based on Al suggestions involves a patient who
does not understand their current medications (unknown knowledge actionability)
but due to previous experience is confident about how modifications might affect
their health outcomes (known state evaluation). This fits into Quadrant IV under
Hypothesis H3. Case-based reasoning thus may offer examples of similar cases
where adjustments were successful and why, giving the patient context and con-
fidence in their decision.

6.5.2 Other Sectors

To construct Table 6.5, we started by identifying important and realistic Al use
cases in the specified sectors, ensuring they align with real-world applications such
as fraud detection in fintech, intrusion detection in cybersecurity, or personalized
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product recommendations in retail. For each use case, we determined the Al user
and the specific task they aim to accomplish. Then, we used the MAGIX framework
to assign the appropriate quadrant based on the user’s knowledge and actionability,
identified the relevant hypothesis, and selected suitable XAI methods according to
the guidelines provided.

This table includes up to two examples per sector, covering 14 Al use cases. Each
entry specifies the sector, quadrant, hypothesis, Al user, Al task, and the selected
XAI method.

6.6 Conclusion

In this chapter, we introduced the MAGIX theoretical framework to address the
critical challenge of selecting appropriate XAl technologies in enterprise settings.
By modeling the human-Al interaction as a machine-in-the-loop Markov Decision
Process, MAGIX provides a systematic approach to align XAI methods with
users’ hypotheses and intuitions. This alignment is facilitated through the action-
observation matrix, which categorizes knowledge acquisition tasks and guides the
selection of suitable XAl algorithms.

Our framework unifies and extends previous theories by integrating the evalua-
tive Al concept and the importance of human intuitions in explanation effectiveness.
Through case studies in the medical and healthcare sector, as well as examples
from other industries, we demonstrated how MAGIX can be applied to real-world
scenarios, ensuring that XAlI tools not only enhance transparency but also effectively
support users’ decision-making processes.

Future work includes validating the MAGIX framework through empirical
studies and expanding it to accommodate emerging Al technologies and use cases.
By continuing to refine and test this framework, we aim to contribute to the
development of more effective and user-centered XAl systems that meet the diverse
needs of stakeholders across various industries.
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Chapter 7 ®)
The Enterprising and Elusive Prospects Qe
of Human-AI Collaboration

Ujwal Gadiraju and Agathe Balayn

Abstract The exponential advances in generative Al and agentic technologies
have presented organizations with an unprecedented opportunity to seek and attain
competitive advantages. Some aim to do so through product and service innovation,
while others have begun to pursue operational efficiency and productivity. There is
a pivotal role that human-Al collaboration can play in enterprise artificial intelli-
gence design, development, and deployment today. In this chapter, we synthesize
developments in human-Al collaboration over the last decade and explore how
organizations can design Al systems that augment rather than replace human
capabilities to achieve optimal experiential and performance-related outcomes for
different stakeholders. Drawing from empirical work across different domains, we
analyze the key factors that shape trust and reliance and determine successful
human-AI collaboration. This includes various human factors, task factors, and Al
system factors and the complex interplay between them in different configurations.
This synthesis reflects the importance of broadening the spectrum of metrics for
evaluating human-Al collaboration (e.g., by considering stakeholder values). We
discuss promising ideas to address common challenges such as under-reliance or
over-reliance on Al systems. We argue for broadening the lens of human-AlI collab-
oration to consider the Al supply chain and the underlying value chains to ensure the
responsible design of enterprise Al. Our insights collectively suggest that enterprise
Al will benefit from the human-centered approach while creating collaborative
workflows and human-AlI configurations that can augment and complement humans
with the computational power and scalability of Al
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7.1 Introduction

The fundamental essence of human-Al collaboration is not novel. Similar ideas
were proposed and discussed as early as in 1960 by Licklider [1]. Over the last
few years, we have witnessed increasing adoption of Al systems across different
domains and around the world. Opportunities created by the potential of Al
technologies have been met with euphoric enthusiasm and scathing skepticism
in equal parts—and for good reason. On the one hand, advances in machine
learning and Al have led to remarkable breakthroughs. In healthcare, systems like
AlphaFold have revolutionized protein structure prediction, leading to an unprece-
dented acceleration in drug discovery and development [2, 3]. There is growing
evidence suggesting the potential of Al systems for question-answering related to
medicine, medical diagnosis, and precision medicine [4—7]. Al systems have also
been built to good effect in pursuit of climate modeling [8] and conservation of
biodiversity [9]. Al-powered chatbots have transformed customer service [10] and
are being adopted in healthcare and education to solve a variety of challenges [11—
14]. From transportation to finance and entertainment, the list of positive footprints
of Al technologies goes on. On the other hand, the frantic adoption of Al systems
across the world has also led to unforeseen and unfortunate consequences. These
have been well-documented by media, journalists, and other efforts that have led to
systematically capturing such “Al incidents” in a database to prevent repeated Al
harms or failures [15]. In this context, researchers and practitioners across different
communities have proposed frameworks, tools, and methods to build responsible,
ethical, trustworthy, safe, robust, meaningful, transparent, and human-centered Al
systems—with often overlapping goals and objectives [16-21].

Many Flavors of Human-AI Collaboration and Teaming

The potential of Al systems to support, complement, and augment the skills and
capabilities of humans across different tasks has led to widespread applications
in human-AlI collaborative configurations with varying effectiveness [22-27]. For
instance, Sowa et al. explored synergies between human workers and Al in man-
agerial tasks, identifying an increased productivity due to human—AlI collaboration
[28]. There is a growing footprint of AutoAl or AutoML in data science, wherein
data scientists are aided by automated workflows that simplify their practices [29].
Jiang et al. explored task delegability in human-AlI collaboration in the context of
qualitative analysis and found that the design of Al assistance that honor serendipity
and human agency are necessary for meaningful collaboration [30]. More recently,
Rastogi et al. highlighted the complementary strengths of humans and generative
models in collaborative auditing of large language models (LLMs) [31].

Prior work has explored the prospect of integrating Al systems into human
teams to achieve shared goals [32-35]. In contrast to human-AlI collaboration where
humans and Al work together on a given task but maintain relatively distinct roles
and responsibilities, human-Al teaming entails a dynamic relationship, resembling
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the interaction between human team members with Al as an active participant.!
While human-Al collaboration has largely been associated with the notion of
using Al as a functional assistant, human-Al teaming predominantly corresponds
to integrating Al as an adaptive and autonomous partner in a shared process. These
distinctions, however, have not always been made consistently in existing literature
spanning both conceptualizations. Thus, there is some overlap across these realms
of work. In the context of multiplayer online games, Zhang et al. found that people
reported mixed feelings toward Al teammates but exhibited a generally positive
attitude toward future collaboration with Al teammates [38]. In other empirical
work, Zhang et al. assessed the effects of teammate identity (comparing human
versus Al) and teammate performance (comparing low-performing versus high-
performing AI) on human-Al cooperation [39].

He et al. explored the potential of using LLM agents with humans-in-the-loop
for planning tasks and found that LLM agents can work effectively when a high-
quality plan and necessary user involvement in execution are available and that
users can easily mistrust LLM agents with plans that seem plausible [40]. In the
evolving area of explainable Al, recent evidence has shown that the use of LLM
agents can result in amplifying over-reliance on Al systems by creating an illusory
depth in explanations [41]. Over the last decade, a number of empirical qualitative
and quantitative studies have contributed to a wealth of knowledge around how we
can design for better human-Al collaboration and build effective human-Al teams
[42, 43].

Considering that organizations and companies are invested in optimizing their
business and operations with Al [44], it is important to address and understand
the potential of human-Al collaboration for enterprise Al. Recent work at the
intersection of HCI and Al has identified calibrated trust as an important need for
appropriate interaction with assistive Al [45]. Some pivotal questions that arise in
this context are:

e How can Al systems assist and support human decision-making while
optimizing for trade-offs that affect enterprises?

* How can we foster appropriate trust and reliance on collaborative decision-
support systems in enterprises?

This chapter unpacks recent findings in human-Al collaboration and reflects
on future directions for enterprise Al. To this end, we first present an overview
of the notions of trust and reliance on Al systems that have been proposed in
existing literature and then synthesize findings around factors that shape human-Al

1 Note that there are further conceptualizations of combining human and machine intelligence, such
as hybrid intelligence [36, 37]. Though relevant, this remains beyond the scope of our chapter.
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collaboration. Note that our view on frust considers it as a mechanism that can foster
effective collaboration between humans and Al systems, as opposed to considering
trust as an end goal that we should strive to optimize for [46].

7.2 Trust and Reliance on AI Systems

In their impactful work on tfrust in automation, Lee and See defined trust as
the attitude that an agent will help achieve an individual’s goals in a situation
characterized by uncertainty and vulnerability [47]. They argued that subjective
trust can guide and influence objective behavior and interactions (i.e., reliance) with
an automated system. Hoff and Bashir reviewed empirical research on factors that
influence trust in automation, published between 2002 and 2013, and proposed a
three-layered interdependent trust model [48]. This consists of (i) dispositional trust
that represents an individual’s overall tendency to trust automation, independent
of context or a specific system; (ii) situational trust that represents the variability
in trust depending on different contexts; and (iii) learned trust that represents
an individual’s assessment of a system based on past experience or the current
interaction.

More recently, the notion of regulating one’s trust in an Al system and thereby
informing their reliance on said system, preventing disuse and over-use (i.e., under-
reliance and over-reliance), and relying on Al advice only when it is credible
and warranted has been referred to as the pursuit of facilitating appropriate trust.
Evidence from different empirical studies suggests that all three layers of the inter-
dependent trust model [48] have been shown to influence appropriate trust. Over the
last decade, researchers in HCI and Al have explored a number of methods to foster
appropriate trust and reliance in human-Al interactions to pave the way for optimal
human-Al collaboration.

Mebhrotra et al. carried out a comprehensive and systematic review of the growing
literature on fostering appropriate trust in Al [49]. In their work, the authors also
shed light on different concepts related to appropriate trust, including warranted
trust [50], justified trust [51], contractual trust [52, 53], and calibrated trust [54, 55].
Jacovi et al. proposed a formalization of trust and how to design trustworthy AI [52].
The authors discuss the possible causes of warranted trust as intrinsic reasoning and
extrinsic behavior. More recently, Schlicker et al. proposed a two-level trustwor-
thiness assessment model (TrAM) that applies psychological models to evaluate
system trustworthiness [56] and distinguishes system characteristics, actual and
perceived trustworthiness, individual standards, and cues. Miller proposed methods
to measure perceived and demonstrated trust [57]. Several empirical works studying
human-AlI interaction and collaboration have operationalized and leveraged these
underpinnings of trust in Al to assess novel methods and their effectiveness in
fostering appropriate trust and reliance on Al systems [25, 58]. In particular, there
is a growing body of work exploring the potential of Al to aid human decision-
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Fig. 7.1 Relation between trust, reliance, and the appropriateness of their reliance in human-Al
collaboration contexts (e.g., decision-making). Users may trust or distrust an Al system, and this
may either be warranted or unwarranted. Their understanding of the process through which the Al
system reaches its output, or the Al system’s rationale behind its advice, can play an important role
in shaping their reliance on the Al output (e.g., using Al assistance in a decision-making task)

making [59-63]. In fact, optimizing decision workflows has been identified as an
avenue that bears immense potential for enterprise Al [44].

In summary (see Fig.7.1), while trust plays a central role in shaping the
effectiveness of decision workflows, it is ill advised to pursue trust as a goal in
and of itself. It is far more beneficial to view fostering appropriate trust as a means
to facilitate effective human-AlI collaboration and team performance [41, 46, 64]. In
that vein, it is worth asking whether appropriate trust is sufficient to achieve effective
human-AlI collaboration. It is now understood that although (appropriate) trust plays
a foundational role in human-Al collaboration, it does not solely lead to effective
human-AlI collaboration (i.e., it is necessary but not sufficient). Several critical
factors influence the effectiveness of human-Al collaboration—complementary
capabilities, feedback mechanisms, and technical qualities of the Al system, among
others. For example, consider the prospect of complementary capabilities [65]. In
industrial or manufacturing settings [66], predictive maintenance systems profi-
ciently identify patterns in different types of data that predict equipment failure,
while human operators contribute contextual knowledge about specific machines
and their operating conditions. In such a collaborative context where appropriate
trust on an Al system exists but there is a lack of complementary capability, benefits
of the collaboration cannot be reaped.
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7.3 Key Factors That Shape Outcomes in Human-Al
Collaboration

In this section, we present an overview of the multitude of factors that have
been shown to influence user trust, as well as experiential outcomes and team
performance in human-Al collaboration. These factors (presented in Table 7.1),
together with human-Al configurations (see Table 7.2), blend together in a complex
interplay that shapes team performance and the perceived experiences.

7.3.1 Human Factors

A number of human factors and individual traits have been shown to influence
and shape both experiential outcomes and performance outcomes in human-Al
interaction and collaboration. These factors need to be considered while designing
decision workflows or interactions with Al systems in the context of enterprise Al

Al literacy, i.e., the proficiency of humans in different domains of AI that
can enable the efficient, meaningful, and ethical use of Al technologies, has
been widely identified as being a crucial factor in regulating AI adoption and

Table 7.1 An overview of the factors that have been shown to shape trust and affect human-
Al collaboration in prior work. References serve as examples of works that have studied
corresponding factors. Note that this is not an exhaustive summary of all relevant factors surfaced
in existing literature but a representation of some key factors that have been methodically studied
and are well understood to play an important role

Human factors Task factors Al system factors

Al literacy [67-69] Complexity [70] Interpretability and

Domain knowledge [71] Uncertainty [63] explainability [72]

Domain expertise [73] Stakes [61, 74] Accuracy [75, 76]

Mental models [77] Task context (e.g., time Reliability [78, 79]

Prior experience [80, 81] constraints, pressure [82, 83]) | Trustworthiness [57]

Cognitive biases [80, 84] Interface (e.g., modality,

User expectations [85, 86] feedback, accessibility) [87, 88]

Culture and values [89, 90]

Table 7.2 Different aspects of human-Al configurations that have been shown to shape experien-
tial and performance-related outcomes in human-AlI collaboration

Human-AlI configurations

Distribution of control [18]

Individual versus collaborative use [116, 129, 130]

Organizational dynamics, policies [131]

Interdependency [132]
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fostering appropriate trust and reliance on Al systems, consequently paving a
way for effective human-Al collaboration. Cetindamar et al. identified four sets of
capabilities associated with Al literacy—(i) technology-related, (ii) work-related,
(iii) human-machine-related, and (iv) learning-related capabilities—and pointed
out the importance of operationalizing Al literacy for non-Al professionals [91].
Over the last few years, there have been several efforts to develop Al literacy
scales [68, 69, 92, 93] to understand the role and assess the impact of Al literacy on
human-AlI collaboration on one hand and efforts to increase Al literacy in society to
help people effectively interact with and critically evaluate Al systems on the other
[67, 94-96].

Hoffman et al. presented a broad overview of mental model elicitation methods
and their application in the context of explainable Al [97]. The authors highlighted
that user mental models represent their understanding of an AI system and its
context, including the task, goals, and current situation. Bansal et al. found that
human mental models of Al capabilities and their awareness of when to accept
or override an Al system’s recommendation (based on their mental models) affect
the resulting team performance [77]. Andrews et al. proposed a conceptual model
for the application of literature on “shared mental models” in human teams to the
context of human-Al collaboration [98]. Gero et al. studied people’s mental models
of AI agents in a cooperative word-guessing game [99]. The authors found that
people have existing intuitions about how Al systems work and that such intuitions
can be disrupted when they encounter specific Al systems. They also characterized
the capability of people to revise their mental models of the Al system in the face of
encountering anomalies.

Researchers have also studied how user expectations and various Al metaphors
influence and shape experiential and performance outcomes in human-AlI collabora-
tion. Khadpe et al. found that conceptual metaphors used to describe Al systems can
shape user expectations and behavior in human-AlI collaboration [85]. Similarly, in
the context of conversational crowdsourcing, Jung et al. found that different human
and non-human metaphors can affect worker engagement, their perceived cognitive
load in various tasks, their intrinsic motivation, and their trust in the agents [86].
Cabrera et al. found that showing users behavior descriptions of Al systems, i.e.,
details of how Al systems perform on subgroups of instances, can improve the
performance of human-Al teams across different tasks [100]. Furthermore, Nourani
et al. uncovered and synthesized the role of various experiential biases in shaping
user mental models and outcomes in their interactions or collaboration with Al
systems [101]. For instance, first impressions of Al systems have been shown
to weigh heavily on influencing user expectations and reliance behavior on Al
systems [102]. However, some prospects for the evolution of perceptions beyond
first impressions have also been found [81] in different contexts.

Domain knowledge, experience, and expertise have all been identified as factors
that affect human-Al collaboration. Zhang et al. explored how users trust and
rely on an Al assistant that performs with different levels of expertise relative to
themselves, ranging from completely overlapping expertise to perfectly comple-
mentary expertise. The authors found that participants were able to perceive when
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the assistant was an expert or non-expert within the same task and calibrate their
reliance on the Al to improve team performance [73]. To optimize human-Al team
performance, Wilder et al. carried out a systematic exploration of how machine
learning systems can be trained to complement human reasoning [103]. Through
a controlled study in a human-AlI collaboration task, Nourani et al. explored the
role of domain knowledge in establishing trust and susceptibility to the influence
of first impressions on user trust [71]. The authors found a differing impact on
domain experts versus novice users. Encountering errors early on caused negative
first impressions for some domain experts, negatively impacting their trust over
the course of interactions. In contrast, novice users were found to suffer from
over-reliance due to their lack of proper knowledge to detect errors. Inkpen et al.
explored the interplay between user expertise and complementarity of Al systems
on human-AlI collaboration [60]. The authors found that novice users demonstrated
improvements in performance by relying on Al advice, highly proficient users were
able to discern when to follow Al advice and typically maintained or improved
their performance as a result of the collaboration, and that mid-performers (with
a similar level of accuracy to the AI) were most variable in terms of whether the
Al advice helped or hurt their performance. However, there is growing evidence
suggesting that achieving optimal human-Al team performance can be challenging.
Agarwal et al. found that providing expert radiologists with Al predictions does not
always improve performance, whereas contextual information does. Radiologists
do not realize the gains from Al assistance because of errors in belief updating—
they underweight Al predictions and treat their own information and Al predictions
as statistically independent. Unless these mistakes can be corrected, the optimal
human-Al collaboration design delegates cases either to humans or to Al, but rarely
to Al-assisted humans.

That humans are susceptible to a plethora of cognitive and behavioral biases that
influence how different tasks are carried out is a well-established fact [104, 105].
Prior work has unveiled how biases can surface in different contexts of human-
Al collaboration. Echterhoff et al. explored a specific type of anchoring bias in
which decision-makers are anchored by their own recent decisions and found
that it is possible to combine the strengths of Al systems and humans to enable
fairer decisions in sequential decision-making tasks [106]. Through a controlled
study, Nourani et al. found that users who observed strengths of an Al system
early on in their interactions were more prone to automation bias and made
significantly more errors due to positive first impressions of the system and that
users who encountered weaknesses of an Al system earlier made significantly
fewer errors since they tended to rely more on themselves [80]. Building on work
from the field of cognitive science, Rastogi et al. proposed a general framework
to account for cognitive biases in the human-Al collaborative decision-making
setting and mitigate their negative effects on team performance [107]. Based on
their empirical exploration of human-Al collaboration, Jacobsen et al. discussed
the gap between perceived and measured task effectiveness [108]. He et al. showed
that the meta-cognitive bias of the Dunning-Kruger Effect can have a detrimental
effect on team performance in human-AlI collaboration [84]. The authors found that
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participants who overestimated their performance tended to exhibit under-reliance
on Al systems, which in turn hindered optimal team performance.

Erlei et al. found that humans tend to overwrite their economic self-interest to
avoid bargaining with Al systems [64], and also that humans consistently violate the
choice independence assumption when delegating predictions to a superior Al sys-
tem [213]. Vodrahalli et al. highlight the importance of modeling human interaction
when designing Al systems for human use [24]. Drawing from empirical findings
across different tasks, they reflected on the importance of jointly optimizing the
human-AlI collaborative system instead of the predominant paradigm of optimizing
the AI model alone. Biswas et al. found that bilingual writers demonstrated biased
behavior when interacting with an Al co-writing agent, wherein prior exposure to a
Spanish LLM reduced subsequent utilization of a better-performing English LLM
in a persuasive charitable giving task [109].

There is an increasing understanding and recognition of the role of culture
and human values in shaping human interactions with Al systems [89, 110-113].
Considering the progress in Al regulation around the world and an echoing rally
to ensure Al systems adhere to certain values, van de Poel identified the complex
challenges and opportunities of embedding values in Al systems [89]. In line with
the grand objective of aligning AI with human values [114], Hendrycks et al.
proposed a method to assess a language model’s knowledge of basic concepts of
morality [112]. Seth et al. found a significant variation across different language
models in their ability to infer artifacts across regional sub-cultures in India [113].

7.3.2 Task Factors

Different task characteristics have been shown to influence both experiential and
performance-related outcomes in human-Al collaboration [115, 116]. This section
presents an overview of such task factors.

Lai et al. surveyed prior work in human-Al collaboration and identified four
dimensions of task characteristics that varied in the tasks: (1) fask risk or stakes
(e.g., high, low, or artificial stakes), (2) required expertise in the task, (3) decision
subjectivity, and (4) Al for emulation versus discovery [61]. A recent empirical
study by Baron et al. explored the impact of stakes of the decision (high versus low)
and the decision source (human versus Al) on user perceptions of explanations for
Al systems in medical contexts [74]. The authors found that the effectiveness of
explanations may not depend on the type of explanation but instead on the stakes
and decision source.

Salimzadeh et al. argued that the variety in decision-making tasks empirically
studied in the context of human-Al collaboration and their operationalization has
led to an opacity around how findings from one task or domain carry forward
to another [70]. The authors proposed measuring task complexity to tackle the
problem of under-specification and facilitate comparison across empirical research
in human-Al collaboration. Tomsett et al. proposed that the objectives of imbuing
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Al systems with interpretability and uncertainty-awareness can allow for rapid
trust calibration among decision-makers, by facilitating the understanding of an
Al system’s limitations and likely failures [117]. Prabhudesai et al. explored
how and why lay decision-makers utilize ML uncertainty information in their
decision process [118]. Through a qualitative study, they found that communicating
uncertainty about a machine learning model’s predictions forced participants to
slow down and think analytically about their decisions. Other empirical work by
Salimzadeh et al. found that when users are presented with complex and uncertain
tasks, they tended to rely more on Al systems while demonstrating lower levels of
appropriate reliance compared to tasks that were less complex and uncertain [63].

Cao et al. empirically studied human decision-making behavior and task per-
formance under time pressure that is either induced from limited initial observation
time or final decision time (i.e., the time to weigh an AI’s suggestion before reaching
a collective human-Al team answer) [83]. The authors found that users tended to
follow Al suggestions when they were provided with a longer final decision time. In
a similar context of studying human-AI collaboration under time pressure, Swaroop
et al. found that different types of Al assistance have different accuracy-time trade-
offs when people are under time pressure compared to no time pressure [82].

7.3.3 AI System Factors

This section presents an overview of how different attributes of an Al system,’
ranging from its interpretability to accuracy and reliability, play a role in shaping
performance and experiences in human-Al collaboration.

Several efforts have been made to communicate Al system predictions, advice,
or output to human stakeholders—from stating system accuracy to generating
explanations—with varying outcomes [75, 76, 119]. Yin et al. found that users’
trust in a model is affected by both its stated accuracy and its observed accuracy
and that the effect of stated accuracy can change depending on the observed
accuracy [75]. However, He et al. explored the impact of communicating system
accuracy on human-Al collaboration outcomes and found that explaining the stated
accuracy of a system using analogies failed to help users rely on the Al system
appropriately [76]. Rechkemmer et al. investigated user trust in AI when multiple
performance indicators are presented at the same time [120]. The authors found that
while the level of model confidence significantly affects people’s belief in model
accuracy, both the model’s stated and observed accuracy generally have a larger
impact on people’s willingness to follow the model’s predictions.

2 In this chapter, we use the phrase “an Al system” interchangeably with an Al-based system, a
machine learning model, a decision-support system, an Al assistant, or an algorithmic decision
aid.
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Senoner et al. carried out experiments with real-world visual inspection tasks in
the domain of manufacturing and medicine to understand the impact of explain-
able Al aids on human-Al collaboration [72]. They found that domain experts
performing the tasks demonstrated a significant improvement in their performance
when they were supported by explainable Al aids in the form of visual heatmaps.
Ahn et al. investigated how interpretability and outcome feedback influence users’
task performance and trust in Al [121]. In contrast to other findings suggesting
that interpretability can drive trust, the authors found that interpretability led to
no robust improvements in trust and that outcome feedback had a significantly
greater and more reliable effect. Similarly, in a controlled experiment with Al
practitioners, Kaur et al. found that participants spent significantly less time on tasks
and were far less accurate about the data and model when they were given access to
interpretability tools [122]. This complements earlier results showcasing how data
scientists tend to over-trust and misuse interpretability tools [123].

Through mixed-method user studies, Bansal et al. found complementary
improvements resulting from human-Al collaboration and also that such benefits
were not increased by using explanations. They found that explanations instead
increased the likelihood of humans accepting the Al system’s recommendation,
regardless of its correctness [59]. In other work, Bansal et al. explored the influence
of technical updates to an Al system in a human-Al collaboration context. They
found that although updates can be made to increase the system’s performance, they
can also lead to behavioral changes that deviate from users’ prior experiences and
confidence in the Al system’s inferences, thereby having a negative impact on team
performance [124].

Early work by Fan et al. showed that the knowledge of Al reliability among
users has a significant impact on shaping user trust [78]. Appelganc et al. explored
the reliability that participants required to perceive support agents (either human
or Al systems) as being “highly reliable” and how this differed across contexts of
working together or being evaluated by the agent [79]. Through an empirical study,
the authors found that the required reliability in the context of working together did
not differ across the humans or AI. However, participants required that AI be more
reliable than a human when used to evaluate themselves.

The modality of interaction with Al systems have also been shown to influ-
ence performance outcomes and interaction experiences in human-Al collabora-
tion [88, 125-127]. Le et al. compared spoken and written interactions with a
natural language dialogue system using two real information-retrieval systems. The
authors found that the spoken interaction mode was less efficient but promoted
collaboration [127]. Zhang et al. highlighted the trade-offs between AI’s verbal
communication and visual communication based on their findings from an empirical
study exploring human-Al team compositions [125]. Through an empirical study,
Liu et al. found that the visual-auditory bimodality was superior to single visual
modality and single auditory modality for older adults based on the perceptions of
social presence, attitudinal outcomes, and acceptance [126]. The authors observed
that older adults perceived greater social presence, perceived enjoyment, satisfac-
tion, and acceptance with text feedback than without in their interactions with
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Al assistants. He et al. explored the impact of a conversational XAl interface on
users’ understanding of the Al system, their trust, and reliance on the Al system in
comparison to an XAl dashboard [128]. The authors found that the conversational
XAI interface could bring about a better understanding of the Al system among
users and lead to higher user trust. However, users of both the XAI dashboard and
conversational XAl interfaces demonstrated over-reliance on the Al system, and
enhancing the conversations by using agents amplified this over-reliance.

7.3.4 Human-AI Configurations

This section synthesizes findings from different human-Al configurations and
workflows for human-AlI collaboration, including those within organizations, given
the widespread adoption of enterprise Al (as shown in Table 7.2).

Wang et al. synthesized six different configurations in human-AlI collaboration
based on varying levels of human agency: (i) Al suggests and humans decide
(verification); (ii) humans provide feedback and Al optimizes (supervision); (iii)
humans and Al systems work independently for certain tasks, sharing a portion
of the decision-making process (cooperation); (iv) Al decides and humans control
(intervention); (v) Al decides and humans can exit (rejection); and (vii) Al adapts
and human input is eliminated (regulation) [132].

In a user study with veterinary radiologists, Fogliato et al. explored the effects
of providing Al assistance at the start of a diagnostic session in radiology versus
after the radiologists made provisional decisions [133]. The authors found that
participants who were asked to register provisional responses in advance of
reviewing Al inferences were less likely to agree with Al, regardless of whether
the advice was accurate. The authors also found that in instances of disagreement
with Al, they were less likely to seek the second opinion of a colleague. In
the context of generating personas, Shin et al. explored human-Al workflows
that differently delegate subtasks in user research between human experts and
LLMs [134]. The authors found that better results (i.e., more representative and
empathy evoking) are achieved when leveraging human skill in grouping user data
by their key characteristics and exploiting LLMs for summarizing pre-grouped
data into personas. Wu et al. proposed the notion of LLM chaining, where the
output of one step becomes the input for the next, aggregating potential gains
along different steps [135]. In a user study exploring LLM chaining, the authors
found that users leveraged sub-tasks to calibrate model expectations, compared
and contrasted alternative strategies by observing parallel downstream effects,
and debugged unexpected model outputs by testing sub-components of a chain.
Allen et al. identified junctures in typical crowdsourcing workflows at which the
introduction of LLMs could lead to benefits [136]. The authors proposed means to
augment existing design patterns for crowd work. In other work, Wu et al. showed
that replicating crowdsourcing pipelines can help us understand the relative LLM
strengths on different tasks (via performance comparison on sub-tasks) and the
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potential of LLMs in complex tasks, where they can complete part of the tasks
alongside humans [137].

Cai et al. explored the context of human-Al collaborative decision-making and
carried out a qualitative study with pathologists. The authors interviewed them
before, during, and after being presented deep neural network (DNN) predictions for
prostate cancer diagnosis to learn the types of information that they desired about
the Al assistant [129]. The authors found that clinicians desired upfront information
about the known strengths and limitations of Al, its subjective point of view, and its
overall design objective. Similarly, Salimzadeh et al. highlighted the importance
of considering task characteristics when designing human-Al collaborative systems
where peers leverage Al assistance [116].

Through a two-year-long case study of an organization in the international
maritime trade that introduced automated algorithmic support for data analysis and
prediction work, Gronsund et al. explored how configurations of humans and Al
systems evolved as the firm adopted Al [131]. The authors found that the notions
of automation and augmentation are intertwined in the evolution of organizations
as they adopt Al They highlighted the strategic importance of a human-in-the-loop
pattern for organizational reflexivity to ensure that the performance of Al meets the
requirements of the organization.

7.4 Toward Effective Human-AI Collaboration for
Enterprise Al

Different research communities at the intersection of Al and HCI have tirelessly
pursued the conceptualization, operationalization, and development of methods to
foster appropriate reliance in human-Al interaction and collaboration [62, 138—142].
Researchers and practitioners have proposed a variety of approaches and empirically
evaluated them in different domains [143—145]. For the most part, it can be argued
that the pursuit of appropriate reliance is an unsolved challenge and has proved to
be an elusive goal. Among other reasons, this is primarily due to conflicting findings
across different studies (e.g., the early potential and promise of Al explanations as a
general vehicle to foster appropriate reliance and shape positive outcomes has been
refuted due to mounting evidence that suggests more nuance [146—154]), the unclear
transferability of findings across empirical work in this area, and questionable
ecological validity.> While there is a lot of ground that remains to be covered in our
pursuit of facilitating appropriate reliance on Al, there have been some noteworthy
efforts that have sown some seeds of promise. We discuss these ideas below.

3 Ecological validity refers to the extent to which experimental findings can generalize to the real
world beyond the experimental frame [155, 156].
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Plausibility, Verifiability, Bounded Rationality, and the Compelling Argument
of ‘Evaluative AI’ In their recent work, Fok et al. argued that explanations are
only useful to the extent that they allow human decision-makers to verify the
correctness of the AI’s prediction [157]. The authors highlight that prior works
have found that in many decision-making contexts, Al explanations do not facilitate
such verification. Kaur et al. investigated the extent to which Al practitioners apply
bounded rationality when using interpretability tools and whether the application of
bounded rationality helps or hurts.* The authors argue that whether the outcomes
of bounded rationality are good or bad is dependent on the heuristics that people
apply to select a “good enough” option. When such heuristics are inaccurate, then
bounded rationality can lead to inaccurate decisions and propagate harm [122].
Miller proposed a conceptual framework called evaluative Al to support explainable
decision support while tackling the challenges of over- and under-reliance on
Al [158]. The author proposed this as a machine-in-the-loop paradigm in which
decision support tools provide evidence for and against decisions made by the
users, rather than providing recommendations for users to accept or reject. This
is aligned with findings that suggest encouraging critical thinking and consideration
among users is fundamentally important to help calibrate trust and foster appropriate
reliance on Al [159, 160].

Considering Trust Development Over Time and in Context There has been
limited consideration of trust development through interactions with Al that are
spread over a period of time [81, 161]. In their recent qualitative work, Kahr et
al. addressed the often neglected perspective of trust development over time [162].
The authors investigated a real-world case in which logistics experts had worked
with an Al system for many years. They found that despite clearly identifying
Al system imperfections, experts developed trust over time. Inconsistencies and
frequent efforts to improve the Al system disrupted trust development, hindering
control, transparency, and understanding of the system. The authors also found that
despite the overall trustworthiness, experts overrode correct Al decisions to protect
their colleagues’ well-being.

Fine-Grained Notions of Appropriate Reliance In the context of Al-assisted
decision-making in composite fact-checking tasks, He et al. investigated the impact
of a novel multi-step decision workflow on user reliance behaviors [163]. Their
findings demonstrate that human-Al collaboration with the proposed decision
workflow can outperform one-step collaboration in specific contexts (e.g., when
advice from an Al system is misleading). Analyzing appropriate reliance at fine-
grained levels (i.e., at the sub-step level in decomposed tasks) revealed that such
workflows can be effective when users demonstrate a relatively high consideration

4 As described in [122], bounded rationality is an inherent feature of human decision-making;
people can seldom consider the utility of all possible choices before reaching a decision, since that
would lead to information overload, decision fatigue, and decision paralysis.
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of the intermediate steps. The authors discuss and highlight that there is no one-size-
fits-all decision workflow that can help obtain optimal human-AlI collaboration.

7.4.1 Downstream Al Users: Broadening the Lens of
“Human-Al Collaboration” to Consider
Decision-Subjects

Other stakeholders can be directly affected as a result of end-users collaborating
with a given AI system. Such stakeholders are referred to as decision-subjects.
For an overview of this, consider the inferences of classic Al systems that are
based on data samples fed as input to these systems. The outputs of such systems
shape the final decisions made by end-users and can (positively or negatively)
affect decision-subjects represented by the input samples. Whether the decision-
subject accepts a resulting decision or decides to contest it [164] might not only
depend on their satisfaction with the decision but also on their appreciation of the
user-Al collaboration, their judgment of the Al system itself, and their trust. In
turn, whether a decision-subject appropriately accepts or contests a decision has
repercussions not only for themselves but also for the Al deployer who might have to
conduct additional work (e.g., to verify the decision, to rebut the decision-subject’s
contestation, or pursue some action). Particularly, if a subject serially contests
decisions, the deployer might get overloaded with verification tasks, while if a
subject serially accepts decisions without contestation, it might lead to an increasing
prevalence of inappropriate decisions and eventually shape long-term consequences
[165].

Researchers have already started investigating the relation between the decision-
subject and the Al system or the combination of the AI system and its user.
They have explored the factors that shape such a relation, whether the system is
trusted, whether it is deemed fair, and under which conditions [166—168]. Others
have explored how to facilitate access to relevant information about the Al system
and its decisions for the decision-subject, for them to better determine when
to accept a decision [169, 170]. This might go through appropriate information
disclosures by the Al deployers or users (e.g., as suggested by certain Al regulations
and policies) [171-173], by the development of explanations appropriate for the
comprehension of the decision-subjects [174], and by the definition of Al literacy
and its development among all kinds of decision-subjects [67, 68]. Finally, prior
work has also investigated when and how the subjects might want to contest a
decision and what might be technical and procedural structures to facilitate their
efforts [175-179].

These insights are particularly relevant to Al deployers who should not only
focus on serving a high-performance Al system but also on designing interactions
with users and decision-subjects that enable scrutiny, the establishment of appro-
priate trust, and contestation when relevant. Note that prior work has shown that
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without such careful designs, the decision-subjects (or even the Al users) might not
consider it fair and might want to contest an Al system and/or the resulting decision
[168].

7.4.2 Upstream Al Users: Broadening the Lens of Human-Al
Collaboration to Realities of the AI Supply Chain

Recent scholarship proposes to expand the scope through which Al is scrutinized.
Instead of focusing on the algorithm underlying the AI system, the outputs it
produces, and how intended users interact with those outputs, HCI, STS, and legal
scholars increasingly draw attention to the Al supply chain [180-183] (also referred
to as Al value chain [184]). The Al supply chain should also be considered as a
consequential site of human-Al collaboration, which impacts what the AI system
can do and the potential harm it might cause.

7.4.2.1 What Does the AI Supply Chain Constitute?

With the Al supply chain, scholars refer to the various stakeholders who are involved
in building, deploying, governing, and maintaining an Al system as well as its
various sub-components. For example, consider a large language model that is often
used in combination with one or multiple output filters and input prompt restrictions
and that requires datasets and algorithms to function. See Fig.7.2 for a simple
illustration of the AI supply chain. Regulatory documents like the Al Act [172]
have also started to adopt this supply chain framing. They particularly emphasize the
distinction between various organizations: the Al provider is the organization that
develops an Al system or possesses an Al system and places it on the market, and
the Al deployer instead is the organization that adopts an Al system (organizations
can hold both roles simultaneously). Note that the users traditionally studied in
the context of human-AlI collaborations might be employed by the AI deployer or
make use of the deployer’s system via another contractual relation. For instance,
a company might serve an Al system for its employees to draft emails faster or
might let its clients contact an Al-based chatbot for customer-service questions.
Some organizations might be both providers and deployers (e.g., OpenAl) while
providing access to the general public to their Al systems.

Researchers have identified the individual stakeholders involved with these
provider and deployer organizations. Naturally, various engineers, data scientists,
and Al researchers contribute to building components of the Al system [185, 186].
UX researchers and practitioners investigate which capabilities to enable with such
a system and how to design it in order to enable these capabilities [187-189].
Additionally, product managers, responsible Al-specific roles, internal lawyers,
and policymakers, all bear various roles within these organizations, be it in terms
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Fig. 7.2 A simplified representation of the sites of human-Al collaboration throughout the
lifecycle of an Al-based system. Left of the Al-based system (purple), we show the Al supply
chain. Right of the Al-based system (white), we show the decision-subjects. In the speech bubbles
(blue), we show examples of questions relevant to the collaboration between each stakeholder and
the system or one of its components

of managing teams that produce and release the components or ensuring the
compliance with existing regulations (e.g., by identifying potential issues with the
systems and setting governance workflows to mitigate these) [183, 190, 191].

Going beyond these central organizations, it is worth noting the materiality of
Al supply chains and their resource hunger, particularly in terms of data, labels
associated with the data, data storage, computational power, and the required
hardware to enable such power [180, 184]. Other stakeholders are typically involved
with gathering and developing these resources, such as the crowd workers who
annotate datasets or the workers in mines who collect the minerals used to fabricate
Al hardware [192-196].

7.4.2.2 Key Notions in the AI Supply Chain

Prior research has addressed two primary knowledge gaps in relation to the Al
supply chain—factors that shape the Al supply chain and harms that stem from
it. We discuss this next.

Factors That Shape the AI Supply Chain Many studies have surfaced the
practices of individual stakeholders in the supply chain and identified the various
factors that affect these practices. They have pointed out the individual factors that
affect the perceptions and efforts of these stakeholders, such as their knowledge
of Al techniques and of AI harms, their reflexivity over their own thoughts and
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practices, their socio-demographic and educational background, and their prior
experiences with Al and potential harms [185, 186, 197].

Researchers have also identified many organizational challenges that stakehold-
ers face in the supply chain and that typically prevent them from ensuring the
development of responsible Al systems, largely due to misaligned interests. They
have pointed out the lack of incentives, time, and budget provided to Al developers
to test the systems for potential harms, the lack of prioritization of responsible
Al efforts in comparison to Al development and release efforts, and the lack of
support for educating Al practitioners about the harms of Al [186, 198, 199]. As a
result, they have started to propose new governance processes at the organizational
level in order to ensure appropriate support for Al practitioners and foster effective
collaborations within Al providers or in between Al providers and deployers, to
ultimately make sure responsible systems are deployed [200].

Although still rare, some scholarship has also started to focus specifically on the
interactions between the stakeholders of the supply chain and how they affect the
resulting Al systems. Researchers have also studied the diversity of trust relations
that make up the supply chain. In that regard, they have highlighted that many
stakeholders form a relation of trust with the Al system or one of its components but
that the factors affecting such trust relations might differ from the factors affecting
a user’s trust in the AI system [183]. They have also shown how trust relations
in between organizations or within the stakeholders of a same organization might
further affect the development of the final Al system. Others have investigated how
responsibility is perceived among these stakeholders and how Al practitioners often
perceive it as a concern and obligation for the stakeholders upstream or downstream
the supply chain but not for themselves [181, 201]. Note that neither the notion of
the Al supply chain nor the association of these various factors to the supply chain
is new. Earlier literature in organizational management and other disciplines have
conceptualized the notion of supply chains and demonstrated the formative power of
these factors [184]. Nevertheless, recent adaptations serve to transfer these notions
to the Al context and surface its nuances. For instance, the kind of information that
an Al developer requires to develop trust in an AI component such as a dataset is
arguably different from the information that a car manufacturer would rely on to
establish trust in the car’s anti-lock braking system (ABS).

Thus, following these potential collaboration-related challenges that make up Al
supply chains, researchers have started to explore the Al-centered information and
knowledge that should be shared and communicated among the stakeholders of the
supply chain. Transparency and literacy could facilitate the appropriate development
and governance of the system [190, 202] if they are enacted appropriately. They
might particularly require adaptations depending on the stakeholders involved in the
information exchanges, their diverse backgrounds, and their economic relationships
(e.g., whether they belong to the same organization, in which case confidentiality
and sensitivity of the information might be less of a hindrance for the exchange)
[190, 203]. Such communications are also supported by the AI Act [172] that
enforces various types of disclosures in between different stakeholders.
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Harms That Stem from the AI Supply Chain The second angle that researchers
have adopted to investigate Al supply chains is their relation to the notion of
Al harms. On the one hand, they have shown that the supply chain might be a
source of harm. All the actions taken (or not) by the stakeholders of the supply
chain, and all the factors and challenges above, will ultimately affect how biased
or fair an Al system is and how transparent it is. They have highlighted that
because of supply chain complexities, it is challenging to ensure fairness ultimately
[181, 182, 184, 204]. On the other hand, they have discussed how the supply
chain itself might be a harmful space. Certain scholars have discussed the poor
labor conditions in which certain practitioners work within the supply chain [192].
Other scholars have revealed the power relations among the organizations of the
supply chain, the dependencies that are created among these organizations, and the
economic and political risk for the organizations with less leverage [182, 204-206].

7.4.2.3 Opportunities to Foster Responsible AI Supply Chains

Despite the little attention that Al supply chains have received, early insights about
the stakeholders and dynamics that make up Al supply chains (described above)
motivate the importance of their study. These insights particularly demonstrate
many challenges in ensuring the supply chain’s compliance with regulations,
decreasing its potential for harm, and mitigating the issues with the final Al systems
it produces. In this context, Al supply chains are very relevant to this chapter.
They constitute a new space of human-Al collaborations upstream the usage of
the system’s outputs by its intended individual users. Indeed, all the stakeholders
we mentioned above have to make decisions related to the Al system or its sub-
components. A product manager in a deployer organization might, for instance,
have to decide whether to adopt the Al system of an Al provider, accounting for
various factors such as the reliability of the provider, the trustworthiness of its Al
system, and the utility of employing such a system in relation to its cost. Instead, a
product manager at a provider organization might have to decide whether to release
an Al system and through which modalities (e.g., open-source, via an API access),
considering the performance of the system as well as how risky it might be (e.g.,
what its propensity for outputting offensive text might be and how this might affect
the reputation of the provider). Furthermore, all these junctions where a decision
is made about the Al system or one of its components end up affecting the final
Al system. Such resulting Al systems have been the object of much of human-
Al collaboration research. We can appreciate that the properties and attributes of
Al systems are shaped all along the supply chain. Hence, better understanding the
supply chain also enables better understanding of the collaboration between the Al
system and its end-users.

This consideration opens up many research opportunities. It brings to question
whether existing approaches developed to support end-user collaborations with
Al systems and to study the factors that shape outcomes in such contexts can
be transferred to other stakeholders in the supply chain. For instance, it would
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be interesting to ask whether the information that users need to learn about to
appropriately rely on an Al system are the same as those that Al practitioners (e.g.,
Al developers, product managers) in the chain would need to make appropriate
decisions. It is easy to envision that some of the work will require strong adaptations.
In that case, it will be especially important for enterprises to actively consider their
role in the supply chain and how to leverage existing research insights to facilitate
the appropriate decision-making of each stakeholder vis-a-vis the Al system and its
components.

7.4.3 The Generative AI Opportunity Cost for Enterprises
Under the Lens of Trust and Reliance

The opportunity costs of investing in generative Al technologies represents a
critical consideration for enterprises, with important second-order effects at stake
(e.g., on energy consumption and sustainability) [207, 208]. While grappling with
the potential and the hype surrounding generative Al, carefully evaluating the
opportunity costs and considering the technological trade-offs is vital. We identify
some key challenges and trade-offs in this vein, particularly in view of trust and
reliance on generative Al in the enterprise context.

* Trust calibration can be a moving target with generative Al. Enterprises should
seek to develop meaningful governance structures that cater for the measurement,
fostering, and monitoring of appropriate trust along with feedback mechanisms
to help calibrate trust [48].

» It is important to create adequate guardrails to help navigate the risks of over-
reliance on generative Al. Failing to implement the necessary guardrails can lead
to unforeseen costs and harms. For instance, LLMs are prone to hallucinations
and inaccuracies that can lead to data pollution when incorporated into enterprise
knowledge bases without appropriate verification or validation [209].

* Opver-reliance on generative Al can also lead to the dilution of knowledge within
enterprises that is typically present in the unstructured mental models of actors
and stakeholders in the enterprise, in their routines, and in particular the tacit
knowledge of experts [210].

* Opver-reliance on generative Al can lead to a decrease in critical thinking [211,
212]. The enterprise opportunity cost manifests here in the form of diminished
problem-solving capacity, especially for novel challenges that require creative
thinking that is still beyond current Al capabilities.
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7.5 Conclusions

There is a growing wealth of knowledge around how we can design and support
effective human-AlI collaboration. In this chapter, we unpacked the fundamental
factors that shape experiential and performance-related outcomes in human-Al
collaboration. We discussed the challenges pertaining to fostering appropriate
reliance on Al assistance and promising directions stemming from recent literature
in this field. We argued that the AI supply chain can be both a valuable lens and a
differentiator in informing the effective design and deployment of enterprise Al
An important aspect to consider in the drive toward adoption of generative Al
technologies into enterprise practices is that competitive advantages and operational
efficiency gains can only emerge from their meaningful and strategic application
rather than mere adoption alone. Aligning Al capabilities with the core business
objectives; simultaneously considering different stakeholders and customer needs
and their values; and explicitly considering second-order effects and societal impact
can be a rewarding approach.
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Part 111
Value Creation with Enterprise Al

A human-centred lens is imperative to promote wide-scale and successful adoption
of Al in the enterprise. This is not just essential to winning social licence and
trust but also to ensure Al systems amplify human potential well beyond the
benefits and pitfalls of automation. As organizations increasingly embed Al into
their operations, the focus must shift from technical feasibility to meaningful value
creation, responsible integration, and sustained stakeholder trust.

This part brings together leading perspectives on how enterprises can unlock
the full potential of Al by aligning technological capabilities with organizational
goals, ethical considerations, and human values. The chapters explore frameworks
for realizing business value, mechanisms for building trust, and strategies for
embedding Al into core business processes.

The first chapter from Ida Someh and Barbara Wixom presents a practical
framework for creating value from enterprise Al. Drawing on insights from global
executives, the authors identify the organizational resources and project-level prac-
tices that enable successful Al initiatives. They highlight common obstacles to value
realization and offer actionable recommendations for Al leaders seeking to align Al
capabilities with strategic goals. This chapter sets the foundation for understanding
how Al can be a driver of enterprise transformation when implemented with purpose
and clarity.

The second chapter by Marek Kowalkiewicz, Christian Janiesch, and
Michael Rosemann explores the fundamental transformation from traditional
rule-based automation to Al-driven enterprise autonomization. The authors
distinguish between automation’s deterministic execution of predefined tasks
and autonomization’s goal-oriented approach, where Al agents independently
determine optimal paths to achieve specified objectives. Through the lens of three
core capabilities, framed independence, neglect tolerance, as well as indeterminism,
and illustrated by case studies from JPMorgan Chase, General Electric, Walmart,
and healthcare institutions, the chapter presents a three-phase implementation
framework (Deploy, Reshape, Invent) for organizational transformation. This
chapter emphasizes that successful enterprise autonomization requires not just
technological advancement but equal investment in human capabilities, creating
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synergistic systems where human creativity and Al autonomy amplify each other’s
strengths to achieve previously impossible outcomes.

The third chapter by Steven Lockey and Nicole Gillespie addresses the critical
issue of trust in Al. Based on a large-scale international survey, the authors reveal
public concerns about Al risks and a strong demand for trustworthy Al practices.
They propose four pathways to trust, institutional, motivational, uncertainty, and
knowledge, and validate these through empirical analysis. Their findings offer enter-
prises guidance for building trust through transparent design, robust governance,
and stakeholder engagement and highlight the importance of trust for long-term Al
adoption and impact.

The final chapter by Shaoyang Fan and Javad Pool provides a series of case
studies that illustrate the diverse ways Al is influencing enterprise software and
systems. By analysing both successful and failed implementations across companies
like Canva, Zillow, and the Australian Government’s Robodebt program, the authors
extract valuable lessons about the conditions under which Al creates (or fails
to create) value. These real-world insights reinforce the importance of context,
leadership, and adaptability in enterprise Al initiatives.

Together, these chapters offer a multidimensional view of value creation with Al
that balances innovation with responsibility and efficiency with trust. They provide
a roadmap for enterprises seeking to harness Al not just as a tool for automation but
as a catalyst for meaningful, sustainable transformation.



Chapter 8
Creating Value from Enterprise Al Qe

Ida Someh and Barbara Wixom

Abstract Artificial intelligence (Al) is rapidly transforming the business landscape,
offering immense potential for value creation. However, many companies struggle
to effectively implement Al initiatives, limiting their ability to reap the full benefits
of this technology revolution. This chapter presents a framework on Al value that
identifies Al and complementary organizational resources and the process by which
these resources can be assembled together within Al projects to create value for
organizations. In addition, we identify obstacles to Al value creation and offers
recommendations for Al leaders. The recommendations are informed by executives
from around the world who are leading Al teams and who are accountable for Al
success.

8.1 Introduction

Artificial intelligence (AI) represents a set of technologies to find patterns in data,
make predictions, and find recommended actions without explicit human instruc-
tions [1]. What distinguishes Al from predictive and prescriptive analytics is Al’s
ability to self-learn and to process natural language [2]. Al can autonomously con-
duct tasks and engage with people—for example, social bots chatting to customers
or Uber algorithms giving instructions to drivers. In our own recent case studies, Al
was used by Microsoft to streamline the enterprise sales process by predicting the
likelihood of a sale to close [8], by Cochlear to improve the sound experience of
hearing implant patients by identifying sound contexts and automatically adjusting
sound device settings [9], and by BBVA to help banking customers manage personal
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finances by predicting future transactions and categorizing spend [10]. These types
of positive Al outcomes and the wide range of benefits they represent are consistent
with Al value communicated in the popular press [2, 6].

There is emerging evidence that Al can create value for organizations by
reducing process costs, enabling new revenue streams, and increasing product sales.
According to the McKinsey Global Institute, at a “global average level of adoption,”
Al could deliver 1.2% additional GDP growth annually. Despite promising Al trends
and forecasts, the value of Al is not clear to many stakeholders, as it can cause
negative externalities through activities such as extensive individual profiling and
algorithmic decisions, which can threaten privacy and can cause discrimination [4].
Also, Al’s ability to replace humans or reshape human work tasks has implications
for workforce employability and the changing roles of workers, such as domain
experts (e.g., doctors, engineers, financiers, or other specialists) who have deep
knowledge and experience within their fields [1, 5]. Arguably, researchers can
draw upon decision support and other related literature to propose and study how
organizations can effectively deploy Al. However, AI’s contemporary contexts,
novel characteristics (e.g., self-learning and autonomy), and its potential to create
unintended consequences suggest that there are nuances about Al that must be
explored using present-day, Al-specific research efforts. Such efforts are required
before leaders can deeply understand Al implementation—and the acceptable
approaches through which Al can create value. Thus, we ask the following research
questions: How can organizations create value from enterprise Al?

This chapter presents a framework that identifies obstacles for Al adoption within
a value creation context. We use the framework to provide practical guidance for
business and Al leaders who hope to exploit Al in fruitful, acceptable ways. In the
following sections, we first use the framework to organize data about Al obstacles
that we collected from senior executives. Next, we share descriptions of six Al
projects that reinforce and further inform Al obstacles. We will conclude the chapter
with a presentation of resulting recommendations for Al executives and leaders.

8.2 A Framework on Artificial Intelligence Value

Figure 8.1 represents a process-oriented view of how Al creates value for organi-
zations, which we term the Al Value Framework. We developed this framework
by extending an existing practice-based framework on generating value from data
[11]. For this study, we extended the framework by drawing on recent case studies
and recent literature specific to Al [6, 12—-14]. Specifically, the framework was
changed by (1) adding additional Al and organizational resources and (2) organizing
concepts by project level and organization level.
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Fig. 8.1 Al value framework

8.2.1 Enterprise Al Projects

The framework communicates that organizations create Al value at the project level
by following four distinct steps: (1) formulating a business purpose; (2) generating
meaningful insights from the data; (3) taking actions based on the insights, possibly
in the form of automated business processes; and (4) realizing project value [11].
The project is enabled by three key Al organizational resources (i.e., data, platform,
and talent) and by three complementary organizational resources (i.e., leadership,
domain knowledge, and governance), all of which can be shaped by project activities
as they are executed. Al projects might be narrow in focus (e.g., automating a
granular sales task), and for this reason, execution of multiple Al projects over time
generates overall organizational value.

8.2.2 Al Organizational Resources

Value creation at the Al project level depends on Al organizational resources,
which are a subset of the organization’s overall resources; specifically, three Al
organizational resources are required for Al project execution. Data includes a range
of structured and unstructured datasets sourced from internal and external systems
that can be used to formulate and train Al algorithms. Platform includes technology
and processes required to manipulate the datasets and to access and distribute data
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and analytics services. Talent refers to data scientists who specialize in building and
working with algorithms that predict, classify, or cluster data.

Every time an Al project is executed, the knowledge created by the project further
shapes the Al organizational resources. For example, data scientists assigned to
improve customer retention with Al can develop a novel churn algorithm, which
subsequently can be integrated into a platform and get reused for other projects.

8.2.3 Complementary Organizational Resources

Complementary organizational resources are a set of non-IT factors—Ieadership,
domain knowledge, and governance—that facilitate organizational adoption and
diffusion of Al [15]. Leadership represents the organization’s vision and commit-
ment to Al. Domain knowledge is the know-how of experts in areas of content
to which Al will be applied such as employee retention, marketing segmentation,
and supply chain optimization. Governance includes mechanisms by which Al-
related decisions and processes are managed in ways that benefit organizational
stakeholders and minimize risks. Complementary organizational resources typically
are associated with changes to organizational design, business models, processes
and rules, culture, and legal requirements, and they are necessary for pervasive,
responsible Al use [1, 16].

8.3 Research Method

8.3.1 Executive Discussion

In order to validate the usefulness of the framework, we convened an online
discussion with the members of the MIT Center for Information Systems Research
Data Advisory Board in Quarter 1 of 2019. The Board consisted of 95 data
executives representing 67 large companies headquartered around the globe. Most
organizations were multi-national and for-profit, and the executives held Chief Data
Officer, Chief Analytics Officer, or equivalent roles.

Each executive was asked to answer the following question in an online
discussion board (they were given a deadline of 1 month to submit responses):

What are the top three obstacles to Al adoption/consumption in your company?

Along with the question, we provided the executives with the following Al
definition:

Definition: Artificial intelligence (Al) is a set of technologies that seeks to mimic human
ability to understand data, find patterns, make predictions and find recommended actions
without explicit human instructions. What distinguishes Al technology from traditional
predictive and prescriptive analytics is (1) its ability to self-learn and (2) its ability to
process natural language [1].
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Table 8.1 Al project obstacles

Obstacle/evidence Cnt
Compelling Business Objective 22
“Not having a good use case for Al, which needs to be driven from the
business rather than the Chief Data Analytics Office or Technology”

“Use cases with a clear return on investment for the business”

AI Development 6
“[Minimum viable product] and agile development and deployment”

“Create an environment where we can experiment and fail fast. Learn

from previous experience and fine-tune going forward”

Fear and Mistrust 8
“Fear of ‘the black box’. We work in a very high risk industry. It will be

a long time before we leverage technologies that self-learn and limits or
removes human interaction”

“Inability of certain complex models to explain the outcomes. Models

that cannot provide explanation of recommendations are unlikely to be
adopted”

Process Integration 8
“Integration with legacy systems that may be required to consume the

Al algorithms by the business”

“Cadence of deploying Al models and fully integrating them into core
business processes”

Culture 9
“The culture of using data to drive decisions, leading to ignorance on

what data can solve for”

“Focus on the present, not the future; current-year operational and

financial performance metrics that focus on aggressive performance in

the current year, rather than the next 5 years”

Project Value 8
“Value demonstration at scale”

“Proving out the resulting value”

Ultimately, 53 data executives from 50 organizations answered our question,
resulting in a 75% response rate (we only required one answer per organization).
Several respondents provided artifacts (e.g., internal company reports, decks) to
support their answers. Some of the non-respondents specifically explained that their
lack of response was due to lack of Al activity at their organization.

Two researchers analyzed the board answers using thematic content analysis
to identify common patterns and emergent themes [17] and to create a list of Al
obstacle categories. Then, we iteratively matched these categories with components
of the Al value framework. See Tables 8.1, 8.2, and 8.3 for the results of this
process. Each table lists the distinct obstacles that the team identified, representative
evidence, and the number of board members who contributed the obstacle in their
response.

The executive discussion helped the research team in two important ways. First,
the process identified common Al obstacles; data quality, Al talent, compelling
business objective, and Al platform were most often repeated across board member
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Table 8.2 Al adoption: organizational resource obstacles

Obstacles/evidence Cnt

Training Data Sets 3
“Huge volume of continuously fresh data to establish a model and

mature it via learning algorithms”

“Lack of transaction data on which to train”

Data Quality 29
“Availability of good clean data is the most pressing issue right now.

We are still in the infant stage of exploring what we might be able to do

with our data and have some good ideas but without the foundations

there is limited ability to do a lot”

“Data quality; data that has missing elements and data that is corrupted

in systematic ways”

Data Structures 7
“Working with external data sources that follow different taxonomies

than the ones used at [my company]”

“Confusion regarding terminology and definitions is fracturing our

progress. A common lexicon can enable groups to work together more

and make more progress”

Al Platform 19
“Need for new architectures and technologies not used in the traditional
company”’

“Scalable processing power”

Al Talent 25

“Skills. To get Al in use, data has to be assembled, wrangled into an
algorithm, and the algorithm has to be put in a context where its results
can matter. All three of these steps need specialist skills at a relatively
high level. We don’t have many people who can effectively select and
use algorithms”

“Skilled technical people who understand our processes, data, and the
Al technologies”

responses. Second, the process identified obstacles that were unique to AI; fear and
mistrust, training datasets, acceptable data use, domain engagement, and Al talent
represent obstacles that do not traditionally surface as data obstacles (such as those
in [11]).

8.3.2 Project Description Review

To better understand the Al obstacles that were categorized into Tables 8.1, 8.2,
and 8.3 and to further validate their importance, the authors explored descriptions
of actual Al projects conducted in conjunction with a professional services firm
(i.e., a set of client engagements). The firm, Alix Partners, is a global consulting
organization that established a practice in Al in 2015. In 4 years, the practice has
participated in 85 engagements that involve Al. Recently, the practice confidentially
inventoried key projects for internal knowledge management purposes. One member
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Table 8.3 Al adoption: complementary organizational resource obstacles

Obstacles/evidence Cnt
Top Management Understanding/Support 14
“Lack of executive understanding of what Al takes”

“[Our executives] all hear about it, they want it, they think it is “cool”

(direct quote from CCO). But when push comes to shove they are

hesitant to take away investment from traditional forms of P/L spend

and invest in AI”

Domain Expert Engagement 4
“There needs to be a way that is interactive, pleasing to the eye (UX

Design) and “dummied down” for general audiences to interact with the

Al and to modify how it behaves on some basic parameters”

“Lack of skills and expertise in the business areas to engage with, to

identify what problems could be solved through Al capabilities”

Acceptable Data Use 6
“Adoption of a scalable framework, set of practices, and controls to

ensure that sensitive data, models, and work products are appropriately
governed, protected, and shared, internally and with partners”

“Unclear policies around consent, privacy, ethical use of data. Lack of

clarity results in shutting down all data access to data scientists, and all
requests are redirected through Legal/Risk/Compliance”

Enterprise Strategy 8
“Prioritization across the organization (i.e. for Al to be effective, data

efforts need to be very well aligned across the whole organization—not

just in the analytics domain)”

“Development of a unified data strategy that is endorsed and actively
supported and integrated across the entire business”

of the research team, the managing director of this practice, reviewed the inventory
of 85 engagements and identified a representative sample of 6 for the full research
team to analyze. The purposeful sample was created to showcase a diverse set of
companies across industries, in which a wide set of Al obstacles had been overcome.
Short descriptions of the six engagements are included in the following sections.
Note that three of the engagements (C, D, and E) were also described in a book
authored by one of the authors [18]. Within each description, we indicate the Al
obstacles for the reader in brackets.

8.3.2.1 Health IT Company A

Company A, the result of the merger of two previous companies, provides full-
payment-lifecycle assurance services to healthcare clients, and the combined entity
has an annual revenue of over $1B. Company A wanted to differentiate itself by
using Al across the enterprise to gain market share by processing claims faster
and improving the quality of payments results, increasing revenues by identifying a
larger percentage of bad claims, and reducing labor through automation of claims
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processes and integration of shared services. For training datasets, the company
relied largely on over 3 petabytes of historic US healthcare claims data.

In implementing its Al strategy, Company A encountered technical obstacles
[AI Platform] but found leadership [Top Management Understanding/Support] and
talent [AI Talent] more difficult to overcome. To overcome the obstacles, the
company educated its senior management about Al. It hired data science and data
engineering talent and created a new engineering organization to build the modern
Al platform and models. It stood up a new shared services group to reengineer
processes [Process Integration] to execute Al-based insights through workflow
solutions. To prove the value of Al along the way and win over skeptics [Compelling
Business Objective], the company created its Al capability incrementally, moving
one category of claims to the new platform at a time and implementing claims review
concepts one group at a time, with the most valuable ones first.

8.3.2.2 Home Services Company B

Company B is a provider of home services including HVAC, electrical, and
plumbing with annual revenue of over $300M. It has an advantageous position in
the field service ecosystem at the intersection of the customer, OEMs, and service
technicians. Company B set out to build an Al capability to strengthen its customer
relationships across existing and new brands, create a comprehensive view of the
customer to personalize offerings using internally collected and externally acquired
data, and develop a scalable Al platform based on modern technologies to enable
current and future Al use cases across business functions. Company B had grown
through multiple acquisitions, resulting in a variety of data sources and formats,
and had never combined all of its data together before, which created obstacles for
creating a single source of truth for customer data [Data Structures, Data Quality].
It also had a highly decentralized workforce with limited knowledge of Al and
inconsistent access to data and decision tools [AI Talent, Al Platform].

The company convened its executives for a digital strategy and roadmap work-
shop to agree on short-, medium-, and long-term goals. It also held multiple deep
dive sessions for leaders to understand the company’s data, as well as the inner
workings of the Al models. It hired expertise in both data science (to build and
maintain models) and data engineering (to expand and manage the digital platform).
To prove the value from Al [Value], the company measured the results from
customer interactions and also developed business cases for over $50M in gross
margin enhancement opportunities across multiple areas.

8.3.2.3 Location Analytics Company C
Company C is a start-up company founded in 2011 in San Francisco. Its technology

uses mobile phone Wi-Fi signals and spatial analytics to provide stores and restau-
rants with unique customer location insights. In 2019, the company was acquired by



8 Creating Value from Enterprise Al 255

a 5000-employee shared workspace company with the intent of using the technology
to increase collaboration and productivity based on employee location data.

From the beginning, Company C recognized that handling people’s personally
identifying data in an ethical way was imperative. This was a challenging goal,
given the nature of its business: recording data emanating from smartphones in retail
stores and using data science to supply retailers with the resulting aggregated data
[Acceptable Data Use]. Smartphones send a constant stream of pings to connect
with Wi-Fi networks, even when the phone owner is not aware of it. Company C
can collect that phone data and infer all kinds of insights about individual behavior.

Company C’s business caught the attention of both the public and the US
Congress; and it became a public imperative to create rules in the location analytics
space [Acceptable Data Use]. Although Company C was using data in a conservative
manner from a privacy perspective, it was believed that other companies may not
follow suit. Company C hired a privacy expert from Stanford University and adopted
“privacy by design” principles. The company also worked with seven competitors,
the Future of Privacy Forum, and the Federal Trade Commission to create a code of
conduct for “locational analytics.”

8.3.2.4 Auto Parts Manufacturer Company D

Company D was a start-up founded by Google engineers, bought by a mobility
service company in a $680M deal in 2016, and subsequently shuttered in 2018 after
failing to meet performance targets. It offered a self-driving kit for long-haul trucks
to automate driving tasks. The device included cameras, radar, cutting-edge sensors,
as well as controls for power steering and redundant braking, all powered by Al
algorithms.

Company D had some success, and one of its self-driving trucks made a
successful first delivery of approximately 50,000 cans of beer. However, the com-
pany continued to face regulatory obstacles [Acceptable Data Use] and technical
obstacles, including lack of sufficient training data to build Al models capable of
handling complex situations like bad weather and city driving [Training Data Sets].
To overcome some of the obstacles with training the Al models, Company D hired
career truck drivers to augment training data with experience.

8.3.2.5 Biopharmaceutical Company E

Company E is a global leader in the making of human vaccines, with annual rev-
enues of over $40B. Vaccine manufacturing includes many steps, including growing
yeast, agitating, fermenting, and purifying. The manufacturing process is highly
variable, and if something goes awry, the entire batch must be thrown out. Company
E had extensive data about the vaccine line, including 10 years’ worth of data from
thousands of sensors including shop floor processes, plant equipment maintenance,
and building environment sensors that measured air pressure, temperature, and other
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factors by the minute. By implementing Al, the company was able to conduct a
large-scale analysis of its terabytes of data using 15 billion calculations and more
than 5.5 million batch-to-batch comparisons. It created heat maps showing data
clusters associated with high and low yields. However, validating the insights was
challenging and needed expert involvement [Domain Engagement].

Company E allocated experts to examine the heat maps, recommend changes,
rework predictive models, and run more analyses to identify problematic factors.
Implementing Al also required an experimentation approach and a shift in mindset
from reactive to proactive manufacturing intelligence [Development]. Company
E realized significant savings in the vaccine-making process while protecting
considerably more lives. Demonstrating success with the vaccine line helped with
change management and convinced leaders to expand the concept plant-wide and
also into other plant.

8.3.2.6 Retail Industry Company F

Company F is a leading global sourcing and logistics provider for the retail clothing
industry with over $10B in annual revenue. The company’s business performance
had worsened significantly in the distressed retail environment, causing decreases
in both net income and stock price. The company undertook a comprehensive
assessment of business opportunities, digital and Al strategy, and organization
structure, resulting in a set of initiatives to increase speed to market, create new
service offerings, and enable new ways of working. Company F created a “Digital
Transformation” business unit, integrating business and technology staff, to develop
complementary roles between Al and domain experts who would carry out the new
digital roadmap and Al efforts.

The company started by building, piloting, and rolling out to customers, a
first set of over 20 digital applications, including Al-enabled insights for material
management, 3D design, design workflow, capacity management, product trend
insights, and cost modeling. The company established new digital operations
groups for key areas such as 3D design, product design collaboration, digital
material management, and customer technical integration to absorb and support the
applications [Domain Engagement]. Also, the company hired [Top Management
Understanding/Support] a new Chief Digital Officer (CDO), enterprise architect,
product owners for key digital offerings, and core software development staff, and
it established a governing structure for the new digital transformation unit that con-
sisted of a program management office, executive oversight, vendor management,
digital product structure, and metrics and reporting.

The six engagement descriptions support the AI obstacles provided by the
executives, and in fact, they begin to shed light on how companies are finding ways
to address obstacles. Table 8.4 lists solutions that the research team was able to
associate with specific obstacles.
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Table 8.4 Engagement solutions to Al obstacles

Enterprise Al project obstacles and solutions
Compelling Business Objective

Development
Fear and Mistrust

Process Integration

Culture

Value

Al organizational resource obstacles and solutions
Training Data Sets

Data Quality
Data Structures
Al Platform

Al Talent

257

Establish small wins by rolling out
Al incrementally [A], sequence
high-value projects first [A],
establish lucrative business cases [B]
Support experimentation [E], pilot
test Al projects [F]

Teach leaders how Al models work
[B]

Create a process reengineering unit
to embed Al insights into workflow
[A], communicate success [E]
Encourage proactive
problem-solving instead of reactive
[E]

Measure results from customer
interactions [B]

Use domain experts to improve or
fill gaps in training datasets [D]

Teach leaders about data [B]
Teach leaders about data [B]
Create an engineering unit to build
an Al platform [A]

Hire new data science and data
engineering talent [A] [B]

Complementary organizational resource obstacles and solutions

Top Management Understanding

Domain Engagement

Acceptable Data Use

Enterprise Strategy

Educate top management about Al
[A], hire executives to lead
transformation projects [F]

Assign domain experts to review,
validate and manage Al-based
insights [E], establish operations
group with strong business ties [F]
Use data conservatively [C], hire
privacy expertise to shape work
practices and policies [C], adopt
privacy by design principles [C],
engage with industry stakeholders to
shape public policy and industry
regulation [C]

Engage executives in workshops to
roadmap and set goals [B]
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8.4 Overcoming Al Obstacles

As the research team analyzed Al obstacles provided by executives and described
within the project descriptions, we observed that these obstacles reflect challenges
that have been common to data projects for decades. For example, two common
obstacles—lack of a compelling business objective and poor data quality—have
plagued data projects since the early days of computing. The team also observed,
however, that some Al obstacles appear to be more common or more important
in today’s chapter of Al projects. These obstacles include training datasets, fear
and mistrust, domain engagement, acceptable data use, and Al talent. Thus, we
used these obstacles to develop an initial set of recommendations regarding areas
of AI that we believe should receive high-priority attention from AI leaders. We
next describe these key contemporary obstacles and associated recommendations.

8.4.1 The Obstacle of Data: Training Datasets

In contrast with business intelligence and business analytics approaches, Al
approaches draw upon algorithms that are trained or taught to perform specific tasks
(rather than programmed). Training happens by processing large sets of data [19];
therefore, algorithms are vulnerable to the underlying data. For example, historical
data might be biased toward minorities [13, 20] and train-biased algorithms.
Microsoft’s Al algorithm learned to become racist by conversing with other users
on Twitter, and in another case an algorithm earned to become biased toward black
people when Al was used to predict prisoner recidivism risk [20, 21]. Therefore,
companies must learn how to extend or create processes that source, build, and
manage training sets so that related obstacles can be removed. Further, companies
may need to find ways to fill gaps when training sets fall short. In Auto Parts
Manufacturer Company D, career truck drivers were used to augment training data
with experience and help shape the algorithms for complex scenarios like bad
weather.

Recommendation 1: Al leaders need to explore how companies can prevent bias
and address shortcomings in training datasets.

8.4.2 The Obstacle of Action: Fear and Mistrust

The reasoning and process behind Al-based decisions may be opaque [3]. Deep
learning algorithms, in particular, autonomously learn from example data and
propagate their learning across various network layers [7]. This makes it difficult
for domain experts to understand how AI works and to trust outcomes. In some
cases, high dimensionality of the data (i.e., the number of features or attributes used
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in data analysis) makes it difficult for users to understand algorithm outcomes in a
meaningful way [22].

For algorithmic decisions to be transparent and trustworthy, humans need to
understand how and why a certain decision was made. This can be achieved
if AI experts design traceable algorithms and/or if domain experts can provide
justification based on deep domain knowledge [23] or triangulation of methods
[21]; otherwise, humans cannot guarantee that decisions are non-discriminatory or
meaningful in real-world contexts. At Home Services Company B, the researchers
were struck by the company’s desire to create algorithmic transparency and trust
even at the highest levels of the organization; for example, the company held deep
dive sessions for its executives to understand the inner workings of the AI models.

Recommendation 2: Al leaders need to explore how and to whom companies can
best explain, communicate, and/or justify algorithmic decisions.

8.4.3 The Obstacle of Domain Knowledge: Domain
Engagement

Al projects require a break with conventional development in that domain experts
who are field specialists and who traditionally set the business rules that IT
systems are designed support no longer are in control; instead, Al projects include
rules generated from data and acted upon by machines. This shift in rule-making
dynamics makes it critical to reimagine the relationship between domain experts
and the Al experts who design and write algorithms.

Al and domain experts fundamentally share one of two types of relationships
[24]: (1) complementary when AI and domain experts augment one another and
(2) substitution when Al and domain experts replace one another. An example of
a complementary relationship is when domain experts take a “trainer” role and
teach the algorithm how the world works [12]. Another example occurs when
domain experts oversee the algorithmic learning process and ensure correctness and
fairness. Organizations likely need to reshape or create roles and responsibilities
for domain experts (and their algorithm counterparts) so that domain knowledge
properly manifests within an Al project. After implementing Al, Biopharmaceutical
Company E assigned new roles to vaccine experts to conduct comparisons using
large scale datasets (which was impossible for domain experts to do manually). The
experts became responsible for examining, reworking, and improving Al models.

Recommendation 3: Al leaders need to explore the substitutive and complemen-
tary, new, and changing roles of domain and algorithm experts.



260 1. Someh and B. Wixom
8.4.4 The Obstacle of Governance: Acceptable Data Use

Al-based algorithms potentially can act unethically and create negative externalities
for individuals and society; consider the concerns of privacy, extensive profiling
of individuals, biases, or discrimination [4, 25-27]. Companies must develop
algorithms that act in acceptable ways, and they must infuse ethics systematically
into their organizational fabric [28]. Otherwise, companies will encounter risks of
deploying Al projects that act in undesired or wrong ways, which can result in
financial losses, reputational damage, or increased regulatory or other constraints.
Traditional data projects are governed so that they comply with regulatory and
legal constraints; however, for Al, this form of governance is necessary but not
sufficient. Governance of Al projects must consider and address values of the
company and both its direct and indirect stakeholders [29]. Location Analytics
Company C adopted privacy by design principles to develop their services. This
helped the company incorporate human values throughout its development process.
Recommendation 4: Al leaders need to explore acceptable data use governance,
which extends oversight of Al projects beyond regulatory and legal compliance.

8.4.5 The Obstacle of Talent: Al Talent

Analyst firms have predicted both the importance of and dearth of data science
talent for the past decade [30]. The increase in Al applications will only exacerbate
this talent shortage. Further, not only is the number of Al applications increasing
but also the number of business tasks that include and are impacted by Al
Without changes to current talent attraction, development, reskilling, and upskilling
practices, acquiring Al talent will become a serious bottleneck in Al adoption and
consumption within organizations.

Al talent also needs to be reexamined regarding exactly what it represents.
Beyond the ability to build, train, interpret, and deploy models, data scientists
who specialize in Al will need a diverse skillset that likely includes skills like
storytelling, visualization, data taxonomies and structures, ethics, and value-based
design. In a recent survey of Al organizational challenges, half of the leaders
surveyed indicated that they need machine learning experts who can identify Al
identify use cases that lend themselves to Al solutions [31]. Companies will
need to craft creative new workforce strategies that may include ideas such as
increasing investment in upskilling existing employees or creating new business
units specifically to attract and cultivate Al talent. Health IT Company A and Home
Services Company B both started their Al journeys by hiring new data science and
data engineering talent to build AI models and Al platforms.

Recommendation 5: Al leaders need to explore Al talent requirements for
companies—and how to build effective new talent strategies, portfolios, and man-
agement programs.
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Table 8.5 Summary of research recommendations

Recommendation

Recommendation 1: Al leaders need to explore how companies can prevent bias in training
datasets

Recommendation 2: Al leaders need to explore how companies can best explain,
communicate, and/or justify algorithmic decisions

Recommendation 3: Al leaders need to explore the substitutive and complementary roles of
domain and algorithm experts

Recommendation 4: Al leaders need to explore acceptable data use governance, which
extends oversight of data projects beyond regulatory and legal compliance

Recommendation 5: Al leaders need to explore Al talent requirements for companies—and
how to build effective new talent strategies, portfolios, and management programs

8.5 Discussion

Despite its potential, Al adoption and consumption need research attention before
practice can advance. We propose a framework and a set of recommendations
that articulate high-priority, focus areas for Al leaders. Our chapter provided a
process-oriented framework on Al value that identifies Al and complementary
organizational resources and the process by which these resources can be assembled
together within Al projects to create value for organizations. Also, our work
identifies obstacles to Al adoption and offers a recommendation for Al leaders.
The recommendations were suggested by executives from around the world who
are leading Al teams and who are accountable for Al success—and by descriptions
of actual Al engagements that have happened within the past few years. We provide
a summary of our recommendations in Table 8.5. We encourage Al leaders to
adopt creative, interesting approaches to refine and explore the framework and
recommendations with the intent of generating relevant, applicable managerial
insights.

Al is high on executives’ agendas. It potentially can generate big value yet, if
not appropriately deployed and nurtured, can fall short and, worst case, cause harm.
From our own interactions with executives, many are unclear regarding Al’s true
value potential given current obstacles and unknowns. Our Al value framework
provides a comprehensive view of the Al value creation process, and it helps
communicate obstacles that organizations face today. We encourage leaders to begin
investigating our set of recommendations. And while researchers work to advance
understanding in this space, we hope that our framework can help executives focus
their investments, management attention, and remediation activities. Moreover, we
document (in Table 8.4) an initial set of helpful practices that practitioners may want
to consider as they initiate Al projects.
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Chapter 9 ®)
The Rise of Enterprise Autonomization Qe

Marek Kowalkiewicz, Christian Janiesch, and Michael Rosemann

Abstract This chapter examines how enterprise artificial intelligence (Al) facil-
itates a fundamental shift from traditional, handcrafted rule-based automation to
Al-agent-driven enterprise autonomization. While global Enterprise Al spending
increased sixfold from $2.3 billion to $13.8 billion between 2023 and 2024, only
an estimated 4% of companies have achieved enterprise-wide Al capabilities,
highlighting both the promise and the challenge of this transformation. This
emphasizes the importance of strategic alignment, focused implementation, and
realistic expectations. Consequently, we distinguish between automation’s largely
deterministic, rule-based execution and autonomization’s goal-oriented, adaptive
approach, where Al agents independently determine paths to achieve specified
objectives. Through secondary case studies from JPMorgan Chase, General Electric,
Walmart, and healthcare institutions, we demonstrate how process autonomization
enables efficiency improvements and entirely new business models. We present
a three-phase implementation framework (Deploy, Reshape, Invent) and address
workforce transformation requirements. We conclude that successful enterprise
autonomization requires equal investment in technology and human capabilities,
creating synergistic systems where human creativity and Al autonomy amplify each
other’s strengths to achieve previously impossible outcomes.

9.1 Introduction

Organizations worldwide are fundamentally transforming from traditional rule-
based automation to Al-driven autonomous systems. This shift represents more
than incremental technological advancement: a paradigm change from handcrafting
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systems aligned with organizational requirements toward enabling systems to
contribute to an enterprise’s value creation that promises to reshape how businesses
operate and compete using enterprise Al.

Enterprise Al refers to the integration of Al technologies into business opera-
tions, processes, and strategies to drive efficiency, innovation, and decision-making.
Unlike consumer-focused Al applications, enterprise Al is tailored to meet the
specific needs of organizations, such as optimizing workflows, enhancing customer
experiences, and enabling data-driven insights. It encompasses a wide range of
technologies, including machine learning, natural language processing, computer
vision, and predictive analytics.

The concept has gained prominence due to its ability to scale across various
industries—from finance and healthcare to manufacturing and retail—transforming
traditional business practices through intelligent automation. However, implement-
ing enterprise Al requires addressing challenges such as data security, ethical
considerations in Al decision-making, and ensuring employee acceptance of new
technologies. As organizations increasingly recognize the competitive advantages
offered by enterprise Al, it continues to play a pivotal role in shaping modern
business landscapes.

The magnitude of this transformation is reflected in the numbers: global Enter-
prise Al spending surged from $2.3 billion in 2023 to $13.8 billion in 2024, a
sixfold increase [1]. By 2030, the generative Al market alone is forecast to reach
$220 billion [2]. JPMorgan Chase exemplifies the scale of ambition, with over 400
AT use cases in production generating $1.5 billion in annual value [3]. Yet despite
this investment surge, only 4% of companies have achieved cutting-edge enterprise-
wide Al capabilities [4, 5]—a gap highlighting both the promise and the challenge
of enterprise autonomization.

In the following, we outline the concepts of artificial autonomy and autono-
mization and apply them to the enterprise level, envisaging autonomized Al agents
that were hitherto limited to rather deterministic automation. We back up our
argument by reporting on real transformations currently in action. Lastly, we discuss
navigating the implementation by focusing on enabling successful autonomization
and the human dimension of enterprise autonomization.

9.2 The Three Capabilities of Autonomization

Since the 1990s, research in computer science has explored autonomous systems
and artificial autonomy, particularly within the realm of multi-agent systems [6, 7].
The primary goal has been to enable these systems to tackle challenges that are
either extremely difficult or impossible for an individual system to handle. At that
time, technology lagged behind human capabilities in many cognitive tasks, unlike
today.

Defining autonomy is as complex as defining intelligence. In this context, we
describe artificial autonomy as a form of self-sufficiency granted to an entity by a
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governing authority that retains ultimate control. This concept implies that during
the process of autonomization, an entity possesses the right and ability to make its
own decisions without external interference, though it remains bound by certain
frameworks such as work envelopes [8] in robotics or sandboxes [43] in software
engineering. These frameworks may limit how processes are initialized, executed
(including compliance requirements), and concluded (such as expected outcomes).
It is important to note that autonomy is different from complete self-sufficiency
(autarky) or a lack of rules (anarchy) [44].

We employ the conceptualization of artificial autonomy of Janiesch et al.
[9] categorized into three key capabilities: independence, neglect tolerance, and
indeterminism.

Framed Independence: This capability refers to an entity’s ability to define and
pursue its own actions. In enterprise autonomization contexts, this independence
must be constrained or framed [10]. Achieving strong artificial autonomy akin to
human independence is not desirable; instead, framed independence delineates
the limits within which autonomous behavior can occur. Enterprise autonomiza-
tion should be capable of making independent decisions aligned with its goals
and executing actions accordingly. This requires both self-developed decision-
making models and operational capacity, along with the necessary resources for
execution.

Neglect Tolerance: Neglect tolerance describes an entity’s ability to withstand
periods of neglect or lack of active maintenance without significantly declining
performance or functionality. Within enterprise autonomization, this means pro-
cesses can remain unattended for extended durations. Autonomous systems must
therefore possess some degree of adaptability and self-maintenance capabilities.
Adaptability involves sensing changes and updating accordingly, while self-
maintenance encompasses monitoring oneself, repairing issues autonomously,
and managing resources effectively. Neglect tolerance essentially gauges how
resilient an autonomous process is when operating without direct oversight.

Indeterminism: This characteristic distinguishes autonomization from traditional
deterministic automation by allowing for flexibility and adaptability within
defined parameters. Enterprise autonomization functions within dynamic envi-
ronments where real-time decisions are made based on various contextual
influences and changing data streams. Such inherent flexibility enables adaptive
responses to unexpected situations—something that deterministic models strug-
gle with since they rely on predictable outcomes governed by fixed rules under
stable conditions.

In conclusion, independence allows autonomous entities to make decisions and
act within certain constraints, while neglect tolerance ensures resilience when
addressing incomplete, conflicting, or complex tasks over prolonged periods.
Indeterminism enables adaptability and flexibility within a reasonable frame.
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9.3 Understanding the Fundamental Shift from Automated
Systems to Autonomized Agents

Traditional enterprise automation operates like a sophisticated assembly line—
executing predefined tasks with precision but limited flexibility. When an insurance
company automates claims processing, for instance, the system follows rigid rules:
if the claim amount is below $1000 and matches preset criteria, approve it;
otherwise, escalate to a human. This approach typically achieves process automation
for a subset of well-defined, mainstream processes, with the remaining majority
of processes often requiring human intervention for exceptions, complex cases, or
changing conditions.

Autonomization and its features of (framed) independence, neglect tolerance,
and indeterminism transform this paradigm entirely [9]. Rather than following
predetermined paths, autonomous systems pursue goals. That same insurance claims
system, when autonomized, might have the objective to “process claims efficiently
while maintaining customer satisfaction and fraud prevention standards.” The Al
then determines the optimal approach for each case, learning from outcomes,
adapting to new fraud patterns, and adjusting its strategies based on customer
feedback—all without explicit reprogramming.

Multi-agent systems take this further by creating networks of specialized Al
agents collaborating like human teams. In computer science and management, the
concept of agents refers to autonomous entities that perceive their environment,
process information, and act upon it to achieve specific goals. Generally, the term
agent is used more broadly to describe individuals or entities acting on behalf of an
organization or stakeholder to execute decisions or manage resources [11]. In this
context, agents can be software programs or systems designed to perform tasks on
behalf of users or other systems. These agents can range from simple rule-based
systems to complex entities capable of learning and adapting over time [12].

The advent of AI agents has significantly expanded the potential applica-
tions of this concept. Al agents leverage advanced machine learning and natural
language processing techniques to exhibit higher levels of (artificial) autonomy
and intelligence. They can analyze large datasets, make predictions, optimize
processes, and interact with humans in natural language. Examples include virtual
assistants like Siri or Alexa in consumer technology and intelligent decision-support
systems in business management. As we will see below, in General Electric’s
manufacturing operations, demand prediction agents analyze market data, while
inventory optimization agents coordinate with suppliers, quality control agents
monitor production, and logistics agents manage distribution—all working together
toward the goal of efficient production rather than following static schedules.

The technical architecture enabling this autonomization combines several break-
through technologies. Large language models serve as the cognitive backbone, with
enterprise deployments typically using multiple foundation models—for instance,
GPT-4 for complex reasoning, specialized models for domain-specific tasks, and
open-source alternatives for cost-sensitive applications. These models connect
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through orchestration layers, which manage context, chain prompts, and coordinate
with vector databases storing enterprise knowledge [13].

9.4 Real Transformation in Action

JPMorgan Chase exemplifies enterprise-scale autonomization with multiple Al
systems transforming its operations. The bank invests $14 billion annually in
technology and employs over 55,000 technologists globally [14]. Their Contract
Intelligence (COIiN) platform illustrates the transformative power of autonomiza-
tion. Previously, lawyers spent 360,000 h annually reviewing commercial loan
agreements. The autonomous system now completes this task in seconds with higher
accuracy and a near-zero error rate, freeing legal teams for strategic work [14].

But JPMorgan’s Al transformation extends far beyond document processing.
The bank’s LOXM system uses Al to optimize trade execution in global equities,
learning from billions of past trades to execute client orders at optimal prices. This
has improved execution efficiency by approximately 15% according to equity trader
surveys. Their newly deployed LLM Suite, developed in collaboration with OpenAl,
provides generative Al assistance to all employees for tasks ranging from drafting
emails to complex data analysis while maintaining strict data privacy by preventing
proprietary information from training external models.

Perhaps most significantly, JPMorgan’s OmniAl platform represents a major
architectural innovation. This cloud-based platform standardizes AI/ML deploy-
ment across the entire enterprise, enabling data scientists to extract insights from
vast data repositories while reducing operational costs. The platform won the
CIO 100 Technology Award and was named Most Cutting-Edge IT Initiative at
the American Financial Technology Awards, demonstrating its industry-leading
capabilities. As Teresa Heitsenrether, Chief Data and Analytics Officer, emphasizes:
“Our commitment to Al is a testament to our dedication to innovation and
technological excellence.”

In healthcare, the shift from automation to autonomization saves lives. Mas-
sachusetts General Hospital’s collaboration with MIT produced Al systems that do
not just follow diagnostic protocols but actively reason through complex medical
cases. These systems achieve 87% sensitivity in diabetic retinopathy detection while
reducing readmission rates by 30% at Johns Hopkins Hospital through predictive
intervention recommendations [15].

Manufacturing presents perhaps the most dramatic transformations. General
Electric’s digital twin initiative creates virtual replicas of physical assets that
autonomously optimize performance. Wind turbines adjust their blade angles based
on weather predictions, manufacturing equipment schedules its own maintenance
before failures occur, and entire production lines reconfigure themselves to meet
changing demand. These implementations demonstrate substantial improvements
in equipment utilization and productivity, showcasing how autonomous systems
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can transform traditional manufacturing operations into adaptive, self-optimizing
environments.

Walmart’s supply chain transformation demonstrates autonomization on a mas-
sive scale. Rather than autonomous robots, the retailer now employs Al-powered
camera systems and predictive analytics to continuously monitor inventory levels,
predict stockouts, and identify misplaced items. This shift from physical robots to
Al-driven systems reflects Walmart’s evolution toward more sophisticated, data-
driven inventory management that integrates insights from all sales channels to
optimize the entire shopping experience.

Modern autonomous systems require sophisticated technical architectures that
go far beyond simple Al model deployment. The typical enterprise stack begins
with a perception layer that ingests data from multiple sources—ERP systems, IoT
sensors, customer interactions, and external market data. This information flows
through real-time streaming platforms like Apache Kafka into a cognition layer
where LLMs and specialized Al models process, reason, and plan [16].

The distinction between rule-based and goal-based architectures is fundamental.
Rule-based systems operate through IF-THEN logic: IF inventory drops below
100 units, THEN order 500 more. Goal-based systems receive objectives: maintain
optimal inventory levels while minimizing carrying costs and preventing stockouts.
The Al then considers multiple factors—seasonal demand patterns, supplier reliabil-
ity, storage costs, and market trends—to determine the best action for each situation
[17, 18].

Edge computing adds another dimension to enterprise autonomy. Manufacturing
plants deploy Al directly on production equipment, enabling split-second decisions
without cloud latency [19]. Retail stores use edge Al for real-time customer behavior
analysis and dynamic pricing. Healthcare providers process sensitive patient data
locally while maintaining privacy compliance [20]. These distributed autonomous
systems coordinate through federated learning, sharing insights without exposing
raw data [21].

The business case for autonomization shows both tremendous potential and
sobering realities. While an IDC study commissioned by Microsoft found that
organizations report an average 3.5x return on their Al investments, achieving
success at scale remains challenging. IBM research reveals that while Al pilots
initially delivered returns of 31%, these fell to just 7% as implementations scaled
enterprise-wide, below the typical 10% cost of capital threshold [22]. The difference
lies in the implementation approach and realistic expectations.

High performers focus ruthlessly on value. They pursue half as many use cases
as their peers but achieve twice the ROI by selecting high-impact opportunities
aligned with core business processes [23]. They invest 70% of resources in people
and processes, 20% in technology and data, and only 10% in algorithms [24].
They measure success holistically, combining financial metrics with operational
improvements and strategic advantages.

Hidden costs often surprise organizations. Inference costs for generative Al can
vary dramatically based on model size and provider, with some models costing
pennies per query, while others reach dollars, adding up quickly at scale. Data
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preparation remains one of the most resource-intensive aspects of Al projects,
often consuming the majority of project time and budget. Ongoing maintenance
typically requires a significant annual investment beyond the initial implementation.
Yet unexpected benefits also emerge: according to McKinsey Global Institute
research, generative Al has the potential to boost productivity across various
business functions, accelerate innovation cycles, and transform how work gets done,
potentially adding trillions in value to the global economy [25].

Payback periods vary by complexity. Simple automation typically returns invest-
ment within 6—18 months. Complex Al systems require 2—3 years. Transformational
initiatives may take 3—5 years but offer the highest long-term value. Organizations
that understand these timelines and set appropriate expectations achieve far better
outcomes than those seeking quick wins.

9.5 Navigating Implementation: From Pilot to Scale

Successful autonomization follows predictable patterns across industries. Leaders
typically progress through three phases: Deploy, Reshape, and Invent.

The Deploy phase focuses on implementing off-the-shelf Al tools for quick
wins—chatbots for customer service, predictive maintenance for equipment, or
document processing for back-office operations. These initiatives typically deliver
measurable productivity improvements while building organizational confidence.
By starting with proven, readily available solutions, organizations can demonstrate
the value of Al without requiring extensive customization or development, creating
momentum for more ambitious automation efforts.

The Reshape phase reimagines core business processes. Instead of adding
Al to existing workflows, organizations redesign operations around autonomous
capabilities [10]. For example, a bank might transform its entire loan approval
process, letting Al handle standard applications autonomously while human experts
focus on complex commercial deals and relationship building. This fundamental
rethinking of processes—rather than incremental automation—creates opportunities
for significant operational improvements and new ways of delivering value.

The Invent phase creates entirely new business models. Insurance companies
develop real-time risk assessment products that would be impossible without
Al. Manufacturers offer equipment-as-a-service with guaranteed uptime through
predictive maintenance. Retailers create hyper-personalized shopping experiences
that adapt in real time to customer behavior. This phase represents the most
transformative potential of autonomization, where organizations do not just improve
existing offerings but create entirely new value propositions that were previously
impossible without autonomous systems.

The most successful organizations follow a systematic approach: assess readiness
across technology, organization, processes, and finances; establish clear governance
frameworks; launch focused pilots with measurable success criteria; and scale
gradually while continuously learning and adapting [26].
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9.6 Navigating Implementation: The Human Dimension
of Autonomized Systems

Workforce transformation represents perhaps the most significant challenge and
opportunity in enterprise autonomization. The World Economic Forum projects that
44% of workers’ skills will be disrupted by 2027, with half the global workforce
requiring significant reskilling [27]. Yet this disruption also creates opportunities
for more meaningful, creative work as Al handles routine tasks [28].

Successful Organizations Focus on Human-AI Collaboration Rather than
Replacement At Aberdeen City Council, Al assistants handle routine citizen
inquiries, achieving 241% ROI through time savings while freeing staff for complex
cases requiring empathy and judgment [29]. Amazon invests $1.2 billion in
reskilling 350,000 employees, teaching them to work alongside robots and manage
autonomous systems rather than compete with them [30].

New organizational structures emerge to support this collaboration. Cross-
functional Al teams combine technical experts with domain specialists [31]. Centers
of Excellence provide governance, training, and best practices. Agile pod structures
enable rapid experimentation and learning. Leadership itself transforms, requiring
not just technical literacy but the ability to navigate ethical dilemmas and manage
human-AI teams.

Cultural transformation proves essential. Organizations must foster growth
mindsets that embrace continuous learning, create safe-to-fail environments for
Al experimentation, and build trust through transparent communication about Al
capabilities and limitations. Those that succeed create virtuous cycles where human
creativity combines with Al scale to achieve outcomes neither could accomplish
alone.

Synthetic Work Relationships Will Grow The notion of synthetic relationships—
ongoing interactions between humans and Al that mutually influence emotions,
reasoning, and actions—has garnered increasing attention in contemporary discus-
sions surrounding human-Al interactions [32]. As large language models and other
Al agents evolve to facilitate more anthropomorphic interactions, these synthetic
relationships extend beyond social or personal domains and significantly impact
professional settings.

Current workplace interaction frameworks, which primarily focus on human-
to-human dynamics, inadequately capture the cognitive, social, and organizational
ramifications of integrating autonomous Al agents as colleagues, assistants, and
superiors. Synthetic relationships encompass emotional, social, and functional
dimensions. When applied within professional contexts, these concepts prompt
inquiries into how synthetic entities engage with human workers and shape their
interpersonal dynamics.

Thoughtful design of synthetic work relationships can optimize shared cognitive
capabilities while reducing personal stressors related to work demands, ultimately
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enhancing employee well-being and overall job performance. Conversely, if poorly
designed, prolonged engagement with Al agents may pose various risks linked to
cognitive overloads, diminished performance levels, privacy concerns, and, most
critically, employee health. Therefore, it is imperative for information systems
research to equip human employees to navigate this evolving landscape of work-
place relationships.

Practical Governance Requires Multiple Layers of Control As Al systems give
rise to autonomization, governance becomes critical. The NIST AI Risk Manage-
ment Framework provides structure through four functions: Govern (establishing
policies and accountability), Map (understanding Al systems and their impacts),
Measure (tracking performance and risks), and Manage (acting on insights to ensure
safe operation) [33].

Technical safeguards include explainable Al for transparency, continuous bias
monitoring, and circuit breakers that halt operations when systems behave unexpect-
edly [34]. Organizational controls establish Al ethics boards, transparent account-
ability chains, and regular audits [35]. Human oversight mechanisms range from
human-in-the-loop requirements for critical decisions to human-in-the-loop moni-
toring with intervention capabilities [36].

Regulatory Compliance Adds Complexity as Frameworks Evolve Globally
The EU AI Act mandates risk-based governance with penalties up to 7% of global
revenue [37]. Sector-specific regulations govern Al use in healthcare, finance, and
transportation. Forward-thinking organizations go beyond compliance, establishing
ethical frameworks that build stakeholder trust while enabling innovation [38].

9.7 The Path Forward: Building the Autonomized Enterprise

The transition from automation to autonomization represents a fundamental shift
in how enterprises operate. Success requires more than technology adoption—
it demands reimagining business processes, transforming workforce capabilities,
and establishing robust governance frameworks. As demonstrated by the imple-
mentations at JPMorgan Chase, General Electric, Walmart, and leading healthcare
institutions, organizations that master this transition achieve significant competitive
advantages through efficiency improvements, cost reductions, and the creation of
entirely new business models and revenue streams.

The window for proactive transformation is narrowing. Early adopters like
JPMorgan Chase and General Electric have established commanding leads that
compound over time. Their Al systems learn from vast datasets, their workforces
develop advanced human-Al collaboration skills, and their governance frameworks
enable rapid, safe innovation [39]. Laggards face competitive disadvantage and
existential risk as autonomous competitors reshape entire industries.
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Yet the journey remains achievable for organizations willing to commit. Start
with clear strategic alignment between Al initiatives and business objectives. Invest
in foundational capabilities—data quality, technical infrastructure, and workforce
development. Build gradually through focused pilots that demonstrate value. Scale
selectively, choosing high-impact opportunities over broad experimentation. Most
importantly, realistic expectations must be maintained while working toward trans-
formational outcomes [40].

The Future Belongs to Enterprises That Successfully Blend Human Creativity
with AI Autonomy In this new paradigm, success comes not from replacing
humans with machines but from creating synergistic systems where each amplifies
the other’s strengths [41]. Organizations that embrace this vision—investing equally
in technology and humanity—will define the next era of enterprise excellence.

As one executive noted after implementing autonomous systems: “We’re not
just automating what we do. We’re discovering entirely new ways to create value
we never imagined possible.” This captures the essence of the autonomization
revolution—not just doing the same things faster but fundamentally reimagining
what enterprises can achieve [42].
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Chapter 10 ®)
Trust in AI: Evidence S
of Trust-Supporting Mechanisms from 17
Countries

Steven Lockey () and Nicole Gillespie

Abstract Trust underpins the acceptance and sustained adoption of Al. Yet many
enterprises are at an early stage of understanding how to support trust in their
deployment of Al. Drawing on our large survey of public attitudes toward Al across
17 countries (N = 17,193), we find low levels of public trust and acceptance of
Al systems, particularly in countries with advanced economies. This low trust is
underpinned by shared concerns about the risks of Al across all countries, despite
the majority of people expecting benefits from AI use. We find a clear public
mandate for robust governance and regulation of Al systems to mitigate these risks
and universal endorsement of the principles and practices of trustworthy Al across
countries. Yet current safeguards are falling short of public expectations. Drawing
on trust theory, we propose four pathways to support trust and acceptance of Al—
the institutional, motivational, uncertainty, and knowledge pathways. We test these
pathways using structural equation modelling, finding strong support for the model.
Taken together, the findings suggest that enterprises can strengthen trust in their use
of Al by (a) designing and deploying Al in ways that create demonstrable benefit
for stakeholders, (b) implementing robust governance and assurance mechanisms to
mitigate risks and demonstrate trustworthy use of Al, and (c) supporting Al literacy.

10.1 Introduction

Al has rapidly become a ubiquitous part of everyday life, transforming the way
we work, live, deliver, and receive services [1]. All sectors of the global economy
are now embracing Al, with applications expanding and diversifying into domains
ranging from transport, crop and service optimization, the diagnosis and treatment
of disease, and protection of physical, financial, and cybersecurity. For example, Al
is being used to identify distracted drivers, credit card fraud, and children at risk.

S. Lockey - N. Gillespie (P<)
Melbourne Business School, The University of Melbourne, Melbourne, VIC, Australia
e-mail: n.gillespie@mbs.edu

© The Author(s), under exclusive license to Springer Nature Switzerland AG 2025 279
S. Sadiq (ed.), Enterprise Al, https://doi.org/10.1007/978-3-032-01940-0_10


http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-032-01940-0protect T1	extunderscore 10&domain=pdf
https://orcid.org/0000-0002-1441-4576
https://orcid.org/0000-0002-6101-2123

 885 57952 a 885 57952 a
 
mailto:n.gillespie@mbs.edu
mailto:n.gillespie@mbs.edu
mailto:n.gillespie@mbs.edu

280 S. Lockey and N. Gillespie

While the benefits and promise of Al for society and business are undeniable,
so too are the risks and challenges. These risks include codifying and reinforcing
unfair biases, infringing on human rights such as privacy, enabling mass surveillance
technologies and autonomous weapons, spreading fake content online, deskilling
and technological unemployment, and critical Al failures. Even in cases where Al
is developed to help people (e.g., to protect cybersecurity), there is the risk that it can
be used maliciously (e.g., for cyberattacks). These issues are causing public concern
and raise questions about the trustworthiness and governance of Al systems [2—4].

The public’s trust of Al technologies is vital for sustained acceptance. If Al
systems do not prove worthy of trust, their widespread acceptance and adoption
will be hindered, and the societal and economic benefits will not be fully realized.
This is reinforced by academic research demonstrating that trust is paramount to
Al acceptance [5, 6] and adoption [7]. It is also recognized by international and
pan-governmental organizations, including the OECD, the World Economic Forum,
and the European Commission, which each note the importance of trust in Al and
the development of trustworthy Al systems to support sustained adoption. It is also
recognized in the Al roadmaps and strategic plans of many nation states (see, e.g.,
[8-10]).

Despite the central importance of trust, we are still in an early stage of
understanding how people in different countries across the globe experience trust
in Al or what influences this trust [11, 12].l Further, there is a need to develop
comprehensive frameworks to better understand what supports trust and acceptance
of a range of Al systems [13].

In this chapter, we draw out key findings from our global study examining
public trust and attitudes toward Al and their expectations of the management and
governance of Al. The insights are based on over 17,000 people from 17 countries
covering all global regions: Australia, Brazil, Canada, China, Estonia, Finland,
France, Germany, India, Israel, Japan, the Netherlands, Singapore, South Africa,
South Korea, the United Kingdom (UK), and the United States of America (USA).
These countries are leaders in Al activity and readiness within their region. Taking
a global perspective is important, given Al systems are not bound by physical
borders and are rapidly being deployed across the globe. While our broader research
program aimed to understand and quantify people’s trust in and attitudes toward Al,
benchmark these attitudes over time, and explore similarities and differences across
countries (see [14]), in this chapter, our primary focus is to draw on the survey data

! Prior public attitude surveys have examined general acceptance and support of Al For example,
see: The European Consumer Organization (2020). Artificial Intelligence: what consumers say.
Findings and policy recommendations of a multi-country survey on Al. Eurobarometer (2019).
Europeans and Artificial Intelligence. Ipsos (2022) Global Opinions and Expectations about
Artificial Intelligence. Morning Consult (2022) While Tech Fawns Over Al, Consumers Need More
Convincing. Pew Research Centre. (2020). Science and Scientists Held in High Esteem Across
Global Publics: Yet there is ambivalence in many publics over developments in Al, workplace
automation, food science. Zhang, B., & Dafoe, A. (2019). Artificial intelligence: American
attitudes and trends.
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to identify key predictors of public trust and acceptance of Al systems and discuss
their implications for industry practice and policymakers.

Our chapter is structured as follows. In the next section, we lay the conceptual
foundations for the study, defining what we mean by trust in Al and briefly
reviewing prior research related to the theoretical mechanisms underlying the
predictors of Al examined in our model. We then describe our survey methodology
and present key descriptive findings on the extent to which people (a) trust and
accept Al systems, (b) understand Al systems, (c) view the benefits and risks of Al
use, and (d) voice out their expectations about the development, governance, and
regulation of AI. We then present and test our model of key predictors of Al trust
and acceptance. In the concluding section, we discuss the four pathways enterprises
can use to strengthen the trusted and responsible use of Al systems, together with
broader implications for enterprises and policymakers.

10.2 Mechanisms Supporting Public Trust in Al

We adopt a highly cited, cross-disciplinary definition of trust that is often applied
to the context of trust in technology and Al systems: Trust is “a psychological state
comprising the intention to accept vulnerability based upon positive expectations
of the intentions or behavior of another” ([15], p. 395). Central to theories of trust
is that the intention to accept vulnerability to another entity is grounded in “good
reasons,” such as the perception that the entity is trustworthy ([16, 17], p. 13).
Research shows people evaluate three key dimensions of trustworthiness [18, 19]
including in the context of technology and Al implementation [20]: ability (e.g., Al
systems performing reliably to produce accurate output as expected), benevolence
(e.g., Al systems designed to achieve positive outcomes and minimize harm), and
integrity (e.g., Al systems deployed in ways that adhere to ethical principles, values,
and laws).

We draw on the scholarly literature on trust to identify and examine four
complementary mechanisms for supporting trust in Al: the knowledge, motiva-
tional, uncertainty, and institutional pathways. We discuss each of these theoretical
pathways in turn.

10.2.1 Knowledge Pathway

The knowledge pathway is based on seminal theories that highlight that knowledge
of the entity to be trusted is critical for trust development [19, 21]. One of the distinct
bases of trust in Lewicki and Bunker’s [21] trust development process—knowledge-
based trust—is formed through repeated experiences and interactions with a trustee.
Mayer and colleagues [19] seminal model suggests that trust is predominately based
on assessments of the other party’s trustworthiness, which can only be ascertained
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through knowledge and experience with the other party. Applied to the context
of technology, Al knowledge and literacy are theorized to be a critical precursor
to appropriate trust in and acceptance of Al systems [22-24]. Research shows
that the more knowledge people have about a technology, the more positive their
perceptions of and trust in the technology. For example, Chowdhury et al. [25] find
that employee knowledge about the capabilities, limitations, and application of Al
positively impact trust in Al collaboration, which in turn has a positive relationship
with business performance.

Knowledge is foundational to Al literacy [22]. While there are several conceptu-
alizations of Al literacy, core competencies relate to knowledge and understanding
of technical, societal, and ethical factors related to Al [22], as well as the ability
to use technology [26]. Technology self-efficacy, which reflects confidence in
one’s ability to use and manage technological systems effectively [27], has been
shown to influence technology acceptance and use intention by increasing trust in
technologies [28], including Al systems [27].

10.2.2 Motivational Pathway

Recent work highlights the importance of motivational drivers of trust, such as the
perceived benefits expected from trusting [29, 30]. Motivation is inherent to the
act of trusting. Revisiting the conceptualization of trust, one of its core definitional
elements is the willingness to be vulnerable. Such a willingness denotes a volitional
action that people are unlikely to engage in without sufficient motivation. Van
der Werff et al.’s [30] trust regulation model positions trust motivation as a
direct antecedent of trust influenced by intrinsic and extrinsic drivers. Intrinsic and
extrinsic motivational elements such as enjoyment and perceived usefulness are also
central to technology acceptance theories (e.g., [31, 32]). People are motivated to
accept and trust new technology when they expect it will provide benefits to them.
Several studies have shown that perceived benefits enhance trust and acceptance of
technology [33-35]. When people perceive a beneficial social impact from the use
of Al systems, they are more likely to have positive experiences with Al systems
[36] and accept emerging technologies [37].

10.2.3 Uncertainty Pathway

Trust is most relevant in risky or uncertain contexts, when people are most
vulnerable [38, 39]. Yet, paradoxically, it is precisely in uncertain, risky situations
that trust is most difficult to attain [40]. As such, reducing uncertainty is a key
pathway to trust.
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People perceive a variety of risks related to Al, including economic, perfor-
mance, security, opportunity/time, privacy, psychological, and social-related risks
[41]. When Al systems are viewed as risky, this makes uncertainty and vulnerability
salient, which in turn makes it more difficult to trust the system. Prior research
has demonstrated a negative relationship between perceived risks and trust in
technology [42], and recent work indicates that people are less willing to trust and
accept Al systems that they perceive as risky [25, 43].

10.2.4 Institutional Pathway

Institutional trust theory (e.g., [44]) posits that people rely on institutional safe-
guards and structures, as well as third parties, to develop trust, particularly in
contexts where knowledge, experience, or the ability to make informed decisions is
lacking [45]. Trust can be facilitated by impersonal structures that reassure people
that it is safe to engage with a trust object (e.g., [44, 46]). Here, we discuss two
institutional processes with different forms and targets: structural assurance and
confidence in institutions to deploy and govern Al systems.

Structural assurance is an assessment that successful engagement with an actor
or object is likely because safeguards are in place, such as regulations, guarantees,
and legal recourse, that help manage vulnerability by constraining and deterring
untrustworthy conduct [47-49]. Structural assurance is particularly salient in the
development of initial trust in technology [48], and a growing body of evidence
shows positive associations between structural assurance and trust in Al-enabled
technologies [50-52]. Several assurance mechanisms have been proposed to support
the trustworthy, ethical development and deployment of Al, including the use
of ethical review boards [53-55], algorithmic impact assessments [56], external
certification [57], adherence to codes of conduct [11], and independent auditing.

As Al systems are embedded within and deployed by institutions and enterprises,
the more confidence a person has in the enterprise or institution, the more likely
they are to trust that the Al system will be deployed in a trustworthy way. This
reflects trust transference: trust can be transferred from a known or familiar context
to an unknown or new context [58]. For example, Lapiniska et al. [59] show that
employee trust in their employing organization is positively associated with trust in
the use of Al within the organization (see also [60]), while trust in government and
corporations deploying Al has been shown to predict trust in AI [61].

In the next section, we discuss the methodology used to conduct our survey and
measure these pathways.
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10.3 Method

10.3.1 Data Collection

We collected data using an online survey in each of the 17 countries using
representative research panels sourced by Qualtrics, a global leader in survey panel
provision. This approach is commonly used in survey research to recruit individuals
who are representative of a national population. We chose countries based on three
criteria:

First, representation across all nine global regions as defined by the United
Nations [62]:

. East Asia

. Eastern Europe

. Latin America and the Caribbean
Middle East and North Africa
North America

Pacific

. South and Central Asia

. Sub-Saharan Africa

. Western Europe

NI R N T N

Second, within each region, we selected countries that were identified as leading in
Al activity and readiness. Each country selected was ranked at or near the top for
their region on the AI Stanford 2022 Government Al Readiness Index.”

Third, we selected countries that represented a diversity on the Responsible Al
Index.?

Surveys were conducted in the native language(s) of each country, with the option
to complete in English. Native languages used for each country were French (France
and Canada), German, Finnish, Estonian, Simplified Chinese, Japanese, Portuguese,
Hebrew, Dutch, and Korean. We used separate professional translators to translate
the survey from English into the relevant language and then back-translate [63] to
ensure survey equivalence across languages. After extensive piloting, data were

2 We focused primarily on the 2021 Government Al Readiness Index. This index ranks and
provides a total score for 160 countries on Al readiness across three pillars: government (e.g.,
existence of a national Al strategy, cybersecurity), technology (e.g., number of Al unicorns,
R&D spending), and data and infrastructure (e.g., telecommunications infrastructure, households
with Internet access). We supplemented this with data from the 2021 Stanford AI Index, which
examines country-level private investment in Al and acceleration in Al activity over time to enable
identification of countries that are rapidly emerging in Al in regions that historically lacked Al
capacity and investment (e.g., South Africa, Brazil, and India).

3 The Responsible Al Index ranks countries according to the readiness of their governments to use
Al in a responsible way according to four pillars that correspond with the OECD Principles on
Al Inclusivity, Accountability, Transparency, and Privacy. It is a sub-index of the Government Al
Readiness Index produced by Oxford Insights.


https://www.oxfordinsights.com/government-ai-readiness-index2021
https://aiindex.stanford.edu/wp-content/uploads/2021/11/2021-AI-Index-Report_Master.pdf
https://www.oxfordinsights.com/government-ai-readiness-index-2020
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collected between September and October 2022. The research was approved by
and adhered to the Guidelines of the ethical review process of The University of
Queensland and the National Statement on Ethical Conduct in Human Research.

10.3.2 Survey Participants

The total sample included 17,193 respondents. The sample size across countries
ranged from 1001 to 1021 respondents. Each country sample was nationally
representative of the adult population on gender, age, and regional distribution
matched against official national statistics within each country (within a 5% margin
of error). Across the total sample, the gender balance was 50% women, 49% men,
and 1% non-binary and other gender identities. The mean age was 44 years and
ranged from 18 to 91 years. Ninety percent of respondents were either employed
(67%) or had prior work experience (23%). These respondents represented the full
diversity of industries and occupational groups listed by the International Labor
Organization [64] Almost half the sample (49%) had a university education. Further
details of the demographic profile and representativeness of the sample are shown
in Table 10.1.

Table 10.1 The demographic profile for each country sample

Country % Gender Age (years) | % Generation % Education

W M |O | Mean Z M |X BB |<SS |SS |Qu UG |PG
Australia 51 (48 |1 |47 14 |30 |23 |33 4 26 128 |31 |11
Brazil 52 |47 |1 |40 19 37 |31 |13 4 27 17 |38 |14
Canada 51 (48 |1 |48 12 |28 |25 |35 5 24 |31 |31 9
China 48 |52 |0 |43 16 |37 |25 |22 1 7 |15 |70 7
Estonia 53 |46 |1 |38 23 |41 |24 |12 8 20 124 14 |15
Finland 51 |48 |1 |45 14 130 |29 |27 |11 24 129 22 |14
France 50 |49 |1 |46 13 /28 |30 |29 |10 23 124 126 |17
Germany 51 {49 |0 |46 11 (30 |31 |28 5 14 /59 |13 9
India 47 |53 |0 |36 26 (43 (25 | 6 1 6 | 4 |40 49
Israel 47 |52 |1 |38 20 (44 |26 |10 1 25 |25 |34 |15
Japan 50 |50 |0 |51 9 120 33 |38 2 29 |17 |47 5
Netherlands |50 |49 |1 |46 14 30 |28 |28 |10 28 126 |23 |13
Singapore 51 |49 |0 44 13 |32 |34 |21 1 12 |31 (44 |12
South Africa |51 |48 |1 |39 19 |43 |23 |15 1 31 |26 |35 7
South Korea |52 |48 |0 |45 12 |25 |41 |22 1 19 | 3 |65 |12
UK 50 |49 |1 |46 13 |33 |26 |28 2 27 129 |39 |12
USA 51 |48 |1 |45 15 |28 |26 |31 7 30 |26 |24 |13

Notes: Gender: W = women, M = men, O = non-binary or other gender identity. Generation:
Z = Generation Z, M = millennials, X = Generation X, BB = baby boomers and older
generations. Education: <SS = lower secondary school or less, SS = upper secondary school,
Qual = vocational or trade qualification; UG = undergraduate degree; PG = postgraduate degree
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10.3.3 Survey Procedure

Participants read a preamble about the research aims and were informed that
the survey was anonymous and findings would be used to inform policy and
practice. After completing survey measures on their use and understanding of
Al, participants read the following definition of Al adapted from the OECD [2]:
Artificial intelligence (AI) refers to computer systems that can perform tasks
or make predictions, recommendations, or decisions that usually require human
intelligence. Al systems can perform these tasks and make these decisions based
on objectives set by humans but without explicit human instructions.

Given perceptions of Al systems can be influenced by the purpose and use case,
survey questions about trust, attitudes, and governance of Al systems referred to one
of five Al use cases: Human Resource Al (used to inform decisions about hiring and
promotion), Recommender Al (used to tailor services to consumers), Healthcare Al
(used to inform decisions about how to diagnose and treat patients), Security Al
(used to inform decisions about public safety and security), or Al in general (i.e.
“Al systems in general”). These use cases were chosen to represent domains where
Al is being rapidly deployed and likely to be used by, or impact, many people. We
note that each of these use cases can be considered forms of enterprise Al, with
healthcare Al specific to the health industry.

Respondents were randomly allocated to one of these use cases, providing an
equivalent number of responses across use cases. Before answering questions,
respondents were asked to read a description of the Al use case, including what
it is used for, what it does, and how it works, as shown in Table 10.2. These
descriptions were developed based on current in use systems and input from
domain experts working in human resources, recommender systems, healthcare, and
security, respectively.

To ensure quality of responses, two attention checks were incorporated into
the survey. Participants who failed an attention check, demonstrated a pattern of
inattentive responses (e.g., straight-lining), or completed the survey in an unrealistic
timeframe were removed from the dataset.

10.3.4 Survey Measures

Trust in AI Systems In line with the definition of trust as a willingness to be
vulnerable to an entity or system based on positive expectations [19], we assessed
trust in Al systems as two dimensions: the willingness to rely on the outcomes of
the Al system (reliance) and willingness to share information with the Al system
(information sharing). A reliable 8-item scale from Gillespie et al. [11] was used,
which was adapted from Gillespie [65]. Example items include the following: “How
willing are you to... rely on information provided by the Al system [specific
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Table 10.2 Description of Al use cases

Al system Description

Human Resources | An Al system used to help select the most suitable applicants for a job,

Al identify workers who are most likely to perform well in a job, and
predict who is most likely to quit. It works by collecting and comparing
worker characteristics, employee data, performance over time, and
analyzing which qualities are related to better job performance and job
retention. Managers use Human Resources Al to inform decisions
about hiring and promotion

Recommender AI | An Al system used to personalize services such as news, social media
content, or product recommendations by providing content and
products that are most relevant to the user. It works by predicting a
person’s choices and preferences based on their characteristics (e.g.,
age, gender, location), past behavior, interests or preferences, and the
behavior of similar users. Companies use Recommender Al to tailor
services to consumers

Security Al An Al system used to help identify suspicious or criminal behavior,
security threats, and people of interest to police. It works by processing
and analyzing a range of information such as face and fingerprint scans
collected in places like country borders and photos and live footage of
people and vehicles in public places collected through security cameras.
Police and security agencies use Security Al to inform decisions about
public safety and security

Healthcare Al An Al system used to improve the diagnosis of disease (e.g., cancer),
inform the best treatment options, and predict health outcomes based on
patient data. It works by comparing a patient’s health data (e.g.,
symptoms, test and scan results, medical history, family history, age,
weight, gender, etc.) to large datasets based on many patients. Doctors
use Healthcare Al to inform decisions about patient diagnosis and
treatment

application]; depend on decisions made by the Al system; share relevant information
about yourself to enable the Al system to perform a service or task for you; allow
your data to be used by the Al system.” A 7-point scale was used (1 = completely
unwilling, 2 = mostly unwilling, 3 = somewhat unwilling, 4 = neither willing nor
unwilling, 5 = somewhat willing, 6 = mostly willing, and 7 = completely willing;
a=0.94).

To assess positive expectations of the Al system, perceived trustworthiness
was measured using a 14-item measure adapted from McKnight et al. [48]. The
measure assessed three dimensions of trustworthiness: (1) ability (system perceived
to perform accurately, reliably, and as intended); (2) benevolence (system perceived
to create benefits, provide a helpful service, and have a positive impact); and (3)
integrity (system deployment perceived to uphold ethical principles and data privacy
rights and operate in a fair and safe way). Example items include the following: “I
believe [specific Al application] would: produce output that is accurate” (ability);
“have a positive impact on most people” (humanity); “be safe and secure to use”
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(integrity). A 7-point scale was used, ranging from 1 = strongly disagree to
7 = strongly agree (a = 0.96).

Acceptance of AI Systems Acceptance was measured using a reliable 3-item
scale adapted from Zhang and Moffat [66]. Items included “To what extent do
you. . .accept the use of [specific Al application],” “approve of the use of [specific
Al application],” and “embrace the use of [specific Al application].” A 5-point scale
was used (1 = not at all, 2 = slightly, 3 = moderately, 4 = highly, 5 = completely;
a=0.94).

Subjective Knowledge of AI To examine the knowledge pathway, we used a
3-item measure adapted from Ipsos [67], assessing the extent to which people
subjectively feel they understand Al and when and where it is used. Example items
include the following: “To what extent do you feel you know about AI?... Feel
informed about how Al is used?” A 5-point scale was used (1 = not at all, 2 = to
a small extent, 3 = to a moderate extent, 4 = to a large extent, 5 = to a very large
extent; a = 0.93).

Technology Self-Efficacy A second indicator of the knowledge pathway was a 2-
item measure of self-assessed ability to use digital technologies and online services,
adapted from Vu and Lim [68]: “T consider myself to be sufficiently skilled in the
use of digital technologies. .. to use online services. .. to benefit from digital and
online opportunities” (a = 0.85).

Objective Awareness of AI Use For descriptive analysis, we assessed respondents’
awareness of the use of Al in common technologies, as well as their own use of
these technologies. Eight items were adapted from Zhang and Dafoe [69]. Example
items include the following: “Does this technology use Al (No, Yes, Don’t know),”
“Ridesharing apps (e.g., Uber),” “Social media [with examples tailored to the
national context],” and “Email filters (e.g., to block spam email).” As “Yes” was
the correct answer to all items related to the technology using Al, we coded values
to reflect 0 = “No/Don’t know” and 1 = “Yes.”

Perceived Benefits of AI To assess the motivational pathway, respondents’ percep-
tions of a range of benefits of Al were measured with 10 items based on a review
of the literature. Example items include as follows: “To what extent do you expect
these potential benefits from the use of [specific application]? Enhanced decision-
making, improved efficiency (e.g., doing things faster), improved effectiveness (e.g.,
doing things better), innovation (e.g., doing things differently), improved outcomes
for people.” A 5-point scale was used: (1 = Not at all, 2 = To a small extent, 3 = To
a moderate extent, 4 = To a large extent, 5 = To a very large extent; a = 0.94).

Perceived Risks of AI To assess the uncertainty pathway, the perceived risks of Al
were measured using 10 items developed based on a review of the literature. Exam-
ple items include as follows: “How concerned are you about these potential risks
of Al use [specific application]: inaccurate outcomes (e.g., the recommendations
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are inaccurate or do not work as intended); potential for bias (e.g., certain types
of people being treated unfairly or discriminated against); loss of privacy (e.g., the
privacy of personal information is not protected); manipulation or harmful use (e.g.,
people manipulate the data or system for their own interests); deskilling (e.g., people
lose the ability to perform tasks and make decisions without Al); cybersecurity risks
(e.g., hacking or malware attacks)?” The scale was the same as for perceived benefits
(a=0.94).

Structural Assurance One indicator used to examine the institutional pathway is
structural assurance, which was measured using four items adapted from McKnight
et al. [47]. Sample items include “There are enough current safeguards to make me
feel comfortable with the use of Al [specific application]” and “I feel assured there
are sufficient governance processes in place to protect me from problems that may
arise from the use of Al [specific application].” A 7-point “strongly disagree” to
“strongly agree” scale was used (a = 0.94).

Confidence in the Institutional Use of AI A second indicator of the institutional
pathway is confidence in the institutional use of AI. Three items were used to
assess respondents’ confidence in their government, commercial organizations, and
technology companies to develop and use Al in the best interests of the public,
combined with three items asking how much confidence they had in these same
entities to regulate and govern Al in the best interests of the public (I = No
confidence, 2 = Low confidence, 3 = Moderate confidence, 4 = High confidence,
5 = Complete confidence, a = 0.89).

Trustworthy AI Governance Principles and Practices To understand the impor-
tance of an enterprise’s governance practices for trust in Al applications, we
developed a 16-item measure based on the European Commission’s Trustworthy
Al principles [70]. Table 10.3 provides a description of the eight trustworthy Al
principles we assessed. This measure was developed with extensive consultation
with industry and academic Al and governance experts. Example items include
“How important are the following practices for you to trust in [specific application]?
People’s data is only used for the specific purpose they agreed to,” “If something
goes wrong with the Al system, it is clear who or what is responsible,” and “Safety
and privacy measures are designed into the Al system to minimize problems.” To
manage survey length, respondents completed a randomized subset of 4 items from
the full 16-item measure. Items were measured on a S-point scale (1 = Not at all
important, 2 = Slightly, 3 = Moderately, 4 = Highly, 5 = Extremely important).
An exploratory factor analysis of the 16-item measure revealed a unidimensional
structure, with factor loadings ranging from 0.67 to 0.82, indicating good factorial
validity. Internal reliability could not be computed due to the randomized presenta-
tion of the items.

We further asked respondents if they would be more likely to trust Al systems
when organizational governance mechanisms are in place, using five items. Example
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Table 10.3 Principles and practices of Trustworthy Al

Principle Description

Technical performance, The performance and accuracy of the Al system output are assessed before
accuracy and robustness and regularly during deployment to ensure it operates as intended. The
robustness of the output is tested in arange of situations, and only data of
appropriate quality is used to develop the AL

Data privacy, security and | Safety and privacy measures are designed into the Al system. Data used
governance for Al is kept secure, used only for the specific purpose forwhich it is
agreed, and is not shared with other apps or third parties without
permission. Robust security measures are in place to identify and prevent
adversarial attacks.

Human agency and There is appropriate human oversight and control of Al systems and their
oversight impact on stakeholders by people with the required expertise and
resources to do so. Al systems are regularly reviewed to ensure they are
operating in a trustworthy and ethical manner.

Transparency and The purpose of the Al system, how it functions and arrives at its solutions,
explainability and how data is used and managed are transparently explained and
reasonably understood to a variety of stakeholders. Developers keep audit
trails of the methods and datasets used to develop AL

Fairness, non- The outcomes of Al systems are assessed regularly to ensure they are fair,

discrimination and free from unfair bias, and designed to be inclusive for a variety of users.

diversity Al is developed with the participation and input of a diverse range of
people.

Accountability and There is clear accountability and responsibility if something goes wrong

contestability with an Al system. Any impacted user or stakeholder is able to challenge
the outcomes of an Al system via a fair and accessible human review
process.

Al literacy People are supported in understanding Al systems, including when it is
appropriate to use them and the ethical considerations of that use.

Risk and impact The risks, unintended consequences, and potential for harm from Al

mitigation systems are fully assessed and mitigated prior to and during their
employment

items include the following: “I would be more willing to trust an Al system
[specific application] if: The system was reviewed by an Al ethics board,” and “The
organization using the system had an Al ethics code of conduct.” A 7-point scale
was used ranging from 1 = strongly disagree to 7 = strongly agree, scale (a = 0.93).

Demographic Measures Gender (0 = Female or Other gender, 1 = Male), age
category (1 = 18-39, 2 = 40-55, 3 = 56+), university education (0 = No university
education, 1 = University education), and country (0 = non-“BICS” country,
1 =“BICS” country [Brazil, China, India, South Africa] were included in modelling
as they have been demonstrated to differ in attitudes toward Al systems [12, 71].

10.3.5 Analytic Procedures

For descriptive findings, we examine mean values and percentage frequencies to
indicate levels of key variables. We also compared findings across countries and
demographic groups using analysis of variance (ANOVA) tests. Given the large
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dataset, even trivial associations may be statistically significant. Hence, to focus
on practically meaningful effects, we only report differences with omega-squared
effect sizes (w?) of 0.01 or more.

To identify and model the key mechanisms supporting trust and acceptance of Al
systems, we employed structural equation modelling (SEM). SEM is a multivariate
modeling technique that has advantages over traditional multivariate techniques
including (a) the assessment of measurement error to reduce biased effect estimates,
(b) the estimation of latent variables via observed variables, and (c) the ability to
assess the fit of the model to the data [72].

We tested a model examining knowledge-based (subjective knowledge and
technology self-efficacy), motivational (perceived benefits), uncertainty (perceived
risks), and institutional (structural assurance safeguards and confidence in entities to
develop, use, and govern Al) pathways to trust, controlling for demographic factors
and country economic group. The pathways were modelled as latent variables, and
all factor loadings for the observed indicators exceeded recommended thresholds
for standardized loadings (>0.60; [73]). As the trust and trustworthiness scales were
strongly correlated (r = 0.77, p < 0.001), and prior research has shown that latent
trust and trustworthiness factors often demonstrate low discriminant validity [74],
we modelled the trust and trustworthiness items as a single latent trust in Al factor
to maximize parsimony and avoid multicollinearity while remaining theoretically
aligned with prevailing trust frameworks.

10.4 Key Descriptive Findings

We present first descriptive findings on the extent to which people trust and accept
Al systems and feel they understand Al, as well as their views on the benefits and
risks of Al use, and their expectations of Al governance and regulation.

Our analysis revealed a distinct pattern of findings for countries defined by the
International Monetary Fund as advanced economies, compared to countries defined
as emerging economies. The countries with emerging economies were part of the
BRICS alliance,* and we refer to these as the “BICS” countries, given Russia was
not included in the data collection. We note meaningful and statistically significant
differences in the findings between advanced economies and the BICS countries.

4 BRICS is the acronym used to describe the five major emerging economies of Brazil, Russia,
India, China, and South Africa (see https://en.wikipedia.org/wiki/BRICS). We did not include
Russia in our sampling and therefore use the acronym BICS in this report.


https://en.wikipedia.org/wiki/BRICS
https://en.wikipedia.org/wiki/BRICS
https://en.wikipedia.org/wiki/BRICS
https://en.wikipedia.org/wiki/BRICS
https://en.wikipedia.org/wiki/BRICS
https://en.wikipedia.org/wiki/BRICS
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10.4.1 To What Extent Do People Trust and Accept Al
Systems?

People broadly report low trust and acceptance of Al systems. Three out of five
people (61%, M = 4.11) report they are either ambivalent or unwilling to trust Al
systems. In contrast, 39% report that they are willing to trust these systems, for
example by relying on Al recommendations or sharing personal information with
these systems to make them work. Consistent with these findings, most people (67%,
M = 3.04) report low to moderate acceptance of Al systems. Only a third of people
across countries report high acceptance.

Despite low levels of trust and acceptance, 63% of people perceive Al systems
as trustworthy (M = 4.84). Perceptions of trustworthiness are typically higher than
trusting intentions because trust involves risk and vulnerability (e.g., by relying on
Al output or sharing information with an Al system), whereas perceiving a system
as trustworthy does not.

Levels of trust and trustworthiness differ by application type. People are more
trusting and accepting of the use of Al in healthcare and least trusting of Al use
in human resources. For example, 44% (M = 4.3) of people trust the use of Al in
healthcare, compared to 34% (M = 3.9) who trust Al in HR.

There are also notable differences in trust, trustworthiness and acceptance across
countries. Those in the emerging economies of Brazil, India, China, and South
Africa (i.e. the BICS countries) report the highest levels of trust, trustworthiness,
and acceptance, and more broadly tend to report more positive attitudes towards Al
For example, in the BICS countries, most people trust Al systems (56—-75%; Ms
range from 4.65 in South Africa to 5.23 in India). In contrast, a minority of people
in the advanced economies report trusting Al, with people in Finland reporting
the lowest trust (only 16%, M = 3.37). The BICS countries also have notably
higher acceptance of Al, with 48—67% of people in these countries reporting high
acceptance (Ms = 3.44-3.84) and are also more likely to view Al as trustworthy
(79-93% view as trustworthy, Ms = 5.35-5.84). In contrast, people in Western
countries and Japan have less favorable views about the trustworthiness of Al, with
Finland again ranking lowest (M = 4.43).

10.4.2 The Knowledge Pathway: How Well Do People
Understand AI?

Half of the respondents report low subjective knowledge of Al, indicating that they
do not understand Al or when and how it is used (49%, M = 2.56). Just 18% self-
report high knowledge. This low subjective knowledge is confirmed by people’s
objective awareness of Al use. We asked whether commonly used technology
applications—such as product recommendations, traffic navigation apps, chatbots
and virtual assistants, social media, and accommodation-sharing apps—utilize Al
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Overall, we found that although 68% of people had used these common Al-enabled
applications, two in five (41%) were unaware that these applications use Al.

The use of the technology did not necessarily increase understanding that Al
is integrated into and enables the application. For example, while 87% of people
report using social media apps, almost half (45%) are unaware that social media
apps rely on Al This pattern of using an application without awareness that it relies
on Al is particularly strong for embedded forms of Al, such as social media, email
filters and accommodation and ride-sharing apps, where the Al use with no physical
or vocal manifestation. Conversely, there is more awareness of Al when it is used
in embodied forms (e.g., with voice, voice activation, or face activation), such as
virtual assistants (75%), facial recognition (70%), or smart home management.

People in Asian countries tend to report more subjective understanding of Al,
particularly people in China (M = 3.42), India (M = 3.36), and South Korea
(M = 3.08). Japan is a notable exception, with Japanese respondents reporting the
lowest level of subjective Al knowledge in the sample (M = 2.04). People in the
Netherlands, UK, France, and Estonia also rate their knowledge as lower than people
in other countries (Ms = 2.07-2.16).

People in the BICS countries and Singapore are more likely to use common Al-
enabled applications (75-82%) and be more aware that these applications rely on Al
(with the exception of South Africa) than people in all other countries. On average,
two-thirds or more of people in these countries are aware of Al use in common
applications (66-71%). In contrast, people in European countries, as well as the
UK, the USA, and Japan, were less knowledgeable about Al use, with only 47—
53% aware of its use in common applications. People in Finland had notably higher
understanding of Al use compared to other European countries.

10.4.3 The Motivational Pathway: How Do People View
the Benefits of AI?

A key finding is that 85% of people expect the use of AI will result in a range of
benefits (to a moderate or high degree), particularly performance-related benefits
such as improve efficiency, innovation, effectiveness, resource utilization, and
reduce costs (range from 78% to 87%, M = 3.40-3.62). These “performance”
benefits are rated higher than several “people-oriented” benefits. In particular,
people are less convinced that Al systems will enhance what people can do and
result in improved outcomes for people, which were ranked comparatively lower
(Ms = 3.28).

There are clear differences across countries in how people view the benefits
of Al People in the BICS countries have the most positive view of the benefits
(Ms = 3.78-4.00). In contrast, people in Australia, Canada, the UK, the USA, the
Netherlands, Finland, and Japan are less convinced of the benefits (Ms = 3.01-
3.09).
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10.4.4 The Uncertainty Pathway: How Do People View
the Risks of AI?

While people expect significant benefits from Al, the majority are concerned about
a range of potential risks (73%, M = 3.26). Cybersecurity risk (e.g., from hacking
or malware) is a dominant concern reported by 84% of respondents (M = 3.68).
Manipulative or harmful use of Al, job loss and deskilling, loss of privacy, system
failure, undermining human rights, and inaccurate outcomes are other risks reported
by more than two-thirds of people (68—77%, Ms = 3.17-3.42). In comparison,
people are less concerned about the risk of bias from AI use. However, Al bias
is still a concern for the majority of people (58%, M = 2.80).

In contrast to the distinct differences across countries in how people view the
benefits of Al, there are many commonalities and only a few small differences
in how people from different countries perceive the risks of Al use. In almost all
countries, people are most concerned about cybersecurity risks. The exceptions are
people in India and South Africa, who are most concerned with job loss due to
automation, with cybersecurity risk ranking second. In all countries, people are least
concerned about the potential risk of bias from Al People in South Africa, South
Korea, and Brazil tend to report more concern about the risks of Al than people
in most other countries (Ms = 3.54—4.48). In contrast, people in Germany tend to
report less concern about the potential risks of AI compared to people in most other
countries (M = 3.01).

10.4.5 The Institutional Pathway: How Do People View
the Institutional Safeguards Governing Al Use?

While the majority (71%) of people across countries believe Al regulation is
necessary, the majority of people (61%, M = 4.08) disagree or are unsure that
current safeguards around Al (i.e., rules, regulation, and laws) are sufficient to
make the use of Al safe and protect them from problems. This dissatisfaction
with current safeguards is strongest in the Western countries, as well as in Israel,
Japan, and South Korea, where only 39% of people believe current safeguards are
adequate (Ms = 3.27-4.03). In contrast, the majority of people in the BICS countries
and Singapore view current safeguards as adequate, including most in India and
China (74-88%, Ms = 5.42-5.52) and about half in Singapore and Brazil (52-53%,
Ms = 4.48-4.56).

In terms of confidence in entities to both develop and use and regulate and
govern Al in the best interests of the public, people have most confidence in
their country’s universities (79-82% moderate to high confidence, Ms = 3.43—
3.50) and security and defense forces (76—78%, Ms = 3.39-3.43). Conversely, they
report comparatively lower confidence in government, technology companies, and
commercial organizations (60—71%, Ms = 2.85-3.15).



10 Trust in AL: Evidence of Trust-Supporting Mechanisms from 17 Countries 295

There are notable country differences in confidence of government and tech-
nology companies. About half of people in South Africa, the USA, Japan, and
the UK lack confidence in their government to develop, use, and govern Al in
the best interests of the public (45-52%, Ms = 2.69-3.15). In contrast, most
people in China (86%), India (70%), and Singapore (60%) have high or complete
confidence in their governments to develop, use, and govern Al (Ms = 3.64-4.17).
Confidence in technology companies is generally low in Western countries and
Israel, particularly Finland, Canada, and Australia (30—40% no or low confidence,
Ms = 2.66-2.82), and comparatively high in the BICS countries (51-73% high or
complete confidence, Ms = 3.66—4.15).

There is strong public endorsement for each of the principles for trustworthy Al,
with almost all people across all countries surveyed viewing each these practices
as moderately to extremely important for trust in Al systems (96-99%, M = 4.04).
Table 10.3 provides a description of the eight trustworthy Al principles. While all
eight principles are considered important by respondents, data privacy, security, and
governance practices are considered the most important for trust in Al systems in
all countries (except China where it was ranked second), and Al literacy practices
are viewed as comparatively less important in many countries.

One way enterprises and government can support trust in their use of Al systems
is by putting in place these principles and practices for trustworthy Al, as well as
assurance and governance mechanisms that reassure people that these principles
are in place. Seventy-five percent (M = 5.19) of people report they would be more
willing to trust an Al system when assurance mechanisms are in place that support
trustworthy use, such as regularly monitoring the accuracy and reliability of Al
systems, adhering to an Al ethics certification or national standards, conducting
independent Al ethics reviews, and implementing an Al code of conduct.

10.4.6 Differences Across Demographic Groups

Younger people and those with a university education generally have more positive
attitudes toward Al than older respondents and those without a university education.
For example, compared to older respondents (42-57 years and 58+ years), the
youngest age group (18—41 years) have greater trust (M = 4.29 vs. 4.04 [42-57]
vs. 3.84 [58+]; w? = 0.02), acceptance (M = 4.11 vs. 3.84 vs. 3.24; ES = 0.04),
and subjective knowledge of Al (M = 2.69 vs. 2.54 vs. 2.31; ES = 0.02) and
are more likely to view current safeguards as adequate (M = 4.28 vs. 3.99 vs.
3.76; w* = 0.02). Respondents with a university education also report more trust
(M = 4.30vs. 391; w* = 0.02), acceptance (M = 3.20 vs. 2.88; ES = 0.02), and
subjective knowledge of Al (M = 2.84 vs. 2.29; > = 0.07) than those without a
university education.

Regarding gender, the only notable difference is that men report higher subjective
knowledge of Al than women (M = 2.74 vs. 2.34; w? = 0.04). However, there was
no gender difference in objective awareness of Al use in common technologies.
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10.5 What Are the Key Predictors of Trust and Acceptance
of AI?

To examine how each of the four pathways relates to trust and acceptance of Al
systems, we tested our empirical model using structural equation modelling (see
Sect. 10.3.5). Our model displayed in Fig. 10.1 fit the data well: x2 (N = 17,134,
df = 1740) = 46803.72, p < 0.001; CFI: 0.93, TLI: 0.93, SRMR: 0.06, RMSEA:
0.04. In the findings below, “B” refers to the standardized beta coefficient, which
indicates the strength of the effect of each predictor (independent variables) on
trust and acceptance (the dependent variables). Beta coefficients can be compared
to indicate the relative strength of each predictor. We next discuss the key insights
gained from the model testing.

10.5.1 TrustIs Central to AI Acceptance

The model shows that trust is a key predictor of Al acceptance (B = 0.87) and
explains 74% of the variance in acceptance. When people perceive Al systems
as trustworthy and are willing to trust them, they are more likely to accept these
technologies.

Trust acts as a central mechanism through which other predictors impact Al
acceptance. It is important, therefore, to understand what influences trust in Al
systems. To do this, we discuss each of the four distinct “pathways to trust”—
institutional, motivational, uncertainty, and knowledge—and examine their compar-
ative importance in predicting trust. Collectively, these four pathways account for
84% of the variance in trust.

10.5.2 Institutional Safeguards and Confidence Are
the Strongest Drivers of Trust

The institutional pathway is grounded in the view that people often defer to, and
expect, authoritative sources and institutional processes to provide assurance of the
safety and reliability of new technologies and practices. As shown in the model,
people are more trusting of Al systems when they believe current regulations and
laws are sufficient to make Al use safe and have confidence in the government,
technology, and commercial organizations to develop, use, and govern Al. This
institutional pathway is the strongest predictor of trust (B = 0.50) and is significantly
more important than the other pathways.

Given our results show most people are unconvinced that current governance
and regulations are adequate to protect people from problems associated with Al a
critical foundational step toward strengthening trust and the trustworthiness of Al
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is ensuring there is an appropriate regulatory and legal framework governing Al
systems, as well as implementing robust governance at the enterprise level.

10.5.3 The Perceived Benefits of AI Motivate Trust

The motivational pathway to trust is grounded in evidence that the more people
perceive benefits from using Al, the more motivated they will be to trust Al. This
motivational pathway is the second strongest predictor of trust (B = 0.37) and is
a stronger driver of trust than the perceived risks associated with Al. This helps
explain why people are willing to use technologies that provide immediate benefits
(e.g., convenience), despite concerns about potential risks. This finding highlights
the importance of designing and using Al systems in ways that deliver demonstrable
benefits to people, to support trust and acceptance of these systems.

10.5.4 The Perceived Risks of AI Create Uncertainty
and Reduce Trust

The uncertainty pathway is based on the view that it is more difficult to trust in
contexts of uncertainty and risk. The model supports this view showing that the more
concerned people are about the perceived risks of Al use, the less likely they are to
trust Al systems (B = -0.14). This includes both technical risks associated with Al
use (e.g., cybersecurity and privacy risks, risk of inaccurate or biased outcomes) and
broader societal risks (e.g., manipulation, deskilling, and job loss). This is the third
strongest driver of trust. This finding underscores the importance of ongoing action
to mitigate the risks associated with Al at multiple levels, as well as communicating
these risk mitigation strategies to reassure people.

10.5.5 Understanding AI and How to Use Technology
Influences Trust

The knowledge pathway is based on evidence that knowledge and understanding
enhance trust in technology. The model shows that people are more likely to trust
and accept Al when they feel they understand how and when Al is used and
are sufficiently skilled in using digital technologies (B = 0.12). This knowledge
pathway is the fourth driver of trust, highlighting the importance of supporting
people’s technological and digital literacy and skills.
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10.5.6 Country and Demographic Factors Have a Smaller
Impact on Trust

After taking into account the institutional, motivational, uncertainty, and knowledge
drivers of trust in the model, we found four other factors have a small but meaningful
influence on trust. People in the BICS countries (B = 0.02), as well as younger
generations (B = 0.01), the university-educated (B = 0.01), and males (B = 0.01),
are slightly more trusting of Al systems.

10.6 Discussion and Implications

The findings of this 17-country survey reveal important insights on public trust and
attitudes toward Al They reveal that most people are wary about trusting Al systems
and have low or moderate acceptance of its use. However, there is both divergence
and convergence in attitudes across countries. People in the emerging economies
of Brazil, India, China, South Africa, together with Singapore, have notably higher
trust and acceptance and more positive attitudes toward Al than people in the other
countries. While knowledge about Al and perceptions of Al benefits also vary
widely across countries, views on the risks of Al and expectations of trustworthy
governance practices are broadly consistent across countries. This underscores the
value of cross-national cooperation and shared international standards in governing
Al

Our integrated model of the mechanisms that support public trust and acceptance
of Al systems confirm that trust in Al is influenced by the perceived adequacy
of institutional safeguards to mitigate risks and confidence in entities that deploy,
govern, and regulate Al, as well as perceptions of AI’s benefits and risks and
knowledge of Al and efficacy in using digital technologies. Trust in Al in turn
strongly predicts societal acceptance.

Taken together, our modelling and descriptive findings highlight both current
and future challenges to trust and acceptance of Al systems, as well as opportunities
for overcoming these challenges. In particular, the findings inform four practical
pathways that enterprises can use to support the responsible and trusted integration
and deployment of Al

10.6.1 The Institutional Pathway: Institutional Safeguards
and Confidence in Entities to Use and Govern Al Are
a Strong Predictor of Trust

Our findings highlight the important role institutions, governance, and regulatory
safeguards play in laying a foundation for trust and reassuring people that trust
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in Al is warranted. However, while the large majority of people expect Al to be
regulated, many view the current regulatory and legal framework as insufficient
to make Al use safe and protect people from the risks. These findings suggests
that the institutional frameworks governing Al are lagging and failing to keep
pace with community expectations. While considerable work is underway in many
countries and jurisdictions, as evidenced by the ratification of the European Union’s
comprehensive Al Act and the comprehensive regulatory framework implemented
in China, in most countries, regulatory frameworks are still in an early stage of
development or implementation. For example, many countries are still debating the
optimal regulatory approach or issuing voluntary standards. Our findings suggest
that implementing a robust regulatory framework that effectively mitigates the risks
stemming from Al use is a key foundation for supporting public trust and acceptance
of AL

The challenge of regulation lagging the rapid development of technology is
not new and highlights the need and opportunity for enterprises to support trust
by implementing robust internal governance and oversight over the design, devel-
opment, and deployment of AIl. We find strong global public consensus on the
governance principles and related practices that enterprises deploying Al systems
are expected to uphold in order to be trusted.

People expect organizations deploying Al systems to uphold high standards
of (1) data privacy, security, and governance; (2) technical system performance,
accuracy, and robustness; (3) fairness, non-discrimination, and inclusive design; (4)
human agency and oversight of Al systems; (5) transparency and explainability; (6)
accountability and contestability; (7) risk and impact mitigation; and (8) Al literacy
support (see Table 10.3).

Coupled with the finding that governance and assurance mechanisms enhance
trust, these insights highlight that enterprises can directly build trust in Al systems
by developing capabilities and practices for upholding these principles and investing
in governance mechanisms that demonstrate and support the responsible deploy-
ment of Al systems, such as regularly monitoring system accuracy and reliability,
Al codes of conduct, and upholding international Al standards. However, indicators
such as the IBM Global Al Adoption Index [75] highlight that a majority of
enterprises deploying Al are at an early stage of Al governance maturity and have
not taken steps to ensure their use of Al aligns with the principles and practices of
trustworthy Al

A key challenge is that a third of people report low confidence in commercial
enterprises and technology organizations, as well as government, to develop, use,
and govern Al in society’s best interest. This is problematic given the heavy reliance
on industry to self-regulate and govern their use of Al, together with government’s
central role in regulation. As public confidence is notably higher in universities and
research institutions to develop and govern Al, one opportunity is for enterprises and
government to partner with these trusted entities on the design and development of
Al solutions. Furthermore, prior research shows that general trust in the organization
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informs trust in that organization’s use of AI [11, 61]. This highlights that investing
in building customers’ broader trust in the deploying organization—for example,
by reliably demonstrating competence, benevolence, and integrity in the provision
of services and products—can facilitate trust in the Al systems they produce and
deploy.

10.6.2 The Uncertainty Reduction Pathway: Similarities
in Perceived Al Risks Across Countries Support
a Global Approach to Risk Mitigation

Perceived risk is a well-established inhibitor of trust in technology [76], particularly
when these risks involve privacy, autonomy, or societal harm. Our findings show that
people in all countries perceive risks from Al and view these risks in a comparable
way. An important implication is that enterprises operating in multiple markets can
anticipate a common set of concerns and risks across these markets and use similar
governance mechanisms to manage and mitigate these risks while noting there may
be some cultural nuances in expectations of mitigation strategies.

More broadly, this insight supports the merit and importance of global collabora-
tive approaches to Al governance and international standard setting to help mitigate
risks and support responsible use and interoperability. For example, the International
Organization for Standardization [77] and the IEEE Standards Association [78] have
developed robust Al governance processes and frameworks to guide enterprises. For
example, ISO Standards 42001, 23894, and 38507 each provide guidance on Al
governance and management. Further, the OECD Trustworthy AI Observatory has
over 900 resources to support trusted and responsible Al use.

The shared perception and concern of Al risks across countries also under-
scores the importance of striving for consistency in Al governance and regulatory
frameworks across countries. Al systems are not bound by country borders and
consistency and clarity of the governance and regulatory framework supports
enterprises to invest, develop, and adopt Al technologies and uphold standards,
principles, and practices that support public trust and adoption.

A key trust-enhancing practice that reduces uncertainty is the retention of human
involvement and oversight in decisions that impact people. We find strong universal
endorsement of the principle and practice of human oversight and control of Al
systems. This carries an important implication for technology leaders striving for
the highest levels of automation: while full automation may maximize efficiency
and cost reduction, it can undermine trust and acceptance. Balance is required.
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10.6.3 The Motivational Pathway: Demonstrating the Benefits
of Al to People and Society Motivates Trust

Our modelling revealed that an important pathway for strengthening and preserving
trust comes from demonstrating the tangible, beneficial impact of Al for people
and society. This highlights the importance of human-centered Al design and
having a clear beneficial purpose at the outset of Al projects, as well as enterprises
co-designing Al-enabled services and products with key stakeholders and end-
users, for building trust (see [79]). The pattern in our data suggests people often
perceive more “performance” benefits from Al (e.g., cost reduction and efficiency)
that predominately benefit enterprises rather than people or society more broadly.
However, our findings indicate people trust AI more when it has a clear beneficial
purpose to people (e.g., Healthcare Al to enhance diagnosis and treatment) rather
than just a performance benefit to the enterprise (e.g., to increase efficiency in HR
processes).

The fact that perceived benefits and risks both influence trust in our model
suggests that augmenting benefits to people while proactively mitigating risks sup-
ports trust and acceptance. Notably, the motivation pathway has a more substantial
positive impact than the negative impact of the uncertainty pathway. This supports
prior research indicating people pay more attention to the benefits than risks of Al
[80]. This highlights the importance of designing and deploying Al in ways that
demonstrably create value and benefits for stakeholders, as well as communicating
the benefits of Al use to ensure stakeholders are aware of the benefits. However,
balance is required to guard against “benefit selling.”

10.6.4 The Knowledge Pathway: People Trust More When
They Feel They Understand Al and Are Skilled in Using
Digital Technologies

We find that subjective knowledge and technology self-efficacy significantly predict
trust in AL. However, our survey reveals that the public generally has a low
understanding of Al and its use in everyday life. Furthermore, a majority report that
supporting people to understand Al is important for their trust in Al systems. These
findings suggest close collaboration is required between government, academia, and
business to uplift public and consumer Al literacy and understanding of data and
technology.

Our findings raise interesting questions about the role of Al public literacy
programs and trust. As an example, Finland is a pioneer in the Al literacy space
[81] and commonly ranks at the top of the Media Literacy Index, which assesses the
ability of countries to resist fake news and misinformation [82]. Our results indicate
that people in Finland are more aware of and knowledgeable about Al than many of
their Western counterparts, yet they report low trust and moderate acceptance. This
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suggests that being better informed does not equate simplistically to greater trust
and acceptance. Al literacy should play a role in making people aware of potential
benefits and risks, capabilities, and limitations of Al systems, as well as methods
for safe and responsible use. This supports people to understand when and under
what circumstances it is appropriate to trust Al technologies, which in turn supports
responsible adoption and calibrated trust over time [23, 26].

Our findings highlight that many people use applications without being aware
that they involve Al This raises the question of whether enterprises should be
transparent in disclosing the use of Al to enable people to make more informed
decisions about use, benefits, and risks. The EU Al Act, for example, requires that
people are made aware when they are interacting with a chatbot as opposed to a
human. We see a need for similar transparency of Al use in applications such as
social media and recommender systems that may potentially be used in manipulative
ways.

Enterprises also need to consider that different cohorts have different understand-
ings and views about Al, with younger people and the university-educated being
more aware, knowledgeable about, and accepting of Al In contrast, other cohorts
are likely to need more reassurance and evidence of the trustworthiness of these
technologies, as well as Al literacy support to understand these technologies and use
them effectively in the workplace. As such, a one-size-fits-all approach to supporting
trusted and responsible Al adoption is unlikely to work.

10.7 Outlook and Future Research

Moving forward, enterprises can leverage these insights by embedding clear insti-
tutional safeguards and governance mechanisms into their Al strategies. Practical
measures such as transparent communication about Al capabilities and limitations,
robust frameworks for risk mitigation, and ongoing education and skill-building
initiatives for employees and users can be used to support trustworthy Al deploy-
ment. Furthermore, proactively aligning enterprise Al practices with established
international standards and societal expectations can help mitigate public concerns
and facilitate greater acceptance and sustainable deployment. Regular monitoring
of trust and public sentiment, alongside regular review and update of governance
approaches, will be important as Al technologies evolve and introduce new oppor-
tunities and risks.

Trust in Al is often viewed as an individual or technological matter, with research
focused on system and user attributes [83]. However, our study reinforces that it is
socio-technical in nature, founded on institutional- and enterprise-level governance
structures, commitments, and norms that shape Al design and deployment, as well
as the contextualized purpose, benefits, and risks of the Al system. Examining how
the socio-technical context and environment influence trust and acceptance of Al
use in enterprises is a rich avenue for future investigation [84, 85]. Emerging case
study research reinforces the need for a socio-technical approach. For example,
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Smith et al. [79] show that stakeholder trust and acceptance of an organization’s
deployment of Al is powerfully influenced by the historical context of technology
deployment, the purpose, risk profile, and design of the AI system, stakeholder
engagement and consultation during the design and implementation phase, and
alignment with the authorizing environment (see also [86]).

Our research highlights widespread concern about the risks of Al. However,
little is known about how stakeholders experience vulnerability, uncertainty, and
risk when interacting with or being subjected to enterprise Al systems (see [87]).
An important avenue for deepening a socio-technical understanding of trust in Al
is to examine the vulnerabilities that various forms of enterprise Al create for
stakeholders and the technological, relational, and governance mechanisms required
to effectively address these vulnerabilities.

The rapid advancement of Al technologies is opening up new vulnerabilities and
challenges for trust that will likely require adaptation to the way enterprises build
and maintain trust in their use of Al going forward. In particular, as Al systems
advance to become more powerful and agentic and feature more anthropomorphic
or humanlike characteristics, such as autonomy, adaptability, complex problem-
solving, and the ability to process, respond, and justify output fluently in natural
language (e.g., generative Al and large-language models). We call for research that
examines the efficacy of the four pathways to the context of generative and agentic
Al use in enterprises. The recent replication of the model in our examination of pub-
lic trust, attitudes, and use of Al across 47 countries suggests the four pathways hold
in the context of generative Al systems and are robust across Al applications [88].

The cross-sectional survey design used in our study did not enable examination
of the causal influence of the predictors and limited examination of trust to a
static snapshot in time. Given trust is a dynamic process that unfolds over time,
we recommend future research adopt longitudinal, field-based research designs that
enable examination of the evolution of trust dynamics and processes as employees,
customers, and other stakeholders interact with and are subjected to enterprise Al
systems. This temporal, holistic approach is well suited to studying how people
change and calibrate their trust in Al systems as they interact with them over time.
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Chapter 11 ®)
Insights into AI’s Influence on Enterprise  <a
Software and Systems: Lessons from

Varied Contexts

Shaoyang Fan and Javad Pool

Abstract This chapter explores the impact of artificial intelligence (AI) on enter-
prise software and systems through six case studies. The case studies include
Midjourney, Zillow, Canva, the Australian Government’s Department of Human
Services (Robodebt), CareMonitor, and Capillary. The case studies have been
chosen to highlight both successes and failures in projects relating to the use of
Al in enterprises. For each case, we provide a summary of the company’s use of
Al and its impact in order to analyse the various factors that led to the success or
failure of the project. The chapter concludes with a summary of key observations
from varied contexts.

11.1 Midjourney: Navigating Generative Al

11.1.1 Introduction to Midjourney

Midjourney, established by David Holz in February 2022 in San Francisco, has
become a leading force in the creation of Al art. The development of a platform
that converts textual prompts into visually engaging works contributes to human
creativity and represents a significant shift in how industries approach art and
creative processes. Its novelty on the tech side lies in the use of Discord,' and
the “/imagine”® command facilitates an innovative and user-friendly experience,

Uhttps://discord.com/

2 To initiate the creation process with Midjourney, simply type </ followed by “imagine,” and add
your specific prompt. The generation process typically takes about a minute. Upon completion, the
Midjourney bot automatically produces four unique images derived from your input as the standard
output.
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making art creation accessible to a diverse audience, including artists, designers,
and enthusiasts worldwide.

11.1.2 Deployment of Generative Al in Creative Processes

Midjourney achieved extraordinary success in 2023, generating US$200 million in
revenue and reaching a valuation reportedly exceeding US$10 billion according to
market analysts [1, 2]. With its community of more than 19 million users [2, 3],
the platform demonstrates the transformative impact of Generative Al in the
creative landscape. This development rests on three key elements: the application
of Generative Al, the integration with Discord’s established community platform to
enhance user accessibility, and the incorporation of user feedback.

Firstly, the principle of operation for Generative Al applications is based on gen-
erating new images from prompts after being trained on patterns and relationships
found in millions of images scraped from the open Web [4]. This technology became
central to Midjourney’s ability to democratise art production. It allows users to
convert verbal descriptions into visual art without requiring extensive drawing or
editing skills. This has opened vast creative opportunities, establishing Midjourney
not just as a tool but as a transformative methodological innovation that stimulates
new ways of thinking and empowers the human imagination [4].

Secondly, the decision to utilise Discord, an established community platform,
has significantly contributed to Midjourney’s ease of use [5]. This strategic choice
ensured that the platform was readily accessible and facilitated seamless interaction
and engagement among a broad user base [6]. The embedding in Discord further
enhanced the user experience, fostering a sense of community among artists and
creatives.

Lastly, user feedback has been instrumental in Midjourney’s ongoing develop-
ment and success [5]. Midjourney empowers users by providing multiple outputs in
response to prompts [7, 8]. This grants the freedom to choose images that best reflect
their individual vision, prioritising user preferences for a satisfying and engaging
experience. With active incorporation of feedback, the team behind Midjourney
has managed to update and iterate its models frequently. As a result, the platform
continuously evolves to better meet user needs and preferences.

Together, these three pillars have underscored Midjourney’s substantial impact:
Generative Al, the use of Discord, and the incorporation of user feedback. They
have evidenced its financial success and pivotal role in heralding a new era of Al-
enhanced creativity.
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11.1.3 Implications for Enterprise Software and Systems

Generative Al has enabled remarkable success stories like Midjourney’s rapid
growth and market penetration [1, 2]. However, deploying such technology in
enterprise contexts presents complex opportunities and challenges. Generative Al’s
transformative potential comes with inherent risks that enterprises must carefully
consider. Research reveals that successful Al platforms often grapple with ethical
dilemmas around copyright infringement, artist consent, and content moderation [9].
This pattern offers critical lessons for enterprises: the same technology that drives
innovation can simultaneously create complex governance challenges that require
proactive management strategies.

Enterprises can learn from Midjourney’s approach by implementing robust,
context-specific Al governance frameworks. For example, Midjourney confronts
the risk of political misinformation through content filtering and user reporting
systems [10, 11]. Similarly, a company using Generative Al for marketing must
guard against creating misleading product claims or brand-damaging deepfakes.
This requires not just general guidelines but also function-specific protocols and
built-in technical safeguards tailored to each use case. In practice, this means
establishing human review queues for Al-generated ad campaigns. It also means
implementing automated content verification systems that cross-reference claims
against product specifications. Companies should also deploy technical constraints
that prevent the Al from generating content on prohibited topics similar to Midjour-
ney’s blocking of sensitive political figures [11]. Additionally, enterprises should
establish continuous monitoring systems that track Al outputs for drift in quality or
appropriateness [12]. This ensures that governance measures evolve alongside the
technology’s capabilities.

Midjourney’s use of Discord for community engagement and user feedback
elevates the potential for enterprises to better engage with both customers and
employees. Community platforms enable companies to establish direct lines of
communication with users and also foster a sense of community belonging. This
approach proves valuable for customer support, product development, and market-
ing. Businesses can collect real-time feedback, conduct user acceptance testing, and
enable audience interaction in a more dynamic environment. This real-time visibility
into customer sentiment and behaviour ensures better product offerings and greater
customer satisfaction [13].

Incorporating user feedback intentionally during the development and refinement
of products and services underscores the importance of user-centred design in
enterprise software. This customer involvement in product development approach
ensures that products are technologically advanced while also aligning with the
genuine needs and preferences of end-users [14]. Using user feedback can result in
more intuitive interfaces, improved user experiences, and solutions that truly address
user issues for enterprise systems [15]. This promotes continuous improvement and
adaptation, ensuring that software solutions remain relevant and effective over time.
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These approaches outline an effective strategy for enterprise software develop-
ment and system design. The combination of Generative Al, community engage-
ment platforms, and user-centric development enables enterprises to create adapt-
able, innovative solutions for business operations. This framework improves opera-
tional efficiency while maintaining ethical standards in Al implementation.

11.1.4 Summary

Midjourney’s key innovation lies in combining Generative Al with extensive
community engagement through Discord and strategic user feedback integration.
This strategy provides significant takeaways for enterprise software development,
particularly in building responsive, user-driven systems. By capturing real-time user
preferences and feedback via a community platform, Midjourney demonstrates how
businesses can develop Al-powered solutions that truly serve user needs. Addition-
ally, Midjourney’s experiences with copyright and ethical challenges underscore
the importance of responsible Al implementation, providing practical lessons for
enterprises navigating similar issues in their Al initiatives.

11.2 Zillow: Navigating Complex Terrain of Advanced Al

11.2.1 Introduction to Zillow

Zillow has led the real estate technology sector since launching its Zestimate tool in
2006.% US homeowners have the option to utilise Zestimate for a rapid assessment of
their property’s worth. In 2018, Zillow launched direct property purchases through
a service known as iBuying. This service uses automated valuation algorithms and
predictive analytics to determine fair prices for houses on the market. Sellers can
get a quick cash offer instead of going through the usual sales process. Companies
like Zillow then fix up these properties and sell them for a profit. Zillow’s goal was
to speed up property sales by using data to make quick decisions.

3 The Zestimate uses machine learning trained on millions of US home sales to predict house
prices. The system looks at location, market conditions, and house features to work out an
estimated value.
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11.2.2 Zillow’s iBuying Venture: A Cautionary Tale

After losing US$881 million in 2021 [16], Zillow closed its iBuying venture later
that year. The fundamental problem was their algorithmic prediction system, which
consistently overvalued houses. This mistake led to Zillow overpaying for properties
they later sold at substantial losses. The company’s heavy reliance on these flawed
Al predictions for large-scale purchasing decisions created two major issues. First, it
led to systematic financial losses, which the volatility of the COVID-19 pandemic’s
market made even worse [16]. Second, it raised ethical concerns about whether such
Al-driven mass purchases could manipulate market prices and disrupt traditional
real estate practices [17].

Zillow’s experience with iBuying demonstrates a critical lesson about Al in
real-world applications: Even sophisticated algorithms can make systematically
wrong predictions when their underlying assumptions do not match market realities.
Although Zestimate worked well for years in providing home value estimates, using
similar prediction models for actual purchasing decisions proved disastrous. The
transition from estimation to transaction highlighted how Al systems need different
levels of accuracy and risk management depending on their use case. Companies
must carefully evaluate whether their AI models are truly suitable for high-stakes
financial decisions.

Furthermore, Zillow has been accused of manipulating the market through their
iBuying strategy. A viral TikTok video with nearly 500,000 likes [17] claimed that
Zillow bought several properties within a neighbourhood to inflate housing prices,
creating challenges for typical buyers seeking affordable homes. When Al systems
failed in iBuying, people lost trust in the company. In fact, other iBuyer companies
have even faced legal challenges. In 2022, Opendoor, an iBuying company similar
to Zillow, reached a settlement of US$62 million with the US Federal Trade
Commission (FTC) because the company was accused of misleading home sellers
by claiming that sellers could earn more money through iBuying than through
traditional methods [18].

After its iBuying setback, Zillow went back to what it does best and looked
for more practical ways to use Al to address market needs. For example, the
company created an Al-powered natural language search feature that allows people
to search for homes using conversational language [19]. This makes it easy for users
to find homes by simply typing everyday phrases, and Zillow ensures the tool’s
effectiveness by scanning millions of listings. The company now focuses on useful
Al tools that solve real problems, improving its service and taking fewer risks. This
shift shows that Zillow now wants to use technology in a more prudent manner that
aligns with the actual needs of home buyers and sellers.
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11.2.3 Implications for Enterprise Software and Systems

A primary lesson from Zillow’s iBuying venture is the critical need for robust Al risk
management. During the COVID-19 pandemic, their Al for home buying struggled
to keep up with the rapid changes in the housing market, leading to significant
losses. This real-world example showed that companies need better ways to manage
Al risks in changing markets.

Businesses can reduce market unpredictability by using the NIST AI Risk Man-
agement Framework (AI RMF 1.0) to handle Al-related risks more efficiently [20].
This model provides a clear method to identify, assess, and control Al risks. Al RMF
1.0 helps companies detect problems and implement safety measures when building
Al systems that can adapt to market changes. This highlights why companies need
to assess the risks in Al systems affected by external factors. The framework also
helps companies develop testing processes to identify problems early.

The viral TikTok video in the Zillow case underscores the critical importance
of building and maintaining public trust through transparent operations and clear
communication about automated decisions. The FTC’s action against Opendoor
further emphasises that enterprises must go beyond mere technical compliance to
ensure their Al systems operate ethically and transparently. Regular audits on mod-
els is important for preventing unintended consequences in Al deployment [21]. In
addition, maintaining comprehensive documentation and implementing robust com-
pliance checks helps organisations navigate the complex landscape of automated
decision-making while upholding both legal obligations and public trust [22, 23].

Companies must continuously update their Al systems with new data while
recognising that some events are inherently unpredictable. Zillow struggled to
predict house prices correctly for multiple reasons. The market was moving rapidly
and had become increasingly complex. Additionally, the COVID-19 pandemic
represented a Black Swan event [24] that fundamentally disrupted historical pricing
patterns. This highlights the inherent limitations of Al in rapidly changing environ-
ments, especially during unprecedented events that lie outside the training data. This
shows why enterprise software and systems need to continuously refine Al models
using various relevant data sources to improve predictive ability [25].

Al models require rigorous validation, especially when used for major financial
decisions. The failure of Zillow shows that an Al system’s strong performance in
one area (estimating home values) does not guarantee success in another (making
purchase decisions). Their experience demonstrates that companies need different
validation standards depending on how they use Al. For estimation and analysis,
companies might accept a margin of error. But for automated purchasing decisions,
they need extensive testing with real-world data and careful monitoring of model
assumptions. They should regularly audit their Al systems to identify and rectify
flaws in their decision-making processes.
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11.2.4 Summary

Zillow’s iBuying venture failure offers crucial lessons for companies using Al
in their business. When Zillow moved from estimating house prices to actually
buying them, their Al system’s flaws during the COVID-19 pandemic led to
systematic overvaluation and significant losses. This experience shows companies
need to carefully validate Al systems before using them for automated decision-
making. Zillow’s successful pivot to Al-powered search tools also demonstrates
how companies can find appropriate ways to use Al that match their capabilities
and reduce risks.

11.3 Canva: Harnessing Al for Design Innovation

11.3.1 Introduction to Canva

Canva is an online graphic design platform founded in Australia in 2012. In 2023,
Canva launched a suite of Generative Al products to expand its design capabilities
and user engagement. According to Canva’s Marketing & Al Report [26], users
have used these Al tools more than four billion times. This helped Canva grow to
170 million users in 190 countries, with yearly earnings of about US$1.7 billion in
2023 [27].

11.3.2 Canva’s AI-Powered Transformation of Graphic Design

Canva has integrated Al technologies to make graphic design accessible to a global
audience [28]. The Smart Design Assistant, built on machine learning, provides
personalised design suggestions to users across all skill levels. Through natural
language processing, Canva enhances its search functionality, enabling users to
locate design elements and templates efficiently. In addition, computer vision
technology powers advanced image editing features, including background removal
and object detection, simplifying complex design tasks.

However, the integration of Al technologies into Canva’s platform presents
several challenges. A primary concern is maintaining the equilibrium between
automation and human creativity. Canva addresses this by developing Al systems
that augment rather than replace the creative process [28, 29]. This approach allows
users to retain creative control while benefiting from AI’s capabilities.

Another challenge involves ensuring fairness, inclusiveness, privacy, and security
in Al models. As a platform serving millions of users globally, Canva’s Al-powered
features must prevent biases that could disadvantage specific user groups. The
company implements a responsible data strategy, using over 120 million pieces
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of international, localised content* [28]. To ensure representative data across its
global user base, Canva sources content from diverse demographics and employs
bias detection algorithms [30]. The company prioritises data security and user
privacy [31]. It implements robust data protection measures, including encryption
and controlled access. Canva conducts regular security audits and maintains com-
pliance with privacy regulations such as the General Data Protection Regulation
(GDPR) [32].

To support global expansion, Canva has invested in infrastructure and algorithms
for effective Al scaling [33]. The company migrated from traditional Online
Transaction Processing (OLTP) databases to modern Online Analytical Processing
(OLAP) systems® with scalable storage and computing capabilities. Canva replaced
scheduled worker services with an ELT pipeline using OLAP databases for cal-
culations, enabling the processing of billions of usage events in minutes. These
infrastructure improvements have simplified the codebase, reduced maintenance
requirements, and improved system reliability, decreasing incident frequency from
monthly occurrences to once every few months while simplifying troubleshooting
and recovery processes [33].

Through these developments, Canva’s Al application has enhanced user engage-
ment and satisfaction. By automating complex design tasks and personalising the
user experience, Canva streamlines the design process while encouraging creative
exploration. The resulting operational efficiencies have enabled rapid diversification
of product offerings and market expansion.

11.3.3 Implications for Enterprise Software and Systems

Canva’s achievements can be largely attributed to its user-focused Al development
strategy. By focusing on Al features that address specific user needs and pain
points, Canva has simplified workflows and provided users with actionable insights.
Enterprises should emulate this strategy, prioritising Al solutions that not only
automate tasks but also genuinely support user objectives. In fact, a crucial aspect of
integrating Al into software systems is to strike a balance between automation and
human control [35]. Canva demonstrates that while Al can automate repetitive tasks
and offer guidance, it should ultimately serve as a powerful tool that complements
human capabilities rather than replacing them.

41t refers to Canva’s strategy of managing a vast repository of materials that cater to both global
and specific regional audiences. “International content” is designed to be universally applicable
across various regions and cultures, often using neutral language and imagery to appeal to a broad
audience. In contrast, “localised content” is tailored to meet the specific linguistic, cultural, and
regulatory requirements of a particular locale or market.

5 OLTP databases are designed to manage and process a high volume of day-to-day transactions
quickly and efficiently. In contrast, OLAP systems are optimised for complex queries and data
analysis on large volumes of historical data, enabling insights into trends and performance [34].
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Ethical considerations are central to Canva’s approach with a focus on biases,
data privacy, and fairness in Al. Canva’s approach can serve as an instructive
example to enterprises that venture into Al about how they can observe the major
principles of developing Al responsibly, such as the mitigation of biases, data
privacy and security, transparency and accountability, and continuous monitoring
and improvement with diversified and representative data. By adopting these
principles and responsible Al practices, companies can learn from Canva how to
build user trust with users, ensuring that the ethical development in the deployment
of Al technologies are prioritised. This means that for organisations to successfully
navigate the complex Al ethics landscape, they must establish a clear ethical
direction, foster a culture of accountability and transparency, and maintain ongoing
dialogue with stakeholders [36, 37].

Deploying Al at scale, as Canva has done, requires significant investment in
infrastructure and algorithms. This underscores the crucial need to create scalable
systems capable of managing varied datasets and accommodating a growing user
base all while ensuring consistent performance. Businesses should emphasise
scalability and flexibility in their Al approaches to achieve global reach.

11.3.4 Summary

Canva’s integration of Al offers a road map for enterprises looking to leverage Al
technologies. By following a user-centric design approach, balancing automation
with human creativity, adhering to ethical Al practices [31], investing in scalable
infrastructure [33], and prioritising a robust data strategy [32], enterprises can
effectively integrate Al into their software and systems, achieving similar success
as Canva in improving accessibility and user empowerment.

11.4 Robodebt: Lessons from an Automated Debt Recovery
System Failure

11.4.1 Introduction to Robodebt

Robodebt, introduced by the Department of Human Services (DHS) of the Aus-
tralian Government in 2016, was an automated system designed to uncover inconsis-
tencies in the income information submitted by welfare beneficiaries to Centrelink
and the Australian Taxation Office (ATO).The system utilised an algorithm to
compare welfare recipients’ reported fortnightly income with averaged annual
income data obtained from the ATO. When a disparity was identified, the system
automatically issued a debt notice to the individual concerned. However, the
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Robodebt implementation used a flawed methodology: it averaged individuals’
annual income to estimate their fortnightly earnings.

Robodebt had harmful effects, particularly on vulnerable populations including
low-income earners, unemployed people, and people with disabilities. The system
caused widespread distress and financial hardship [38]. Legal challenges and public
outcry increased pressure on the government. In November 2019, the government
acknowledged the system’s weaknesses and suspended it [39]. The government
subsequently committed to repaying over AUD 720 million related to more than
470,000 incorrectly calculated debts [40].

11.4.2 Robodebt: Lessons from the Impact of Automation

The government designed the Robodebt scheme as an extension of existing welfare
compliance policies [41]. The scheme aimed to improve the accuracy and speed
of debt recovery and reduce welfare fraud. However, the scheme’s severe negative
impacts show important lessons about designing and deploying automated systems.
Although Robodebt did not use artificial intelligence, its failure provides important
lessons for Al system development. As an example of large-scale Automated
Decision-Making (ADM), Robodebt’s collapse shows the dangers in any automated
system. These include flawed logic, poor data handling, and weak human oversight.
These problems become more serious with complex Al systems.

The system’s core operational flaw demonstrates these risks clearly: averaging
annual incomes to determine fortnightly earnings [38]. This approach assumed that
people earned the same amount throughout the year. The system failed to account
for variable earnings among casual and seasonal workers. This led to incorrect debt
calculations.

The system also limited human oversight, reflecting broader institutional pres-
sures within the Department of Human Services. Officials designed it to increase
efficiency and reduce costs. This reflected the department’s ongoing need to
generate budget savings through compliance measures [41]. However, the system
could not handle the complexity of individual income patterns that required human
judgement. As Priergaard demonstrates, this approach was part of a decades-
long pattern where compliance policies were expanded “layer by layer” to meet
annual budget pressures, with each iteration seeking greater automation to reduce
operational costs [41]. This poor oversight contributed directly to the crisis.

The scheme also had legal and procedural failings. The income-averaging
approach rested on questionable legal grounds [42] and automatically issued many
debt notices without proper legal foundation. The system was implemented without
sufficient pre-launch testing or a robust and accessible appeal mechanism. This
caused distress including financial hardship and mental health issues among affected
people [38]. The combination of flawed methodology, insufficient oversight, and
underestimation of legal and ethical implications brought the system down. It cost
the government hundreds of millions of dollars in refunds and compensation [40].
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The Royal Commission into the Robodebt Scheme conducted an extensive
investigation in response to the scheme’s widespread failings [43]. Its report
confirmed the systemic issues outlined above and recommended crucial reforms
to prevent such mistakes recurring. Key recommendations emphasised the need for
robust legal frameworks, adherence to legal counsel, and comprehensive training
for personnel involved in such systems. The Commission also called for stringent
legal checks, enhanced ethical training, and improved data management practices.
The goal is to establish an effective, transparent, and fair social security system that
rebuilds public trust and safeguards citizens’ rights and welfare.

11.4.3 Implications for Enterprise Software and Systems

The Robodebt scheme serves as a warning for enterprises designing and implement-
ing software and systems, particularly when systems make automated decisions.
This case highlights several key lessons for organisations deploying such systems.

First, companies must test and validate their algorithms thoroughly before
deployment. Data used to train algorithms needs critical review. All underlying
assumptions and decision-making logic require examination. Systems need regular
audits to catch problems early [21]. Companies should monitor performance
continuously and maintain clear complaint processes. They must also develop
contingency plans to handle system failures quickly.

Second, Robodebt demonstrates the critical need for human oversight and inter-
vention in automated systems. Automation can enable efficiency and cost reduction,
but balancing machine-driven processes with human judgement is essential [44].
Systems need to be designed to allow human review and intervention at critical
decision points.

Third, the legal and ethical implications of automated decision-making must be
comprehensively addressed. Companies should ensure that fairness, transparency,
and accountability guide their approach and that they comply with applicable
laws and regulations. This requires close collaboration with legal advisers and all
stakeholders, including regulators and civil society organisations, to ensure that
system designs meet society’s values and expectations [23].

Finally, the Robodebt experience demonstrates the need for effective commu-
nication and transparency when deploying automated systems. Enterprises must
ensure clear communication with users and stakeholders about the system’s purpose,
functioning, and limitations. This includes being clear about the logic that supports
decisions and providing easily accessible mechanisms for individuals to seek
clarification or contest outcomes [45].

The Robodebt case serves as a stark reminder of the risks involved with auto-
mated decision-making systems. As companies develop and deploy such systems,
they must do so with the highest care and responsibility, ensuring that accuracy,
fairness, transparency, and accountability are central to system operation.
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11.4.4 Summary

Australia’s Robodebt program was designed to automate debt collection in social
security but stands as a significant warning about deploying automation in sen-
sitive domains. Algorithm flaws led to incorrect debt calculations and automated
collection notices, causing financial hardship and mental distress for vulnerable
groups. This failure highlights the need for extensive testing, human oversight, legal
and ethical considerations, transparency, and robust safeguards when implementing
automated decision-making systems in any industry.

11.5 CareMonitor: Transforming Healthcare with
Al-Powered Remote Patient Monitoring

11.5.1 Introduction to CareMonitor

CareMonitor, an Australian medtech start-up established in 2018, uses Al to
enhance healthcare services by integrating data from clinical management systems,
medical devices, and direct patient inputs into a unified view. This integration
supports risk stratification tools, care plan templates, and continuous monitoring
of vital signs through intelligent algorithms and data analysis. A key feature of
the platform is its telemedicine capability, which facilitates real-time audio and
video communications for remote consultations, in order to better manage chronic
diseases and reduce unnecessary hospitalisations. Founder and CEO Deepak Biswal
highlights the convenience of the platform, noting that since patients spend a large
amount of their time outside of hospitals, CareMonitor is particularly beneficial for
those with complex chronic diseases that account for a significant proportion of
healthcare costs [46].

CareMonitor’s success extends beyond individual patient care to large-scale
health initiatives. The platform managed more than 100,000 COVID-19 patients in
Australia. This was achieved through partnerships with major healthcare providers,
including Western Sydney Primary Health Network, Medibank Private Health Insur-
ance, and major Catholic hospitals [46, 47]. The platform provides hospital-level
care directly to patients’ homes through devices that offer medication reminders and
vital test monitoring, such as HbAlc tests for diabetes management. This leadership
in remote healthcare delivery was recognised by the Innovation Challenge of the
Australian Digital Health Agency in June 2020 [48].
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11.5.2 Why CareMonitor Stands Out in Digital Health

CareMonitor’s strength lies in its comprehensive integration capabilities and
advanced technology stack [49]. The platform ensures native connectivity across
healthcare providers by merging disjointed electronic medical records and health
systems [50]. This promotes effective team-based care, enhancing provider
efficiency and patient outcomes [49]. The platform provides real-time access
to clinical information, enabling healthcare providers to make informed clinical
decisions and collaborate more efficiently [50, 51].

Building on this technological foundation, CareMonitor allows patients to mon-
itor their vital signs at home and receive treatments there [52]. The platform works
by collecting vital signs from patients through connected devices and transmitting
these real-time data to remote clinicians for continuous monitoring and analysis. The
hospital-at-home programs are designed to reduce pressure on hospitals by enabling
patients to receive monitoring and treatments at home, thereby freeing up hospital
beds and clinical staff for more acute cases, while offering more comfortable and
personal care experiences [52]. These programs are designed to reduce the number
of times patients need to return to hospital, potentially saving money through
decreased readmission rates and helping people with ongoing health conditions
manage them at home [52]. This approach optimises resource use throughout the
healthcare system while maintaining high standards of care.

CareMonitor extends these benefits to a broader population through its scalable
architecture and strategic partnerships with leading health networks. Partnerships
with organisations like the Western Sydney Primary Health Network and Medibank
create measurable improvements in patient care delivery [46, 47]. The Western
Sydney partnership enables integration with existing regional healthcare workflows,
providing CareMonitor access to undeserved patient populations while ensuring
clinical protocols meet local standards. The Medibank collaboration extends mon-
itoring services to privately insured patients across Australia, creating a feedback
loop where insurance claims data helps validate the platform’s effectiveness in
reducing hospital readmissions. These partnerships provide CareMonitor with
real-world clinical validation and help refine the platform’s algorithms based
on diverse patient populations and healthcare settings. The platform’s ability to
manage thousands of patients simultaneously—demonstrated during the COVID-
19 response—while maintaining quality care standards proves its scalability in
high-demand scenarios. This scalability model applies beyond healthcare to any
enterprise system requiring rapid scaling while maintaining service quality.

As a result of these integrated approaches, the transformation CareMonitor has
brought to healthcare delivery exemplifies digital technology’s potential to revolu-
tionise traditional services. By combining patient-centric engagement, cutting-edge
Al capabilities, and strong partnerships, CareMonitor has created a model for
accessible, efficient, and effective healthcare [49].
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11.5.3 Implications for Enterprise Software and Systems

The transformative impact of CareMonitor on healthcare delivery yields important
principles for enterprise software development in diverse industries. Their journey
demonstrates key strategies that can guide organisations in delivering adaptable,
user-centred software solutions that meet evolving requirements.

The first key strategy contributing to CareMonitor’s success is data integration
and accessibility. The platform eliminates data silos and facilitates smooth infor-
mation exchange between systems, providing decision-makers with comprehensive
information. For enterprises, isolated data repositories within organisations hinder
decision-making and operational efficiency. They can adopt cloud data integration
to enable seamless data sharing and collaboration across departments and platforms
and improve decision-making [53].

CareMonitor’s hospital-at-home model demonstrates how digital platforms can
extend traditional service boundaries. This principle applies beyond healthcare:
Remote education platforms, virtual customer service, and distributed technical
support all benefit from similar approaches. The platform’s success in deliver-
ing hospital-level care remotely while maintaining quality standards shows how
organisations can create efficient service delivery models that build user trust
through effective remote management. This aligns with research showing that
trust management is critical for cloud-based and distributed systems, where tra-
ditional face-to-face trust mechanisms are absent [54]. As Noor et al. emphasise,
establishing trust in distributed environments requires robust frameworks that can
assess credibility, ensure transparency, and maintain accountability across remote
interactions—principles that are fundamental to successful digital service delivery
models like CareMonitor’s.

Equally significant is CareMonitor’s emphasis on scalability and adaptability.
The ability of the platform to accommodate varying user numbers and evolving
business requirements highlights the importance of building flexible enterprise
solutions. This architectural approach ensures long-term viability in dynamic
markets, where businesses must rapidly adapt to changing conditions and growing
demands. For enterprises, this can be achieved through Al-driven cloud computing
with dynamic resource allocation and auto-scaling mechanisms [55], which is
particularly crucial for platforms like CareMonitor that must maintain performance
reliability while serving variable user populations across diverse operational envi-
ronments.

CareMonitor’s success underscores the value of developing solutions that directly
address industry-specific challenges. Their focused approach to healthcare prob-
lems, from reducing hospital readmissions to enabling remote care, demonstrates
how deep industry understanding can drive innovative solutions. This strategy can
be replicated across sectors, where software solutions must be tailored to unique
industry requirements while maintaining adaptability and user focus.



11 Insights into AI’s Influence on Enterprise Software and Systems: Lessons. . . 325
11.5.4 Summary

Through comprehensive data integration, CareMonitor enables effective remote
patient care, featuring risk stratification, care plan templates, telemedicine, and
intelligent monitoring capabilities. The platform has demonstrated its effectiveness
by managing large-scale health initiatives, including successful recovery monitoring
of patients with COVID-19. This success comes from CareMonitor’s seamless
data integration, patient-centric design, Al capabilities, scalability, and strategic
partnerships with leading healthcare networks.

11.6 Capillary Technologies: Redefining Loyalty in a Digital
Age

11.6.1 Introduction to Capillary Technologies

Capillary Technologies, founded in 2012, provides cloud-based software for retail-
ers. The company helps retailers increase sales and build customer loyalty by
analysing customer behaviour across digital and physical stores. Their solutions
include CRM software, loyalty programs, and retail analytics.

Traditional loyalty programs were often designed as short-term sales promotions
rather than long-term relationship builders [56]. In contrast, Capillary takes a
strategic, long-term approach by collecting data from multiple retail channels,
including in-store systems, e-commerce platforms, and social networks. Al and
machine learning algorithms process this data to identify purchasing patterns and
customer preferences. Retailers use these insights to create targeted marketing
campaigns and personalised shopping experiences.

Capillary supports over 400 retail brands in 30 countries. Their systems pro-
cess more than 1.95 billion customer interactions each year [57]. Major global
retailers across fashion, electronics, grocery stores, and restaurants use Capillary’s
solutions [58, 59].

11.6.2 Capillary Technologies’ Rise as a Market Innovator

Capillary Technologies has become a key contender in the loyalty management sec-
tor by implementing several strategic moves. The company adopted a cloud-based
software-as-a-service (SaaS) model. SaaS allows businesses to access software
applications over the Internet rather than installing and maintaining them on local
servers, reducing costs and complexity [60]. This model provides flexibility and
efficiency for enterprise brands deploying loyalty programs [61]. Furthermore, the
company allocates 50 to 75% of their yearly tech investments to Al develop-
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ment [61]. Capillary’s Al loyalty solutions combine personalisation, segmentation,
and predictive analytics to create programs that outperform traditional methods
through better customer insights and targeted experiences [62].

Building on their technological foundation, Capillary has strengthened their
position in the market through strategic acquisitions, such as acquiring Persuade
in 2021 [63] and Brierley in 2023 [64]. These acquisitions broadened Capillary’s
service range and added consulting expertise to their technical offerings. The
company has also hired specialists across various departments to strengthen their
loyalty program knowledge.

By integrating technology with strategic advice, Capillary’s suite of products—
comprising Loyalty Plus, Engage Plus, Rewards Plus, and Insights Plus—offers a
customer-focused solution [65, 66]. Loyalty Plus helps brands develop and manage
tailored loyalty programs [65]. Engage Plus facilitates customer interactions across
multiple channels [67]. Rewards Plus provides a rewards network to motivate
customer actions [68]. Insights Plus offers analytics for decision-making [69].
Collectively, these tools enable brands to create unified and customised loyalty
experiences at every point of consumer engagement [65].

Capillary’s quadruple growth in the United States from 2021 to 2024 [61] has
led to increasingly complex infrastructure challenges. By adopting advanced perfor-
mance observability platforms to track application and infrastructure performance,
Capillary enables rapid troubleshooting and enhances effective communication with
customers [70]. At the same time, Capillary consolidated their monitoring and alert-
ing infrastructure, which streamlined troubleshooting processes [70]. This approach
delivered a 75-80% improvement in problem resolution times and continually
improved quarterly customer satisfaction scores [70].

11.6.3 Implications for Enterprise Software and Systems

Capillary’s successful experience in transitioning from traditional methods in the
loyalty management field to a technology-driven model provides valuable insight
and inspiration for the enterprise software and systems domain. One key aspect is
the shift from traditional, agency-led models to cloud-based SaaS platforms. This
transformation enables businesses to benefit from flexibility, scalability, and cost
efficiency while gaining access to real-time data and insights [60]. Enterprises can
apply this model by prioritising cloud-first architectures that integrate seamlessly
with existing systems and support rapid deployment of new capabilities.
Furthermore, Al and ML are playing an increasingly critical role in current
technology trends, acting as key drivers of innovation and competitive advantage.
Capillary dedicates a substantial share of its incremental technology investments to
Al and ML, which not only enhances its platform capabilities but also strengthens
its position as an industry leader. This strategy aligns with findings that link
Al expertise to increased market value [71]. For instance, following the open-
source release of Google’s TensorFlow, companies with Al-intensive operations
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experienced a notable surge in market valuation [71]. Enterprise software providers
can adopt a similar strategy by focusing on core technologies that differentiate their
offerings and deliver measurable customer value.

Another critical factor in Capillary’s success is their strategic acquisitions and
focus on attracting top talent. These acquisitions have helped the company expand
their service portfolio and integrate consulting expertise into their technological
offerings. Capillary’s acquisitions of Persuade and Brierley demonstrate how enter-
prises can build comprehensive solutions that address customer needs holistically
rather than through isolated point solutions. Furthermore, to successfully create
value, an acquiring company must not only purchase technology but also improve
and integrate it into its own processes [72].

To manage the growing complexity of infrastructure demands, Capillary has
implemented advanced performance observability platforms and streamlined oper-
ational processes. This proactive approach offers a valuable lesson for growing
enterprises, as problem-solving competencies are crucial for a company’s survival in
today’s business landscape, allowing organisations to effectively identify, analyse,
and solve problems that could impact the customer experience [73]. Combining such
technological solutions with operational efficiency can lead to improved problem
resolution times and higher customer satisfaction [73].

These strategic approaches are applicable across industries where customer
experience, data analytics, and scalable technology platforms are critical success
factors. Enterprise software companies, in particular, can apply Capillary’s model
of combining cloud infrastructure, Al capabilities, strategic acquisitions, and oper-
ational excellence to build sustainable competitive advantages in their respective
markets.

11.6.4 Summary

Capillary Technologies transitioned from traditional loyalty programs to Al-
powered cloud solutions. The company invests 50 to 75% of their tech budget
in Al and achieved four-fold growth in the USA between 2021 and 2024.
Capillary’s experience demonstrates how companies can use cloud platforms,
strategic acquisitions, and Al investment to compete in digital markets.
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